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Preface

Over the past decade, Geographic Information Systems (GISs) have become quite
popular and their use is still growing. A few examples of applications based on
GISs to illustrate this, are: topographic and cadastral mapping; hydrographic and
aeronautic charting; demography and environmental planning; automated map-
ping/facility management, command, control and communication systems; wargam-
ing and other simulations based on terrain data; ship, aircraft, and car navigation
systems.

Advantages of GISs

The ever increasing availability of hardware, such as digitizers, scanners, worksta-
tions, graphic displays, printers, and plotters for the input, processing, and output
of geographic data only partly explains the growing interest in GISs. The major
reason for the success of GISs is that they offer also more and new functionality to
the map producers and to the map users in comparison with the traditional paper
maps. Once a good environment has been created, the maintenance and production
of maps becomes easier, because instead of “manually redrawing” the complete map,
it is sufficient to enter the updates in the geographic database. For the users the
advantage of a GIS over the paper map is that they can interact with the system:
all kinds of selections based on spatial properties and on thematic attributes can
be made, the system can perform various analyses and calculations, and the results
are promptly reported in an appropriate graphic or alphanumeric form. Another
advantage of a GIS is that many users can work with the same geographic database
simultaneously.

Problems with GISs

As a result of the growing GIS popularity, new applications with more demanding
functional requirements are on their way. One of the most fascinating issues is the
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quest for applications that are based on scaleless, seamless geographic databases.
Furthermore, as data capturing techniques mature, the available geographic data
sets become larger and larger, and are now in the order of Gigabytes in the case of
vector data and Terabytes in the case of raster data. These two developments re-
quire GISs with enhanced capabilities. Hardware speed-ups alone are not sufficient,
because the requirements are increasing even faster. The purpose of the research
described in this thesis is to create an environment in which new, efficient GISs
can be developed efficiently. These two objectives, efficient GISs and efficient de-
velopment, are reflected in the two major parts of this thesis: Part I. Reactive Data
Structures and Part II. Persistence and Object-Oriented Modeling.

Part I. Reactive Data Structures

Part I of this thesis is preceded by Chapter 1, which gives an introduction to GISs:
the GIS terminology is defined, some example GISs are presented, and the problem
domain is analyzed. The chapter concludes with a set of requirements for the data
model of future GISs. The strategy followed to reach the goals is a computer science
approach. In Part I and II several new solutions are presented in order to meet
these requirements. Prototypes are implemented and used to evaluate the suggested
solutions. An important characteristic that distinguishes a GIS from most business
data processing systems is the necessity for spatial capabilities. The geographic data
model can be regarded as the engine of a GIS. The design of an efficient GIS requires
a powerful engine, that provides sufficient thrust for interactive application. Part I
is about such engines: reactive data structures. Reactive data structures are vector
based structures tailored to the efficient storage and retrieval of geometric objects
at different levels of detail. Before this goal is reached in Chapter 6, first Chapter 2
gives an overview of known spatial data structures', Chapters 3 and 4 give some
new geometric data structures, and Chapter 5 presents a novel data structure with
detail levels.

Part I1. Persistence and Object-Oriented Modeling

Part II is about the development environment for a complete GIS, that should,
of course, include the engine described above. In addition to this, such an envi-

!Throughout this thesis statements can be found like: “the data structure has good spatial
properties.” This is a short formulation of the more elaborate statement: “when using this data
structure, algorithms can solve the spatial queries within the allowed maximum response times.”
Similar short formulations are also used in other situations, e.g. in conjunction with the terms data
model and algorithm.
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ronment should also offer sufficient data modeling and database-like (persistence)
capabilities. As GISs are more demanding in this area than business data process-
ing systems, relational databases are inadequate. In order to solve the inadequacies,
a geographic extension to the relational system is presented in Chapter 7, which
includes geometric data types, spatial index structures, and new operators in the
query language. However, several drawbacks remain. For example, complex objects,
which occur quite frequently in GISs, are hard to represent in the flat tuples of a
relational system. Therefore, another approach is taken in Chapter 8, where the
object-oriented (OO) paradigm is used as a starting-point. In the OO programming
language Procol complex objects and instances of different size, e.g. polygons, pose
no problem, as will be shown in a case study. Furthermore, the OO approach has
several other well-known advantages, such as the inclusion of abstract data types.
The OO environment is well suited to offer libraries of standard objects useful for
GIS applications, e.g. user interface tools, spatial search structures, geometric cal-
culation packages, and so on. The last chapter of this thesis describes the inclusion
of persistent objects in Procol. This precludes the need for storing the data in a
file or database system and at the same time solves the problems associated with
transferring data to and from the persistent storage system.

Topics Outside the Scope of this Thesis

It was impossible to cover all interesting aspects related to the current GIS technol-
ogy. In order to avoid possible confusion, the following list summarizes some topics
that remained outside the scope of this thesis:

e Raster based GISs which are especially suited to deal with scanned maps or
remote sensing images [8, 14, 27, 86, 89, 165, 166, 168, 213].

e Error, quality, and accuracy models for spatial data [27, 28, 29, 33, 82, 85, 99,
210], which are very useful when dealing with data of multiple sources.

e The design of the user interface of a GIS: the windowing system [186, 206,
the spatial query language [57, 65, 80, 83, 95, 104, 115], the graphic input
and output primitives [3, 4, 5, 106, 108, 202, 203, 204, 215], and the (mental)
psychological system model [7, 173].

e The use of rule-based and knowledge-based systems in GIS for: name placement
[50, 73, 74, 112], map generalization [25, 145, 146, 147, 152, 153, 174], or solving
other GIS problems [26, 167, 176, 191, 243].

e Three-dimensional GISs as used in: digital elevation models, 3D cartographic
techniques, and geology [71, 111, 122, 123, 139]. Furthermore, the third di-
mension may also be used for the time-axis in GISs that deal with historical
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data [194, 235].

e The development of exchange standards for data types ranging from general
to specific: ASCII, relational, graphic, CAD, cartographic, hydrographic, ele-
vation data [6, 45, 46, 47, 49, 62, 107, 142, 148, 212, 240).

As these topics are closely related to the discussions in this thesis, it will sometimes
be necessary to take a small sidestep and briefly discuss one of these topics. This
is especially true for Chapter 1, which provides a context for the research described
in this thesis. Although the emphasis is on GIS applications, many techniques pro-
posed are also useful in other types of spatial, graphic, pictorial, or geo-information
systems, such as: computer graphics, computer-aided design and manufacturing
(CAD/CAM), computer vision, and robot systems.
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Chapter 1

Introduction to Geographic
Information Systems

This chapter gives an overview of Geographic Information Systems (GISs) with
emphasis on the supporting geographic data model. First, some definitions of a GIS
and the data types encountered in GISs are given in Section 1.1. The subsequent
section explains why this thesis concentrates on vector based GISs instead of raster
based GISs. The general architecture of a GIS is described in Section 1.3. Section 1.4
discusses, in more detail, the operations that must be available. Some typical GIS
applications are presented in Section 1.5. The motivation for this is twofold: one, to
illustrate the material in this chapter, and two, some of the examples will be used
in the remaining chapters. The requirements for a general geographic data model
are summarized in the last section of this chapter.

Over the past decade there has been a growing interest in the application of GISs.
There are many applications that use the GIS technology. A major advantage of
a GIS is that, although a geographic data set may be presented on a display in
much the same way as the traditional paper map (see Figures 1.1 and 1.2), the user
can interact with the system. Section 1.4 gives an overview of the operations that
should be available to the user in the interaction process with a GIS. To make it
both possible and efficient to answer queries from the user within acceptable response
times, a GIS has to be based on an appropriate data model and data structures.

The purpose of the research described in this thesis is the design of a suitable geo-
graphic data model which can be used by an application programmer to develop a
specific GIS. In this chapter we describe, illustrate, and justify the requirements for
such a data model. The integrated storage and presentation of spatial and thematic
data plays an important role in this data model. To present these data, graphics
packages could be used [5, 108]. However, their data storage facilities limited: mainly
graphic data can be stored, only storage at execution time (or storage in a metafile

1
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[107]) is possible, and limited capabilities are available for structuring the data.

Database packages (network, hierarchical, or relational Data Base Management Sys-
tems; DBMSs [44, 211]) can be used for long-term and structured storage. The
drawback of these packages is that they do not handle geographic data very well,
because they only support one-dimensional search structures. It is impossible to
state queries like: “which cities with a population greater than 100,000 lie within
10 kilometers from the river Rhine” in the Data Manipulation Languages of these
DBMSs. Even if is was possible to state these type of queries, they could not be
answered efficiently, because the DBMSs lack the proper multi-dimensional search
structures. This explains why many commercial GISs have a dual architecture. The
thematic information is stored in a (relational) database and the spatial informa-
tion is stored in a separate subsystem capable of dealing with spatial data and
spatial queries. By means of a unique identification (id), the two components of a
geographic entity are linked together. Besides not being elegant conceptually, this
dual architecture also has practical disadvantages: the id’s must be kept consistent,
“mixed” multi-dimensional search structures are impossible (e.g. two dimensions
used for the spatial location and the third dimension used for a thematic attribute),
and reduced performance, because objects have to be retrieved and compiled from
components that may be stored far apart. Therefore, it is worthwhile to develop a
data model that does not have this dual architecture.

1.1 Definitions

Before the definitions of the data types that can be found in a GIS are given, the term
GIS itself is defined first. According to the work of the International Geographical
Union (IGU) [208], a GIS is “the common ground between information processing
and the many fields utilizing spatial analysis techniques.” This quite general defini-
tion of a GIS is refined by Burrough [27] as “a powerful set of tools for collecting,
storing, retrieving at will, transforming, and displaying spatial data from the real
world.” A similar definition is given by the National Center for Geographic Infor-
mation and Analysis (NCGIA) [155]. The NCGIA defines a GIS as “a computerized
database management system for capture, storage, retrieval, analysis, and display
of spatial (locationally-defined) data.” Cowen [42] puts more emphasis on the in-
tegration aspect: “a GIS is best defined as a decision support system involving the
integration of spatially referenced data in a problem solving environment.” Van den
Bos [private communication] defines a GIS as an instance of a Spatial Information
System. A Spatial Information System is an information system that integrates and
displays thematic and spatial (geometric, topological) data. From these definitions
it should be clear that the data model plays a central role in a GIS and that the
current GISs are the result of the combined efforts in many disciplines, as argued



4 Introduction to Geographic Information Systems

Data structures
Oceanography Land use Surveying
Planning

. Geology RESEARCH Remote sensing
Mineral

exploration Data display
Geography

Conservation Landscape Policy making
Cartﬁgraphy architecture

TECHNOLOGY APPLICATION
Demography
Meteorology Spatial data

Soil science Data analysis

Data capture
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by several authors [27, 42, 63, 86, 93, 127, 177, 192] and visualized in a striking
manner on the cover of the “International Journal of Geographical Information Sys-
tems,” see Figure 1.3. The geographic entities or objects in a GIS are based on two
different types of data: spatial and thematic data. In turn, spatial data have two
components: geometric and topological data. In this thesis these terms are defined
as follows:

Geometric data have a quantitative nature and are used to represent coordinates,
line equations, etc. Basically, there are two formats: raster and vector format.
The two dimensional vector format has three subtypes: point (position, 0-cell),
polyline (line, arc, chain, 1-cell) and polygon (area, region, 2-cell). Henceforth,
these subtypes are called geometric primitives. Of course, other primitives
such as circles and splines might be possible, but this is usually not the case in
GISs. Though not used in this thesis, sometimes geometric data are subdivided
into positional (locational) data and shape data.

Topological data describe the relationships between the geometric data. There
are several types of topological relationships: connectivity, adjacency, and
incluston. Examples of queries concerning topological relationships are: which
areas are neighbors of each other (adjacency), which polylines are connected
and form a network of roads (connectivity), and which lakes lie in a certain
country (inclusion). Topological data are not always stored explicitly, because
in principle they can be derived from geometric data. Note that this definition
of topological data is slightly different from the more strict one as used in
mathematics.
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Thematic data (application dependent attributes) are alphanumeric data related
to geographic entities; e.g. the name and capacity of a road. Thematic data
may be any kind of data that can be found in the traditional databases,
e.g. strings, integers, and reals.

Figure 1.4 summarizes and depicts the hierarchy of geographic data types. A geo-
graphic database is a set of geographic entities. The geographic database is often
organized in layers, which describe each certain aspects of the mapped real world.
Another term frequently encountered in the context of GISs is graphic, which refers
to the visualization of the geographic entities. In Part I, Reactive Data Structures,
an overview of spatial data structures is given. In addition to well-known data struc-
tures for representing geometric and topological data, several new data structures
are presented. Thematic data play no role in Part I, but are considered in Part II,
Persistence and Object-Oriented Modeling.

1.2 Raster Based Systems

This section explains why this thesis concentrates on the vector format instead of the
raster format for the geometric data. Note that this discussion is about the internal
representation and not about the display system. An advantage of the raster format
is that it is appropriate for data capture techniques like remote sensing (satellites),
scanning of existing documents (maps or aerial photographs) and image processing
in general, which all deal with raster data. The raster format has some good spatial
properties, inherent to the direct addressing of the pixels. Some applications of these
properties are:
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e select a certain (rectangular) region by using all the pixels with the z and y
indices in proper range;

e find the neighbors of a pixel by using all the pixels which have indices one
lower or higher in comparison with the original pixel;

e if each polygon is represented by a (connected) set of pixels with the same
attribute value and every polygon has a different value, then the point-in-
polygon test is established by retrieving the attribute value of the pixel;

e if two maps are based on the same raster then map overlay is performed by a
simple pixel by pixel algorithm (this algorithm is also well suited for hardware
implementation).

The fact that a raster algorithm is simple does not mean that it is faster than a
more complex vector algorithm, because raster data have the tendency to be very
voluminous. Although the raster format possesses good spatial properties, there
are serious disadvantages of the raster format. Different sources of raster data use
different rasters (sometimes a pixel does not represent a square but a rectangle).
What is worse, a rectangular raster may not even be rectangular when using a
different projection. The geometric data should not depend on a specific projection.
That is, a common coordinate system must be used, e.g. the geographic coordinate
system. The main drawback of the raster format is that it basically deals with digital
images and not with geographic entities that can easily be displayed and manipulated
individually. Therefore, it is more difficult to link the geometric component in a
natural way with the other data types of the geographic entities.

In spite of these arguments a GIS should possess the capability to use raster data
as well as vector data, because a user often has no control over the format in which
the data are delivered. Raster data can be incorporated in a vector based GIS
by treating these data as color or texture functions on polygons. For example, a
satellite image may be projected on a digital elevation model.

1.3 The GIS Architecture

A GIS is more than just a data model in which different types of data structures
must be incorporated. In this section important aspects like the database, the user
interface and exchange standards will be treated. There seems to be a consensus in
the literature about the architecture of a GIS. Burrough [27], Goodchild [83], and
Smith et al. [192] describe the following five components: the user interface, data
input, storage, analysis, and output. The way these five components are imple-
mented distinguishes a GIS from other information systems. Figure 1.5 taken from
[27] illustrates the relationships between the GIS components.
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1. Data input and verification: Some possible sources for the data input are:
sensors, existing maps, and field observations. The data can be entered and
verified by using one or more of the available tools: scanners, digitizers, graphic
displays driven by appropriate software. Format conversion, error detection
and editing, topology reconstruction, generalization, and registration are some-
times also part of the data input process. The cost of data capture in GISs
is usually high. An obvious solution to reduce this cost is multiple use of
the same data set. Unfortunately, there are some practical problems: what
categories of data should be collected, how accurate should they be, which con-
ceptual structure should be used, and what transfer format should be used?
There are several exchange standards available that try to solve some of these
problems. Some of them are: DLMS (DTED, DFAD) [45, 46, 47], USGS DLG
[212], SUF-2 [240], IGES [148] and GKS Metafile [107]. One important effort
is “The Proposed Standard for Digital Cartographic Data” [49, 142] of the
Digital Cartographic Data Standards Force (DCDSTF) in which the U.S. Ge-
ological Survey plays an important role. In the hydrographic context there
are also several ongoing efforts: CEDD [6] of the International Hydrographic
Organization (IHO) and MACDIF [62], a Canadian effort. International agen-
cies, such as ISO, NATO, IEEE, and THO, play an important role in the
standardization process.

2. Data storage and database management: Tasks of this part of the system in-
clude traditional DBMS facilities such as support of multiple users and data
bases, efficient storage and retrieval, non-redundancy of data, data indepen-
dence of applications, security, and integrity. To store the thematic data (at-
tributes), a relational DBMS can be used. By using a standard relational
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DBMS, the portability of the GIS is enhanced. However, the database should
also be used for the storage of the geometric and topological aspects of the
geographic entities. Standard DBMSs are not suited for this task.

3. Data transformation, manipulation, and analysis: This part of a GIS is tradi-
tionally regarded as the most important one. Of course, analysis is impossible
or not useful without the other components of the system. The following
analysis operations can be used in many GISs: geometric calculations, map
overlay computation, network analysis, and several forms of simulation. These
operations will be described in more detail in Section 1.4.

4. Data output and presentation: This can be performed with the help of several
different hardware devices, such as displays, plotters, and printers. A number
of different presentation formats are available for this purpose: maps, tables,
and figures. By using a standard graphic software package, the output part of
the GIS becomes less device dependent and quite a lot of programming may be
avoided. There are several packages available: CGI [106], GKS [5], GKS-3D
[105, 172], Hirasp [202, 203, 204], PostScript [3, 4], PHIGS [108] and PHIGS+
[109].

5. User interface management: The user interface is an important layer that is
situated between the core of the system, the other four components, and the
user. In order to be useful, the user interface should be uniform and therefore
requires a careful design. The operations (Section 1.4) are meant to be applied
in the first place by the users. If they can not exploit them, the GIS will not
be used to its full extent. Some interesting issues in the user interface design
are: the multi-map user interface (Figure 1.6), using a windowing system
like X/11 [186], and the graphic query language, which must be a mixture
of a traditional database query language and graphic interaction techniques,
complemented with geographic operators. Note that the user interface consists
of an input (queries) and an output (results) part.

1.4 Operations in a GIS

This section describes the operations that should be available to the user of a GIS.
Most, but not all, operations described in this section are part of the analysis sub-
system of a GIS; see Section 1.3. Two groups of operations are identified. The first
group consists of the operations that must be present in every GIS, called funda-
mental operations. The second group consists of the operations specific to a certain
application, the additional operations. All operations are meant to be used in an
interactive mode by the user. This section discusses all the fundamental operations
and a few examples of operations from the second group. The spatial data structures
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Figure 1.6: A Multi-Map User Interface

(Part I) should allow for efficient implementation of the operations.

There are three types of fundamental operations: display a map, select entities
from a map and perform spatial calculations with one, two, or more geographic en-
tities as operands. These three operations will be discussed in Subsections 1.4.1
through 1.4.3. Some additional operations will be treated in Subsections 1.4.4
through 1.4.6.

1.4.1 Displaying the Map

The map display operation is the most essential GIS operation and seems trivial:
visualize what is stored in the database. This is not true however. First a number of
more complicated steps have to be made. The type of projection has to be chosen. A
different example is the required transformation in a navigation system: the display
can be north-up or heading-up.

A GIS contains several layers of information, so it has to be decided which layers
will be used. Furthermore, the region which has to be displayed and the scale to be
used must be selected. After the map has been drawn the user may want to move to
an adjacent part of the map, called panning. It is also possible that the user wants
to take a closer look at a part of the map, the zoom-in operation. In this case not
only the objects are enlarged on the display, but also more details are drawn. The
reverse operation of zoom-in is of course zoom-out, where details are removed. This
type of zoom-in (and zoom-out) operation will be called logical zoom.
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In many situations it is possible to generate different kinds of maps using the same
data or derivations thereof. To produce a thematic map one could use [159]: a
choropleth, a dot-chart, an iso-line map, a trend surface, a prism map [71], etc., to
visualize a specific theme. Some GISs require a very powerful display operation; for
example IDECAP [215]; see Section 1.5.

1.4.2 Selecting Entities

There is a strong relationship between the select and the map display operation. On
the one hand, the entities selected are to be displayed on the screen. On the other
hand, entities may be selected from those already displayed on the screen.

The selection queries in a GIS include those found in a traditional DBMS. How-
ever, the user may also want to pose spatial queries and hybrid queries, the latter
being a combination of the traditional and the spatial queries. Traditional queries
are stated in an alphanumeric way using a query language like Structured Query
Language (SQL [44]). In GISs, selection criteria may also be based on topological re-
lationships and on geometric calculations; see Subsection 1.4.3. For instance: “select
all polygons with area greater than 2 square kilometers,” or “select all municipalities

Y ”»

adjacent to the city of ‘Leiden’.

There are two basic types of spatial queries. Those based on geometric properties of
an object and those based on topological properties. Queries dealing with adjacency,
connectivity, and inclusion are topological spatial queries. Queries dealing with co-
ordinates, area, length and other sizes are geometric spatial queries. Spatial queries
can be made more easily by using the graphic input device pick. The pick device
itself has two parameters: shape (the pick primitive, usually a point or a rectangle)
and aperture (the maximum distance between the pick primitive and the primitives
which are to be selected). Geometric queries that are based on the locations of the
geographic entities are called prozimity queries. A few examples of proximity queries
are: range query, e.g. “Select everything that overlaps the search area, which can be
a specified rectangle, circle, or polygon” and nearest neighbor query, e.g. “Find the
nearest neighbor of a given geographic entity.”

1.4.3 Geometric Calculations

This subsection describes geometric calculations of general interest: distance, cir-
cumference, area and center of gravity. These calculations are used in the select
or display operations. Some examples: the area of a polygon is used to convert
absolute data (e.g. number of inhabitants of a region) into relative data (population
density); the center of gravity is used for the position of a label in a polygon. The
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Fuclidean distance between point p; = (z1,y;) and point py = (22, y2) is:

Dg(p1,p2) = \/(95'1 —22)* + (11 — ¥2)?

Another useful distance function is the City block or Manhattan distance:

De(p1,p2) = |21 — 2| + |y1 — 32|

Formulas for calculating the shortest distance between a point and a polyline or a
polygon are a little more complicated. The same applies to the distance between
two polylines, two polygons and also between a polyline and a polygon. The cir-
cumference of a polygon defined by points p; through p, (with coordinates (z;, y;)
for 7 from 1 to n and p,;; = p1) using Euclidean distance is:

C =>_ Dg(pi,pi+1)

i=1

The area can be computed by accumulating a running balance of triangular areas,
resulting in the formula (when the nodes are numbered in counter clockwise order)
[64]:
1 1&
A= 2 Z(ﬂfz‘ym — YiTiy1) = 9 Z(xi — Zi1)(Yi + Yir1)
i=1 i=1
If it is not known whether the nodes are numbered clockwise or counter clockwise,
the true area is the absolute value of A. The center of gravity (z.,y.) is computed

similarly:
n

1
Te = 277 Z(xi + Ti1) (TiYis1 — YiTit1)
6A =
1 n

Yo = — > (Yi + Yir1) (TiYir1 — YiTit1)
64 =

1.4.4 Map Combination

The ability to combine different maps is one of the main strengths of a GIS. The
first variant of this operation is the visual combination of different maps using the
map display operation with the correct projection and scale. An example of this
is: first draw a polygonal map with soil types, then draw the network map of roads
and finally draw the point map representing the cities. A special type of the visual
map combination operation is the display of a map projected on a digital elevation
model. A difficulty arises when two polygonal maps, covering the same region, are
to be combined, as the second map would obscure the first map. The second map
could be drawn in a semi-transparent mode, but this is not always a satisfactory
solution.
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The second variant of map combination operates on two polygonal maps. It first
computes the resulting map and then displays the result. This is the polygon-overlay
problem and several algorithms are described in the literature [52, 72]. Because
polygon-overlay requires time consuming computations, it might be useful to store
frequently used map overlays[67]. Note that polygon-overlay is also used to solve
the query “compute the total area of sandy grounds that lie within 2 kilometers of a
road.” A Buffer zone is created around the road resulting in a polygon map, which
is used to perform the overlay with the soil type map.

1.4.5 Network Analysis

For map layers with a network topology there are several analysis operations. Some
examples are [126, 130, 141]:

e shortest path: Calculate the shortest path between an origin and destination.
The minimum path problem is a modification hereof which minimizes the sum
of the weighted values of the edges, rather than their geometric length.

e location of service center: Determine the best location of a service center, e.g. a
post office or a bus stop. Try to minimize the total (or maximum) distance
between the service center and the homes of the inhabitants in that region.

e traveling salesman: Determine the best or shortest route for a salesman who
has to visit a number of cities.

The problems described above and other Operation Research problems may require
a lot of computation, especially if the size of the problem is large, e.g. the number of
cities a salesman has to visit. Therefore, sometimes an almost-best solution requiring
less computation time is preferred.

1.4.6 Simulation

The last additional GIS operation addressed here is simulation. One type of the
simulation operations resembles the network analysis operations, because they also
use the network topology. The network is represented by a weighted graph. The
weight of an edge represents a physical property, e.g. the capacity of a road. In
simulation, the time aspects and the probability model play important roles. This
is a difference with network analysis. Examples of simulation are: the evacuation of
an area by road, the flow of liquids or gases through pipes, etc. [214, 230].

Other types of simulation do not use the network topology, but are based on a
contiguous space; for example the prediction of soil erosion or noise problems. A
raster based data structure is most appropriate for these kind of simulations. In the
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soil erosion example, there must be different map layers to represent the sampled
soil, land use, rain fall, terrain elevation, and so on.

1.5 Some Typical GIS Applications

Apart from giving an impression of some typical GIS applications, the purpose
of this section is to introduce some examples which can be used in the remaining
chapters. In each application area, a number of characteristic applications are given,
one of which will be described in more detail. The following application areas are
recognized: mapping, demography, navigation, planning, simulation, and analysis.
Note that this categorization is quite arbitrary; others are imaginable. Each of the
application areas puts a different emphasis on the components of the architecture.
Of course, the other GIS components must at least be available in some basic form.

1.5.1 Mapping: The Cadastral Information System

The main purpose of mapping-oriented GISs is to produce geographic databases.
Therefore, the data input and storage components are more important than usual.
Some examples of mapping-oriented GISs are: topographic and cadastral mapping,
hydrographic and aeronautic charting, land information systems (LIS), and auto-
mated mapping/facilities management (AM/FM). In this subsection the “Cadastral
Information System” (in Dutch: Landmeetkundig en Kartografisch Informatiesys-
teem; LKT) of the Dutch Government is described. LKI is the geographic counterpart
of the AKR system (Dutch: Automatisering Kadastrale Registratie), which contains
alphanumerical legal facts.

Besides parcels (property boundaries), the LKI also contains topographic features.
The purpose of LKI [231] is to provide an efficient system for the maintenance of
large-scale cadastral and topographic data sets (1:500 and 1:1,000 in urban regions,
1:2,000 elsewhere), see Figure 1.7. These data sets can be used as a basis for other
GIS applications such as: site planning, policy making, and facilities management.
Parcel numbers will be used to link LKI with the system parts of AKR. LKI is
based on a network database and a two-dimensional index structure, that resembles
the Field-tree (Subsection 2.1.7), used for efficient geometric searching. Updating
the geographic database is done by first selecting and locking a part of the central
database. This part is then downloaded to a workstation, where the updates are
processed. Once finished, the updated data set is transferred back to central storage
and the lock is released. At the moment, about 10 % of the cadastral maps and
about 20 % of the topographic maps of The Netherlands are stored in LKI. The
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Figure 1.7: A Fragment of a Cadastral Map

complete digital map is expected to be finished by the year 2005. The expected size
of the total database is about 40 Gigabytes.

1.5.2 Demography: Presentation of Census Data

The development of information systems to analyze and present census data has a
long history. The emphasis in these kind of GISs is on the output and user interface
parts. To process the 1990 US census data, the US Bureau of Census has developed
the sophisticated TIGER system [24, 118], the successor of the famous topologically-
structured DIME system. The case presented in this subsection is inspired by the
first interactive GIS developed in The Netherlands. This system is called IDECAP
[171, 215] and its development started in the early seventies at the University of
Nijmegen by Van den Bos et al. IDECAP presents raster-based thematic data on
a vector based topographic base map. First, the user graphically selects a region of
interest and then the user selects one or two census variables. The result is promptly
presented in the form of a convenient map.

In the case of Presentation of Census Data, the entities are typically the admin-
istrative units for which the census data are collected, unlike IDECAP where the
census data is collected in a raster format. Figure 1.8a shows the smallest available
administrative units in The Netherlands called municipalities (Dutch: gemeenten).
The geometric attribute of the municipality is a polygon, corresponding with the
boundary line of the municipality.

In The Netherlands there are five levels of administrative units for which census data
are collected. These are called, listed from small to large: municipality, economic
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a. Municipalities -- b. Provinces ~-

Figure 1.8: Municipalities and Provinces in The Netherlands

geographic region (Dutch: economisch geografisch gebied), nodal region (Dutch:
nodaal gebied), corop region (Dutch, no translation available) and province (Dutch:
provincie). These units are hierarchically organized. The provinces, the largest
administrative units, are shown in Figure 1.8b. The different administrative units
are natural candidates for the division into detail levels.

Besides their geometry part and their own name, the administrative units also have
relationships with the other administrative units and, of course, contain the census
data, e.g. the number of inhabitants. There are two types of relationships. The first
type describes the topological adjacency, the second describes the hierarchic aggre-
gation structure. Until now, we have discussed only the data-part of the entities.
The operation-part of the system must provide procedures for: displaying dependent
on the selected census data, reporting census data to the user and other parts of the
system in forms and tables (because of the inherent hierarchy, the top-level units
may want to inquire their children and aggregate the information), and entering
new census data.

1.5.3 Navigation Systems: The CARIN System

The GISs in this category are used to control ships, aircrafts, cars, or other vehicles.
Although built on top of a geographic database, it is not necessary that the human
user ever sees a map generated by the system. It is possible that the user receives
audio commands or that the information system might even control the vehicle in
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Figure 1.9: The CAR Information and Navigation System

an autonomous mode. These GISs are often connected with sensors. For example,
to receive signals from satellites of the Global Positioning System (GPS) [11, 193] in
order to determine the position of the vehicle. In this subsection, a car navigation
system will be presented.

In 1984, Philips Research started the development of an electronic co-pilot that is
able to guide the car-driver to his destination, determine the current position, and
can warn the driver for fog-banks, traffic jams, and accidents. The co-pilot was called
CARIN [126, 207], an abbreviation for CAR Information and Navigation system.
Figure 1.9 shows the CARIN system in practice. CARIN consists of the following
hardware components: car CD-I player, position location system, board computer,
sensors, car radio, screen, keyboard, and voice synthesizer. The CARIN system has
the following tasks: route planning, route guiding, route following, visualization, and
information retrieval. The position location system is based on dead reckoning. This
system compares the input from two wheel (left and right) sensors and an electronic
compass to the digital road map. A problem arises if the car is transported by train,
in this case the driver needs to enter the new position. In the future, CARIN could
be linked into the GPS system, which would also solve the train-position problem.

The CARIN system does not show a map when the car is moving, because this
would distract the driver too much. The system only shows direction changes on
a small display in a simple format. It is backed up by a voice syntheziser able
to repeat the instruction for the driver who may not have time to take in visual
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instructions. As the CARIN system uses a CD-I player for the storage of geographic
data it is important to minimize the number of disk reads, because a CD-I player
has a relatively long seek time. This can be done by using an appropriate storage
structure.

1.5.4 Planning, Simulation, and Analysis: The Geographic
Analysis Intelligence System

The title of this subsection covers a large category of applications. The reason for
this is that planning often requires simulation and analysis in order to evaluate
possible decisions. Some examples of GISs in this category are: decision support
in emergency planning [214], wargames [230], and management of utilities such
as: electricity, water, gas, and phone. The emphasis, in these types of planning
systems, is on the analysis component. The case presented here is a Command,
Control and Communication Information (C3I) system. It is called the Geographic
Analysis Intelligence System, and is similar to a C3I system that is currently under
development for the intelligence organizations at the Royal NetherLands Air Force
(RNLAF) airbases. Two of the main tasks of the intelligence organization on an
airbase are:

e To supply various kinds of information to pilots for mission preparation, and

e To supply the battlestaff of an airbase with scenario information, e.g. current
and previous activities of own and enemy troops.

It is evident that the information provided (target data, enemy weapon system data,
airspace management data, battle flow data, etc.) must be accurate and up-to-date.
Maintenance of these data becomes more and more time consuming, especially in
times of tension and war, when these data tend to change very frequently. To
support the tasks of the airbase intelligence organization, the Geographic Analysis
Intelligence System must perform the following functions:

e Reliable and fast storage of intelligence data (target information, enemy weapon
systems information, planning lines) and airspace management data (flying
routes and operations zones). These data may be entered or updated in var-
ious ways, e.g. by the user with a keyboard and graphic input devices, by
external systems through a network, or by magnetic tape readers.

e Retrieval, presentation and distribution of previously mentioned intelligence
and airspace management information.

Both data entry/updating and data presentation can be alphanumeric and geo-
graphic. In the alphanumeric case, the data are displayed in tabular form on a
screen. Input of new or modified data is done by using an input device such as a
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Figure 1.10: Background Map with Geographic Intelligence Objects

keyboard. In the case of graphic data manipulation and presentation, the data are
displayed on a background map, using both alphanumeric characters and graphic
symbols. Data are then entered or updated using an input device like a mouse or a
light pen in combination with the background map. Both ways of interaction with
the data are needed to support the intelligence organization in its main tasks.

For the purpose of this thesis, we are mostly interested in the geographic require-
ments of the system, so we will examine them in more detail. The background maps
that the system uses must contain several map layers with information about admin-
istrative boundaries (borderlines of countries), lines of communication (rivers, roads,
railroads), land classification and coverage (swamps, forests), terrain elevation, and
names of objects.

Maps of various scales must be available, with the possibility to display more in-
formation on a more detailed background map. It will be clear that the system
must contain large quantities (several Gigabytes) of these background map data.
The data on the background maps are static, i.e. they change only once every few
months. Data that change very often are the geographic intelligence objects that
the system must contain. The amount of these data is somewhat smaller than the
amount of background data. The intelligence objects can be divided into four data
types: point (most targets and threats), circle (airspace management zones and some
targets), polyline (planning lines and flying routes), and polygon (airspace manage-
ment zones and some targets). An example of the presentation of geographic objects
on a background map is given in Figure 1.10. Note that the information density in
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this example is very high. It is better to present only the relevant map layers in
interaction with the user.

Another geographic requirement of the Geographic Analysis Intelligence System is
the need to store various levels of detail that can be distinguished in the system.
Because background maps of varying scales are used, it is also required that the geo-
graphic objects that are displayed on these maps can vary in detail. For instance,
when a very schematic background map is used it is desirable to represent an air-
base only as a pin-point location, using a simple symbol, whereas one uses a very
detailed background map, it may be desirable to display more details of the airbase,
e.g. runways and shelters. For the purpose of mission preparation, it is important
to select only the relevant objects for display, because a very large number of geo-
graphic objects are available in the system and displaying them all would confuse
the pilot. Relevant objects for the pilot would be the target of the mission, the
objects that are near enough to the mission flying route to cause some threat and
relevant airspace management data.

To display and manipulate geographic data, it is very important that these data
can be retrieved from and stored into the system fast enough for interactive use. A
typical retrieval operation is the selection of geographic objects of one of the types
mentioned above within a certain area of interest.

1.6 Requirements of a Data Model for GISs

The requirements presented in this section summarize the previous sections of this
chapter, especially the sections covering the GIS operations and the example GIS
applications. As mentioned before, the backbone of a GIS will be the data model
based on a spatial data structure. In this section only the requirements that are
more or less specific for a GIS will be discussed. The more standard requirements
such as “it must be possible to retrieve objects efficiently based on some of the
thematic attributes” will not be elaborated upon; this is comparable with the use
of indices in a relational database. The requirements for the GIS data model can be
summarized as:

rl Geometric, topological and thematic data must be stored in a single undivided
storage system in order to avoid the drawbacks of a dual architecture; see
Section 1.1. Because of their different nature, these three types each require a
specific data structure. These data structures have to be tightly integrated in
the GIS data model.

r2 The data model must possess good spatial capabilities, allowing efficient im-
plementation of the three fundamental operations described in Section 1.4.
Geometric properties are necessary for efficient implementation of operations
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such as selection of all objects within a rectangle, picking an object from
the display, map overlay computations, and so on [35, 219, 220]. Topological
properties are required for efficiently solving network analysis problems and
for topological selections, such as “select the countries that are adjacent to
Germany.”

r3 In the data model it must be possible to store the data in a form suitable for

the use at several levels of detail. This requirement was also stated by Lohrenz
in [128]. Recently, there appears to be a growing interest in multi-scale geo-
graphic databases [16, 121, 150]. There are several reasons for this:

e If too much information is presented to the user at one time, it will reduce
the efficiency in perceiving the relevant information. Old saying: “You
can’t see the forest for the trees.”

e Unnecessary detail will increase the access time to the database and slow
down the drawing on the display. The latter is especially true for primi-
tives which have become smaller than a pixel after the transformation to
screen coordinate system, because these are not visible and thus time is
wasted.

The user looking at a small-scale (coarse) map, must not be bothered with
too much detail. When he or she zooms in, additional details must be added.
This operation, logical zooming, in contrast to normal zooming which only
enlarges, must have at least two additional effects. First, the objects which
were already visible at the smaller scale map now have to be redrawn in finer
detail. Second, objects which were not visible at the smaller scale map, may
now become visible. Logical zooming is closely related to map generalization
[159, 178, 188] meaning that aggregation/desaggregation must be supported
too. The rule of thumb on constant pictorial information density: the total
amount of information displayed on one screen should be about the same for
all scales.

In the data model it must be possible to store the data in layers of geographic
entities (data planes or overlays), so it is possible to add or remove a layer from
the display. This requirement is quite obvious, because it is natural to organize
the way we perceive the world in manageable and comprehensive parts. So,
this must also be the case in an information system, that models a part of the
real world.

r5 The data model must support persistent storage. There should not be a large

gap between the data saved in a database or file system and the data stored
in data structures of a running GIS program. Persistent storage provides two
major advantages. First, it is easier to implement a GIS, because the pro-
grammer does not have to worry about saving the volatile data of a running
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program and vice versa. When analyzing existing GIS programs, it becomes
clear that significant parts of the code are devoted to this task, especially for
parsing the data from the storage system in order to initialize the data struc-
tures properly. Second, when good persistent storage is provided, the program
will become faster, because a significant amount of overhead is avoided. Note
that the persistent storage system is still responsible for the traditional DBMS
tasks such as support of multiple users, security, and integrity.

r6 The data model must be dynamic, so that it is possible to add, remove or
change geographic entities and entity-types. Not all these operations are
equally important. Many GISs are not very dynamic with regard to the geo-
graphic data, that is, the number of update transactions (in a fixed time
period) is relatively small compared to the size of the whole data base. Once
in a while the geographic data are updated by the data supplier. The creation
of the initial data structure is not time critical, but it should result in an ef-
ficient data structure. The addition of an object must be performed rapidly
and should not decrease the performance of the search operation based on the
data structure significantly. Changing and deleting objects will not happen
often, so these operations may be less efficient. An object may be deleted by
simply setting a flag indicating that this object is no longer present. This also
allows an efficient undo.
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Part 1

REACTIVE DATA
STRUCTURES

We present the concept of a Reactive Data Structure. A reactive data structure
is defined as a geometric data structure with detail levels, intended to support
the sessions of an user working in an interactive mode. The term reactive data
structure was introduced by Van den Bos in the IDECAP project [171, 215]. It
enables the information system to react promptly to the users actions, such as the
request to present data in a certain spatial region with the appropriate amount of
detail. It is difficult to find a data structure which satisfies all the requirements
discussed in Section 1.6. It turns out that the combination of requirements 72
(spatial capabilities) and 73 (levels of detail) forms a major bottleneck. Therefore,
one or more requirements are temporarily relaxed. We will concentrate on the spatial
capabilities (r2) first. As mentioned in Section 1.1 the vector format is used to store
the geometric data, that is: points, polylines and polygons.

The deficiencies of using map sheets in Geographic Information Systems are well-
known and have been described by several authors [34, 69]. The obvious answer
to these deficiencies is a seamless or sheetless database. A seamless database is
made possible in an interactive environment by using the proper geometric data
structure. A few of the most well-known geometric data structures are described
in Section 2.1. A binary tree or a B-tree [15, 41, 120] is inadequate to represent
the spatial aspects because geometric data is multi-dimensional. The same applies
to other storage structures based on one-dimensional order, e.g. splay trees [201].
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Additional structures are needed to store the relationships between these objects:
topological data, see Section 2.2.

The second requirement that will get considerable attention in this part of the thesis,
is the incorporation of levels of detail (r8). Section 2.3 reviews several known
data structures with levels of detail. A data structure with the two properties,
spatial organization and detail levels, is the basis for a seamless, scaleless geographic
database [94]. The detail levels must be integrated in the spatial organization. A
solution has to be found somewhere in between:

e Try to define a discrete number of levels of detail and store them separately
each with its own geometric data structure This was done by Waugh and
Dowers [237]. Though fast enough for interactive applications, this solution is
not particularly elegant. It introduces redundancy because some objects have
to be stored at several levels. Apart from the increased memory usage, another
drawback is that the data must be kept explicitly consistent. If an object is
edited at one level, its “counter part” at the other levels must be updated as
well.

e Store everything in one geometric data structure, at the most detailed level.
Perform “on the fly” generalization during the GIS operations. There are sev-
eral different types of generalization; see Section 2.3. Note that the traditional
generalization process can be complicated and involves human decisions. If at
all possible, generalization will require too much time to be performed “on the
fly” in interactive applications.

A reactive data structure is a novel type of data structure catering for multiple
detail levels with rapid responses to geometric queries. Reactive data structures
may be either static or dynamic. In a dynamic reactive data structure entries can
be inserted, deleted, and updated efficiently whilst the structure remains balanced.
In Chapter 3 a novel geometric data structure, in the context of GISs, is suggested:
the BSP-tree. The first reactive data structure is also described in that chapter:
the BSP-tree with detail levels. It is a static structure. However, requirement 76
(dynamics) gets considerable attention in the subsequent chapters of Part I.

Chapter 4 describes the KD2B-tree and the Sphere-tree, two new geometric struc-
tures. The main characteristic of these geometric data structures is that they are
orientation insensitive. Unfortunately, they do not incorporate detail levels. The
subsequent chapter presents the BLG-tree, a novel structure that is used to represent
several detail levels of a polyline or polygon. It is not a geometric data structure. As
described in Chapter 6, however, the combination of the BLG-tree with a geometric
data structure (for example the KD2B-tree), together with other techniques results
in a truly reactive data structure. This approach resulted in the first dynamic and
reactive data structure: the Reactive-tree.



Chapter 2

Overview of Spatial Data
Structures

This chapter gives an overview of several important spatial data structures that have
been published. As such, this chapter may be regarded as a review paper presenting
known material. In addition however, a categorization for spatial data structures
is designed. Three categories of data structures are recognized: geometric data
structure, topological data structure, and data structure with detail levels, which are
described in Sections 2.1 through 2.3, respectively. Only data structures requiring
linear storage space in practice are considered and even the associated constant
must be quite small, that is preferably not larger than 2. Higher storage space
requirements are not realistic, because of the large amounts of data in GISs. So,
the Range-tree [20, 160] for example, a geometric data structure for storing n points
that requires O(nlogn) storage space, is not included. This in spite of its good
query time: O(log® n+t) for a range query where ¢ points are found. In this chapter
only the two-dimensional variants of the data structures are described. Many of
these structures can also be used in three-dimensional applications.

2.1 Geometric Data Structures

In the last section of Knuth’s famous book on sorting and searching [120], the topic
of multi-attribute retrieval is introduced. On page 554 he gives an example of an
orthogonal range query or range query for short, to select “all cities with (21.49° <
latitude < 37.41°) and (70.34° < longitude < 57.72°).” In spite of the fact that
Knuth gives a few data structures for multi-attribute data, he states “No really nice
data structures seem to be available for such orthogonal range queries.” That was
back in 1973. By now, several solutions for storing and retrieving multi-dimensional
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geometric data efficiently have been proposed in literature. It is impossible to cover
all published geometric data structures. This section presents a selection of struc-
tures to illustrate the different techniques used. The following data structures will be
briefly described: KD-tree, Quadtrees, Conjugation-tree, R-tree, Two-dimensional
orderings, Grid File, Field-tree, and Cell tree. Some other interesting structures,
that are not described in this section are: BANG file [75, 76|, Buddy Hash-tree
[124], Buddy-tree[187], EXCELL [199], hB-tree [129], LSD tree [98], R-file [101],
and Twin Grid Files [100]. The reason that these are not included in this thesis
is not that they are less efficient, but that only the most fundamental structures
could be described and these latter structures are often derived from the structures
described.

The research presented in this thesis resulted in new geometric data structures: the
multi-object BSP-tree and the generalized KD-tree described in Chapter 3, and the
KD2B-tree and the Sphere-tree described in Chapter 4. General evaluation criteria
that should be kept in mind, while studying the geometric data structures, are:

e Which of the point, polyline, and polygon entities can be stored and retrieved
efficiently?

e Which search operations can be performed; exact point match, range queries,
polygon queries, nearest neighbor, etc.?

e [s the data structure based on rectangular or non-rectangular division of space?

e Are the geometric primitives themselves used for divisions or are arbitrary
regular divisions used?

e Is three- or higher-dimensional use possible?

e Are non-zero sized entities, such as polygons, sometimes partitioned or not?
In the latter case we call the structure geometric object-oriented.

e Is it possible to insert, delete, and update entries whilst the structure remains
balanced? That is, is it a static or dynamic structure?

e [s the data structure suited for secondary memory? That is, are the charac-
teristics of secondary memory, such as disk-paging, taken into account?

e Are the geometric primitives stored inside the data structure or are they in-
dexed (stored elsewhere and referred to by a pointer)?

e What is the worst case performance for building and querying the structure?

e How complicated or simple are the data structure and its algorithms (e.g. re-
cursion) to implement?

e What is the performance in GIS practice with large irregular data sets?
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Figure 2.1: KD-Tree

There are several other related evaluation rules described in literature, for example
by Frank and Barrera [70], and by Kriegel et al. [124].

2.1.1 The KD-tree

The overview of geometric data structures starts with the KD-tree. Bentley de-
scribed this binary tree structure in 1975 [19]. The basic form of the KD-tree stores
K -dimensional points. This section concentrates on the 2D case. Each internal node
of the KD-tree contains one point and also corresponds to a rectangular region. The
root of the tree corresponds to the whole region of interest. The rectangular region
is divided into two parts by the z-coordinate of the stored point on the odd levels
and by the y-coordinate on the even levels in the tree, see Figure 2.1. A new point
is inserted by descending the tree until a leaf node is reached. At each internal node
the value of the proper coordinate of the stored point is compared to the corre-
sponding coordinate of the new point and the proper path is chosen. This continues
until a leaf node is reached. This leaf also represents a rectangular region, which in
turn will be divided into two parts by the new point. The insertion of a new point
results in one new internal node.

A disadvantage of the KD-tree is that the shape of the tree depends on the order in
which the points are inserted. In the worst case, a KD-tree of n points has n levels.
The adaptive KD-tree [20] solves this problem by choosing a splitting point (which
is not an element of the input set of data points), which divides the set of points into
two sets of (nearly) equal size. This process is repeated until each set contains one
point at the most, see Figure 2.2. The adaptive KD-tree is not dynamic: it is hard
to insert or delete points while keeping the tree balanced. The adaptive KD-tree
for n points can be built in O(nlogn) time and takes O(n) space for K = 2. A
range query takes O(y/n + t) time in 2D where ¢ is the number of points found. In
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Figure 2.2: Adaptive KD-tree

the remainder of this thesis, the term adaptive KD-tree is usually abbreviated to
KD-tree. Another variant of the KD-tree is the bintree [200]. The space is divided
into two equal sized rectangles instead of two rectangles with equal number of points.
This is repeated until each leaf contains one point at the most.

The modification that makes the KD-tree suitable for secondary memory is described
by Robinson [179] and is called the KDB-tree. For practical use, it is more convenient
to use leaf nodes containing more than one data point. The maximum number of
points that a leaf may contain is called the bucket size. The bucket size is chosen in
such a way that it fits within one disk page. Also, internal nodes are grouped and
each group is stored on one page in order to minimize the number of disk accesses.
Robinson describes algorithms for deletions and insertions under which the KDB-
tree remains balanced. Unfortunately, no reasonable upper bound for memory usage
can be guaranteed.

Matsuyama et al. [132] show how the geometric primitives polyline and polygon may
be incorporated using the centroids of a bounding box in the 2D-tree. Rosenberg
[180] uses a 4D-tree to store a bounding box by putting the minimum and maxi-
mum point together in one 4D point. This technique can be used to generalize other
geometric data structures that are originally only suited for storing and retrieving
points. The technique works fine for exact match queries, but is often more compli-
cated in the case of range queries. In general, geometrically close 2D rectangles do
not map into geometrically close 4D points [101]. The ranges are transformed into
complex search regions in the higher dimensional space, which in turn result in slow
query responses.

2.1.2 The Quadtree

The Quadtree is a generic name for all kinds of trees that are built by recursive
division of space into four quadrants. Samet [184] gives an excellent overview of
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which this subsection is a partial abstract. The best known Quadtree is the region
Quadtree, which is used to store a rasterized approximation of a polygon. First
the area of interest is enclosed by a square. A square is repeatedly divided into
four squares of equal size until it is completely inside (a BLACK leaf) or outside
(a WHITE leaf) the polygon or until the maximum depth of the tree is reached
(dominant color is assigned to the leaf), see Figure 2.3. The main drawback is that
it does not contain an exact representation of the polygon. The same applies if
the region Quadtree is used to store points and polylines. This kind of Quadtree is
useful for storing binary raster data, but, as mentioned in Section 1.1, this thesis
concentrates on data structures based on the vector format.

The Quadtrees in the remainder of this subsection store vector format representa-
tions. The point Quadtree resembles the KD-tree described in the previous subsec-
tion. The difference is that the space is divided into four rectangles instead of two,
see Figure 2.4. The PR Quadtree (Point Region) does not use the points of the data
set to divide the space. Each time it divides the space, a square, into four equal
subsquares, until each contains one point at the most, see Figure 2.5.

The extensive research efforts on Quadtrees in the last decade resulted in many more
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variants of the Quadtree. For example, the PM Quadtree for storing a polygonal
map, and the CIF Quadtree, which is a Quadtree particularly suited for rectangles.
Descriptions of them can be found in [180, 184]. The KD-tree and the various
Quadtrees are well-known structures and their efficiency has been compared for
several different input data sets [17, 132, 180].

2.1.3 The Conjugation-tree

The Conjugation (or Ham-sandwich) ¢ree is a search structure for 2D points and
it is designed to solve the query “How many points are contained in a specified
half-space?” efficiently. It was introduced by Edelsbrunner and Welzl [55] in 1986.
Edelsbrunner [54] also describes how the Conjugation-tree can be used to determine
which points lie on a line, or in a polygon. The Conjugation-tree is based on the
geometric notions bisect and conjugate. A Directed line [ bisects the set S, which
contains n points, if both open half-spaces defined by [, contain no more than [n/2]
points. This means that line [ contains at least one point if n is odd. The set that
contains the points on [ is called S,,(I) and the sets that contains the points to the
left and to the right of I are called Sjes:(l) and Spignt(l), respectively. Line I’ is a
conjugate of [ for S if I’ simultaneously bisects Sjes:(l) and Spignt(l). The fact that
I' exists and that it can be found in O(n) time is proven in [54].

Unless S is empty the Conjugation-tree has a root which contains the bisector [, the
size of the set |S|, an array that stores Sy, (/) in sorted order, and two pointers (left
and right) to the subtrees. Both these subtrees have bisector I, but are conjugation
subtrees for different sets; Sief¢(1) and Syigni(l) (see Figure 2.6 taken from [55]). The
Conjugation-tree takes O(n) space and it results from the definition of bisector that
the height of the tree is bounded by [?logn]. As the conjugate I' can be found in
O(n) time, the tree can be built in T'(n) = O(n) + 2T (n/2) = O(nlogn). The time
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Figure 2.6: A Conjugation-tree for Thirteen Points

required to determine the number of points contained in the query halfplane is:

Q(n) = Q(n/Q) + Q(n/4) + O(log n) — O(nﬂog %\/g) — O(n0'695)

The binary search in the sorted array takes O(logn) time. Additionally, at most 3
out of 4 grandchildren of a common node can be intersected by the border of the
halfplane. The Conjugation-tree is also used for reporting points in the halfplane.
If ¢ points are found, this takes O(n%%> + t) time. Other query regions, such as
polylines or polygons, are also possible by a simple change of the search algorithm,
whilst maintaining the same bounds for the query time Q(n).

In summing up, the advantage over the PR Quadtree is that the Conjugation-tree
is balanced, resulting in better worst case query times. The advantage over the KD-
tree is that in the Conjugation-tree a query line (possibly the border of a halfspace or
polygon) intersects at most 3 out of 4 grandchildren of a common node, which results
in better worst case line query times. The major drawbacks of the Conjugation-tree
are that it is a static structure and that only points can be stored.

2.1.4 The R-tree

The R-tree is an index structure defined by Guttman [97] in 1984. The leaf nodes
of this multi-way tree contain entries of the form: (I,object-id), where object-id is a
pointer to a data object and I is a bounding box (or axes-parallel minimal bounding
rectangle, MBR). The data object can be of any type: point, polyline, or polygon.
The internal nodes contain entries of the form: (I, child-pointer), where child-pointer
is a pointer to a child and I is the MBR of that child. The maximum number of
entries in each node is called the branching factor M and is chosen to suit paging and
disk I/O buffering. The Insert and Delete algorithms of Guttman assure that the
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Figure 2.7: R-tree

number of entries in each node remains between m and M, where m < [M/2] is the
minimum number of entries per node. An advantage of the R-tree is that pointers
to complete objects (e.g. polygons) are stored. So, the objects never fragmented.

Figure 2.7 shows an R-tree with two levels and M = 4. The lowest level contains
three leaf nodes and the highest level contains one node with pointers and MBRs
of the leaf nodes. Coverage is defined as the total area of all the MBRs of the
leaf nodes. Qwerlap is the total area contained within two or more leaf MBRs. In
Figure 2.7 the coverage is AUBUC and the overlap is ANB. It is clear that efficient
searching demands both low coverage and overlap: a packed R-tree.

Roussopoulos et al. [182] describe the Pack algorithm which creates an initial R-
tree that is more efficient than the R-tree created by the Insert algorithm. The
Pack algorithm frequently uses a nearest neighbor function during the creation of
the packed R-tree. The city block distance function might be used because it is
computationally cheap and it favors pairs of points or MBRs that lie along the main
axes instead of diagonal orientations and this results in rectangles with less coverage.

The R*-tree [61], a modification of the R-tree, avoids overlap at the expense of more
nodes and multiple references to some objects, see Figure 2.8. Analytical results
indicate that R*-trees allow more efficient searching, in the case of larger objects.
The efficiency of the R-tree and the R™-tree has been compared to several other
secondary memory data structures, for example in [18, 61, 70, 88, 92, 124, 182, 224].

2.1.5 Two-Dimensional Orderings

Quite a different geometric data structure is based on the ordering of points in a
discrete two-dimensional space. This technique is also called tile indexing and it
transforms a two-dimensional problem into a one-dimensional one. Then a well-
known data structure for one-dimensional storage and retrieval is used, e.g. the
B-tree [15]. Besides storing discrete points, the ordering technique can also be
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Figure 2.9: Seven Different Orderings

used for cells of a grid based representation, for example in combination with a
linear Quadtree [2, 184], Grid File [154], or Field-tree [70]. The presentation in this
subsection is based on several papers [1, 81, 110] and on the book of Samet [185], in
which the following seven orderings are described: row, row prime, Morton, Hilbert,
Gray code, Cantor-diagonal, and spiral.

The row ordering simply numbers the cells row-by-row and within each row the
points are numbered from left to right, see Figure 2.9a. The row prime (or snake-
like, or boustrophedon) ordering is a variant in which alternate rows are traversed
in opposite directions, see Figure 2.9b. Obvious variations are column and column
prime orderings in which the role of row and column are transposed.

Bitwise interleaving of the two coordinates results in a one-dimensional key, called
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the Morton key (or Peano key, or N-order, or Z-order [158]). For example, row 2 =
104;, column 3 = 114;, has Morton key 13 = 11014;,, see Figure 2.9c. Hilbert ordering
is based on the classic Hilbert-Peano curve, as drawn in Figure 2.9d. Gray ordering is
obtained by bitwise interleaving the Gray-codes of the x and y coordinates. As Gray
codes have the property that successive codes differ in exactly one bit position, a
4-neighbor cell only differs in one bit, see Figure 2.9e [60]. In Figure 2.9f the Cantor-
diagonal ordering is shown. Note that the numbering of the points is adapted to
the fact that we deal with a space that is bounded in all directions, e.g. point (1,3)
got order number 10 instead of 11 and point (3,3) got 15 instead of 24. Finally, the
spiral ordering is depicted in Figure 2.9g. Mark [1] has identified three desirable
properties of spatial orderings:

1. An ordering is continuous if, and only if, the cells in every pair with consecutive
keys are 4-neighbors.

2. An ordering is quadrant-recursive if the cells in any valid quadtree subquadrant
of the matrix are assigned a set of consecutive integers as keys.

3. An ordering is monotonic if, and only if, for every fixed x, the keys vary
monotonically with y in some particular way, and vice versa.

Ordering techniques are very efficient for exact match queries for points, but less
efficient for other types of geometric queries, e.g. a range query. Abel and Mark
[1] conclude from their practical comparative analysis of five orderings (they do not
consider the Cantor-diagonal and the Spiral orderings), that the Morton ordering
and the Hilbert ordering are, in general, the best alternatives. Goodchild [84] proved
that the expected difference of 4-neighbor keys of an n by n matrix is (n + 1)/2,
which is exactly the same as in the case of row and row-prime ordering.

2.1.6 The Grid File

The principle of a Grid File is the division of the space into rectangles (regular tiles,
grids, squares, cells) that can be identified by two indices, one for the z-direction
and one for the y-direction. The Grid File is a non-hierarchical structure. The
geometric primitives are stored in the grids, which are not necessarily equal sized.
There are several variants of this technique. In this subsection the file structure as
defined by Nievergelt et al. [154] is described.

The advantage of the Grid File as defined by Nievergelt is that it adjusts itself to
the density of the data unlike most other Grid Files, but it is also more complicated.
The cell division lines need not be equidistant; for x and y there is a one-dimensional
array (in main memory) with the linear scales, the actual sizes of the cells. Neigh-
boring cells may be joined into one bucket if the resulting area is a rectangle. The
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Figure 2.10: The Grid File

buckets have a fixed size and are stored on a disk page. The grid directory is a two-
dimensional array, with a pointer for each cell to the correct bucket. Figure 2.10
shows a Grid File with linear scales and grid directory. The Grid File has good
dynamic properties. If a bucket is too full to store a new primitive and it is used
for more than one cell, then the bucket may be divided into two buckets. This is a
minor operation. If the bucket is used for only one cell, then a division line is added
to one of the linear scales. This is a little more complex but still a minor operation.
In case of a deletion of primitives, the merging process is performed analogous to
the splitting process for insertion.

2.1.7 The Field-tree

The Field-tree resembles both the PR Quadtree and the Grid File, but more im-
portant, it has a number of other characteristics. In addition to points, it is suited
to store polylines and polygons in a non-fragmented manner. The Field-tree is the
only geometric data structure described in this section that takes account of the
fact that there may exist geometric objects of varying importance (see Section 2.3).
But, it is unclear whether this can be realized in a dynamic environment. During
the last decade several variants of the Field-tree have been published by Frank et
al. [66, 70, 119]. In this subsection the attention will be focused on the Partition
Field-tree. It is interesting to note that the Field-tree is used by the land registry
office in The Netherlands; see Subsection 1.5.1.

Conceptually, the Field-tree consists of several levels of grids, each with a different
resolution and a different displacement, see Figure 2.11. A grid cell is called a field.
Actually, the Field-tree is not a hierarchical tree, but a directed acyclic graph, as
each field can have 1, 2 or 4 ancestors. At one level the fields form a partition and
therefore never overlap. In another variant, the Cover Field-tree[70], the fields may
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Figure 2.11: The Positioning of Geometric Objects in the Field-tree

overlap. It is not necessary that at each level the entire grid is explicitly present as
fields.

A newly inserted object is stored in the smallest field in which it completely fits
(unless its importance requires it to be stored at a higher level). As a result of the
different displacements and grid resolutions, an object never has to be stored more
than two levels above the field size that corresponds to the object size. Note that
this is not the case in a Quadtree-like structure, because there the edges at different
levels are collinear. The insertion of a new object may cause a field to become too
full. In that case an attempt is made to create one or more new descendants and
to reorganize the field by moving objects down. This is not always possible. A
drawback of the Field-tree is that an overflow page is sometimes required, as it is
not possible to move relatively large or important objects of an overfull field to a
lower level field.

2.1.8 The Cell tree

Giinther designed the Cell tree [90, 91, 92] to facilitate searches on polygonal objects.
The Cell tree can be viewed as a combination of the BSP-tree (see Chapter 3) and
the R*-tree [61]. Each Cell tree node corresponds to a convex polygon. Each internal
node is partitioned into at least m cells (except for the root) in a manner analogous
to the BSP-tree; see Figure 2.12 taken from [92]. The leaf nodes, which are all
on the same level, contain all information that may be required to answer a query.
This is an advantage over the R-tree and other structures using MBRs, where data
objects have to be retrieved from secondary memory. Each node of the Cell tree
corresponds to one disk page.

Data objects, which may be arbitrary polygons, are represented as unions of convex
cells. To insert a new object, each such component is inserted into the Cell tree. The
insertion of one convex component may cause the creation of several new leaf entries,
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due to splits. This is a general property of index structures based on partitioning of
space into non-overlapping components, and is also true for the R-tree. In case a
leaf node becomes too full it is split, and the split propagates upwards in a manner
similar to the R-tree. In the case of many overlapping data objects, the splitting
does not succeed and overflow pages have to be used. If during the deletion of
a data object a leaf node becomes empty, it is eliminated and the elimination is
propagated upwards. Internal nodes with less than m entries are deleted and the
leaf entries under these nodes are re-inserted. This may involve more work than in
the corresponding case of the R-tree, because in the R-tree a whole subtree can be
inserted at once.

2.2 Topological Data Structures

The previous section discussed a number of geometric data structures. They are not
used to store topological data explicitly. Several special data structures are known
for this purpose. Which topological data structure should be applied depends on how
the geometric primitives are used. If the geometric primitives are used to represent
polygonal areas, then the TIGER structure is well suited; see Subsection 2.2.1. The
Subsections 2.2.2 through 2.2.4 deal with the topological data structures in the cases
of network, contour and point data.

2.2.1 The TIGER Structure

The Topologically Integrated Geographic Encoding and Referencing (TIGER) Sys-
tem, is developed by the United States Bureau of the Census [24, 118]. The descrip-
tion of the TIGER structure is taken from [24]. The TIGER structure is the refined
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successor of older chain-node structures, such as DIME also developed by the US
Bureau of the Census, and POLYVRT [164] developed at the Harvard Laboratory
for Computer Graphics and Spatial Analysis.

When storing polygonal areas, the structure captures the relationships between the
polygon, polyline and point primitives, which are called 2-cells, 1-cells and 0-cells
respectively. A 1-cell is a polyline, the first and the last points of which are by
definition O-cells. These 0-cells are called from and to 0-cells and they are the
same in case of a loop 1-cell. The points of a 1-cell between the 0-cells are called
curvature points and are connected by vectors. A 1-cell has two sides, a left and
right 2-cell, see Figure 2.13. The complex of 1-cells, that is, the collection of all
1-cells, covers a finite region of the plane. The unbounded region that surrounds
the 1-cell complex is represented by a 2-cell labeled with a special code: outside. In
addition to these definitions, the topological structure must obey two rules. The rule
of Topological Completeness requires that the topological relationships between cells
are complete, for example each 2-cell, except outside, is completely surrounded by a
set of “connected” 1-cells. The rule of Topological-Geometric Consistency requires
a consistent relationship between the geometric placement of cells and the pure
topological relationships of cells, for example no two 2-cell interiors share a common
coordinate.

2.2.2 The Single Valued Vector Map

Molenaar [138] has developed a formal data structure (FDS) for the so called single
valued vector maps. A similar system, called MINI-TOPO [236], has been developed
at the Defense Mapping Agency (DMA, USA). Recently, a 3D variant of the FDS has
been published [139], but it will not be described here because it is outside the scope
of this thesis. The FDS incorporates a topological structure that is similar to the
TIGER structure. The term single valued vector map refers to a terrain description
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based on a set of well-defined conventions, which will be described below. This
results in a query space that can be thoroughly analyzed. The FDS of a single valued
vector map deals not only with topology, but also with attribute data organized in
classes. The primitives node and arc play an important role in the FDS. Figure 2.14
depicts the FDS for a single valued vector map. Note that each ellipse represents a
set and that each arrow represents a one-to-many relationship between associated
sets: A — B, means that each element of A belongs to at most one element of B.
The FDS has to obey the following conventions [138]:

1.

The feature classes must be mutually exclusive, this means that each (point,
line, or area) feature has only one class label.

A feature class contains features of only one type.

When the map is analyzed as a graph, all points used to describe the geometry
of a vector map will be treated as nodes.

The arcs of this graph are geometrically represented by segments of straight
lines.

For each pair of nodes there is at most one arc connecting them. In addition
to that, the nodes may be connected by one or more chains.

In the geometric interpretation two arcs may not intersect.

For each geometric element there is at most one occurrence of each of its link
types to a feature.



40 Overview of Spatial Data Structures

Sea

(Generalization)

m

Sea

(Original Map)

Town

Figure 2.15: Generalization Error Introduced by the Omission Topology

One of the most elegant aspects of the FDS is that it is possible to describe the
topological relationships between the features in a formal manner. In this way
the semantics of topological terms such as: neighbor, island, branching, crossing,
intersecting, ending, inside, etc. are defined. More details can be found in [138].

Points, lines, and areas in the FDS correspond to 0-, 1-, and 2-cells in the TIGER
structure. The FDS and the TIGER structure can both be used for network data,
that is non-polygonal data with only points and lines. The topological capabilities
of the FDS are more powerful than those of the TIGER structure. In the TIGER
structure, it is not possible to represent a fly-over crossing. This situation occurs in
the case of a network of roads or pipelines. The topological structure of this kind
of data should be represented by a graph, as incorporated in the FDS of Molenaar.
The points and lines are the nodes and edges of the graph. In the 3D variant of the
FDS this problem would not occur, because there is no intersection in the 3D space.

Another example that illustrates the topological capabilities of the FDS is shown in
Figure 2.15, where a tower is located within a town adjacent to the coastline. When
producing a small scale representation of this map by using a line generalization
algorithm (Section 2.3), it is possible that the tower ends up in sea. The only way
to assure that the tower remains on land is to store that topological fact, as can be
done in the FDS.

2.2.3 The Contour Structure

Another type of data frequently encountered in GISs is based on contours. Examples
are: height contours and density iso-lines of a certain physical property. The nesting
of the contours is described by a multi-way tree, see Figure 2.16. A disadvantage of
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Figure 2.16: Contour Structure

this tree is that there is no upper bound on the number of children per node, which
makes it somewhat harder to implement efficiently.

The topological structure of contour data can be used to implement an algorithm
for coloring the areas between the contours on a raster display: during the inorder
traversal of the tree, completely fill the area inside each contour that is encountered.
It is interesting to note that the Digital Feature Analysis Data (DFAD of DLMS
[45]), which among others represents polygonal areas, is not using a TIGER like
structure, but the contour structure as its topological base. In case of DFAD, not
the tree is stored, but the result of the inorder traversal of the tree.

2.2.4 The Point Structure

Point data sets seem to have no inherent topological structure. Point data can be
based on a regular grid. Basically, point data are used for two purposes in GISs.
The first one is to represent the arbitrary location of objects, for example a tower.
The second type of use of point data is to represent the locations of some regular
grid at which certain properties are measured, e.g. height of the terrain, number of
people in a grid cell, air pollution. In the case of a regular square grid, the point
data degenerates into raster data. As already explained in Section 1.1, rasters have
good spatial properties and clear (implicit) topological structures. If the points are
stored in a 2D-array, the neighbors of a point are simply found by incrementing or
decrementing one of the array indices. A useful topological structure for other type
of point data is the Voronoi diagram [169], see Figure 2.17. For the points p; for
1 < i < n, the Voronoi diagram consists of n regions V(i) with the property that if
(z,y) € V(i) then p; is the nearest neighbor of (z,y). If H(p;,p;) is the half-plane
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with the set of points closer to p; than to p;, then

V(i) = () H(pi ps)
i

The Voronoi diagram is used to answer spatial queries. For example, assume that
the points represent the locations of post-offices, then the Voronoi diagram can be
used to answer the query “What is the closest post-office when I am situated a
location z7” represent The straight-line dual of the Voronoi diagram is called the
Delaunay triangulation [232, 233] and is often used in a conversion from point data
to contour data. This triangulation forms a good basis for interpolation techniques.
A defining property of the Delaunay triangulation is that the circumcircle of each
triangle does not contain any other data point in its interior.

2.3 Structures with Detail Levels

In this section several data structures with detail levels are described. First, some
remarks about the fundamental problems concerning detail levels are made. The
concept of multiple detail levels can not be defined as sharply as that of spatial
searching. It is related to one of the main topics in cartographic research: map
generalization; that is, to derive small scale maps (large regions) from large scale
maps (small regions). A number of generalization techniques for geographic entities
have been developed and described in the literature [159, 178, 188]:

e simplification (e.g. line generalization);

e combination (aggregate geometrically or thematically);
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e symbolization (e.g. from polygon to polyline or point);
e selection (eliminate, delete);

e exaggeration (enlarge); and

e displacement (move).

Unlike spatial searching in the previous section, which is a pure geometric/topological
problem, map generalization is application dependent. The generalization tech-
niques are categorized into two groups [146, 159]: geometric and conceptual gener-
alization. In geometric generalization the basic graphic representation type remains
the same, but is, for example, enlarged. This is not the case in conceptual general-
ization in which the representation changes, e.g. change a river from a polygon into
a polyline type of representation.

Generalization is a complex process of which some parts, e.g. line generalization
[133, 144], are well suited to be performed by a computer and others are more
difficult. Nickerson [153] shows that very good results can be achieved with a rule
based expert system for generalization of maps that consist of linear features. Shea
and McMaster [188] give guidelines for when and how to generalize. Miiller [147]
also applies a rule based system for selection (or its counterpart: elimination) of
geographic entities. Brassel and Weibel [25] present a framework for automated
map generalization.

Mark [131], Miiller [145, 146], and Richardson [174] all state that the nature of the
phenomenon must be taken into account during the generalization, this in addition
to the more traditional guidelines, such as: the graphic representation (e.g. number
of points used to draw a line) and the map density. This means that it is possible
that a different technique is required for a line representing a road than for a line
representing a river.

It is important to note that the data structures with detail levels, presented in this
thesis, are used to store the results of generalization processes. In this section four
known structures are described: Strip tree, Arc tree, Multi-scale Line Tree, and
Flintstones. These structures are all related to line generalization or approximation
techniques. The same is true for our BLG-tree; this novel structure is presented
in Chapter 5. The support of other map generalization techniques is discussed in
Chapter 6. Chapter 8 briefly discusses how other generalization techniques may fit
into an object-oriented data model.

2.3.1 The Strip tree

In 1981, one of the first data structures with detail levels was described by Ballard;
the Strip tree [12]. The Strip tree is a hierarchical representation for curves and
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Figure 2.18: The Strip tree

consists of a binary tree where each node contains a rectangle, called strip. Lower
levels in the tree correspond to finer resolutions. The strip for the part of the curve
from ps; = (z5,Ys) to pe = (e, Ye) is defined by the six-tuple (z, Ys, Te, Ye, Wy, wy),
where w, and wy, the right and left distances to the directed line segment [p;, pe],
are chosen in such a manner that the strip just contains the curve.

The curve from ps to pe is split into two parts: [ps, pm| and [pn,, pe] where p,, has
distance d = max(w,, w;) to the line segment [ps, pe|. New strips are defined for these
line segments and the splitting process is repeated until the required resolution w is
met: w, +w; < w. The splitting process and the strips are represented in the Strip
tree, see Figure 2.18.

Ballard gives basic operations on Strip trees performed at resolution w, e.g. calcu-
late the length of a curve, display the curve, and intersect two curves. All these
operations are quite straightforward when using the Strip tree. In the case of length
approximation, it must be noted that the actual length of the curve is larger than
the approximation at resolution w and that it is impossible to give an upper bound
for the error. Problems are caused by “fractal-like” or “zig-zag” shaped curves (see
Figure 5.3a on page 94). A region is represented by a closed curve stored in the
Strip tree. For these trees additional operations are defined: determine whether a
point lies inside the region, calculate the area of a region, intersect two regions, etc.

2.3.2 The Arc tree

Similar to the Strip tree, the Arc tree also is a binary tree that represents a curve in
a hierarchical manner with increasing accuracy in the lower levels of the tree. The
Arc tree is described by Giinther in his PhD-thesis [90]. The major differences with
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Figure 2.19: The Arc tree

the Strip tree are that no explicit information regarding the bounding primitive (the
strip in case of a Strip tree) is stored and the way in which the split point p,, on
the curve is chosen. By choosing p,, exactly halfway the two endpoints, p, and p.,
measured along the curve itself, interesting properties can be obtained. Each of the
curves has exactly length [/2 where [ is the length of the original curve. The division
of curves is repeated until the required resolution is met (see Figure 2.19). In the
case of the Arc tree this means that the length of a curve has to be smaller than a
certain value. The only thing stored in a node of the Arc tree is p,,,. Length, start
point, and end point of the complete curve are stored once elsewhere. Clearly, the
Arc tree requires less storage space than the Strip tree.

The k" approximation consists of 2* line segments each representing a part of the
curve with length [/2%. A nice property of the Arc tree is that each part of the
curve is contained in the ellipse whose focal points are the start and end point of
the approximating line segment and whose major axis is //2*. In a manner similar
to the Strip tree, closed curves are used to represent regions. Also, hierarchical
point inclusion tests and set operations are defined. An advantage of the Arc tree
is that an upper bound for the approximation error for the length of the curve
can be given. Another advantage is that the Arc tree is always balanced. A special
variant, the Polygon Arc tree, is described by Giinther [90] for storing an hierarchical
representation of a polygon.

2.3.3 The Multi-scale Line Tree

The Multi-scale Line Tree is more rooted in cartography in contrast to the Strip
tree and the Arc tree, which both come from computer science. The Multi-scale
Line Tree is a multiway tree, introduced by Jones and Abraham [113, 114], suited



46 Overview of Spatial Data Structures

Yo'm. e 1 11 17 28 37 42

RN

(leaf level not shown)

level 1 level 1 approximation
level 2 o 3B re level 2 approximation
« level 3 points 37 original polygon

Figure 2.20: The Multi-scale Line Tree

to represent a polyline for a fixed number of scales. The Multi-scale Line Tree
is based on the Douglas-Peucker [51] line generalization algorithm. The Douglas-
Peucker algorithm selects the same points as the Strip tree would for a polyline at
the required resolution. However, no strips are stored and no tree is created.

The required scales must be determined in advance. For each required scale or
resolution there is one level in the tree. The top level of the Multi-scale Line Tree
is created by applying the Douglas-Peucker algorithm at the most coarse resolution.
The next level is created by storing the new points, which are selected by applying
the algorithm to the next resolution, in a number of new child nodes. This is done
in such a manner that all new points, that lie in between two points of the first level,
with regard to their original sequence number, are stored in one node. Also, a pointer
is made from the root to the new node. This process is repeated for all required
scales, see Figure 2.20. The Multi-scale Line Tree has the disadvantage that it
introduces a discrete number of detail levels, which must be determined in advance.
The number of children of a node in the Line Generalization Tree is not fixed. This
implies that the tree is not binary, a preferred feature for implementations.

2.3.4 The Flintstones

The Flintstones, recently described by our co-worker Veltkamp [234], form a hi-
erarchical representation and approximation scheme for polygons. There is a 2D
and a 3D variant of the Flintstones; in this section only the former is discussed.
The zero-order approximation of the polygon is the minimal bounding circle, which
passes through at least two points of the original polygons (Figure 2.21a taken from
[234]). The polygon is split into two polylines defined by the touching points. Each
polyline is enclosed by a Flintstone, that is, the smallest intersection of two cir-
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Figure 2.21: The Flintstones
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cles. Each polyline is split into two polylines by the point that touches the arc with
the largest curvature, see Figure 2.21b. The start, end, and touch points form the
first-order approximation (Figure 2.21c). The whole process of enclosing polylines
by Flintstones is repeated on the second level and this produces the second order
approximation. This is repeated until the original line segments of the polygon are
reached. The whole process is naturally represented in a binary tree (Figure 2.21d).
In a manner similar to the Strip tree and the Arc tree hierarchical operations, such
as point inclusion and intersection, can be performed.

Advantages of the Flintstones over the Arc tree are that better split points are chosen
(the Arc tree just selects the point halfway, which does not necessarily result in good
approximations) and that the spheric tests with Flintstones are computationally
cheaper than tests with ellipses. A drawback of the Flintstones is that the tree is
not necessarily balanced. It is hard to compare the quality of the points selected by
the Flintstones to the points selected by the Strip tree. Practical performance tests
will have to tell which structure provides the best approximation.



Chapter 3

The Reactive Binary Space
Partitioning Tree

None of the data structures presented in the overview of the previous chapter, com-
bined the geometric capabilities with multiple levels of detail. That is, no reactive
data structure was presented. In this chapter our first reactive data structure is
introduced. It is a main memory structure and it is a modification of the Binary
Space Partitioning (BSP) tree to include detail levels. The BSP-tree is one of the
few spatial data structures that does not organize space in a rectangular manner.
A prototype system has been implemented. An important result of this implemen-
tation is that it shows that binary space partitioning trees of real maps have O(n)
storage space complexity in contrast to the theoretical worst case O(n?), with n the
number of line segments in the map.

A short description of the original BSP-tree is given in Section 3.1, together with
some minor modifications for the GIS environment. The subsequent section shows
how the basic spatial operations can be implemented efficiently by using a BSP-
tree. Section 3.3 describes the most important difference with the original BSP-tree,
the incorporation of detail levels. An application based on the reactive BSP-tree is
presented in Section 3.4. The balancing of the BSP-tree is discussed in Section 3.5 for
both the static and the dynamic case. Section 3.6 contains the first practical results
from our implementation. Finally, the pros and cons are discussed in Section 3.7.

3.1 The BSP-tree and Some Variations

In this section the original BSP-tree is described first. Then two modifications for
GIS applications are given: the object BSP-tree and the multi-object BSP-tree.

49
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Figure 3.1: The Building of a BSP-tree

These are storage structures for polygons and polylines. Variations on the BSP-tree
for storing points could be developed easily, but are not described here.

3.1.1 The Original BSP-tree

The original use of the Binary Space Partitioning tree was in 3D Computer Graphics
[77, 78, 205]. The BSP-tree was used by Fuchs to produce a hidden surface image
of a static three-dimensional scene. After a pre-processing phase it is possible to
produce an image from any view direction in O(n) time, with n the number of
polygons in the BSP-tree.

In this chapter the two-dimensional BSP-tree is used for the structured storage of
geometric data. It is a data structure that is not based on a rectangular division of
space. It uses the line segments of the polylines and the edges of the polygons to
divide the space in a recursive manner. The BSP-tree reflects this recursive division
of space. Each time a (sub) space is divided into two subspaces by a so called splitting
primitive, a corresponding node is added to the tree. The BSP-tree represents an
organization of space by a set of convex subspaces in a binary tree. This tree is
useful during spatial search and other spatial operations. Figure 3.1a shows a 2D
scene with some directed line segments. A 2D scene is used here, because it is easier
to draw than a 3D scene. However, the principle remains the same. The “left”
side of the line segment is marked with an arrow. From this scene, line segment
a is selected and the 2D space is split into two parts by the supporting line of a,
indicated by a dashed line in Figure 3.1b. This process is repeated for each of the
two subspaces with the other line segments. The splitting of space continues until
there are no line segments left. Note that sometimes the splitting of a space implies
that a line segment (which has not yet been used for splitting itself), is split into
two parts. Line d for example, is split into d1 and d2. Figure 3.1b shows the
resulting organization of the space, as a set of (possibly open) convex subspaces.
The corresponding BSP-tree is drawn in Figure 3.1c. In the 3D case supporting
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planes of flat polygons are used to split the space instead of lines.

The choice of which line segment to use for dividing the space, very much influences
the building of the tree. It is preferable to have a balanced BSP-tree with as few
nodes as possible. This is a very difficult requirement to fulfill, because balancing
the tree requires that line segments from the middle of the data set are used to split
the space. These line segments will probably split other line segments. Each split
of a line segment introduces an extra node in the BSP-tree. Section 3.5 contains a
further discussion on the balancing of the BSP-tree.

Program BuildTree;
type BSP = “node;
node = record
segm: Line;
1, r: BSP
end;
var root: BSP;
newsegm: Line;

function AddLine(tree:BSP; segm:Line): BSP;
var Lsegm, Rsegm: Line;
begin
if (tree = nil) then tree := CreateNode(tree, segm)
else case LinePosition(tree,segm) of
LEFT: tree”.l := AddLine(tree”.l, segm);
RIGHT: tree”.r := AddLine(tree”.r, segm);
SPLIT: SplitLine(tree, segm, Lsegm, Rsegm);

tree”.1l := AddLine(tree~.l, Lsegm);
tree”.r := AddLine(tree”.r, Rsegm);
AddLine:=tree;
end;
begin
root := nil;
while GetLine(newsegm) do root := AddLine(root, newsegm);
end.

Figure 3.2: Incremental BSP-tree Building Algorithm

Figure 3.2 contains a Pascal-like code of a program that builds a BSP-tree. The pro-
gram BuildTree is a variation of the traditional method (non-incremental) for build-
ing a BSP-tree [78]. The procedure SplitLine and the functions LinePosition,
CreateNode and GetLine are not included, because their implementation is trivial.
A node in the BSP-tree is represented by the record type node, which contains a line
segment and pointers to the left and right child. Initially, the tree is empty. As long
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as GetLine can fetch a new line segment, it is added to the BSP-tree with a call to
the function AddLine. AddLine checks whether the correct position in the BSP-tree
is found. This is true if the pointer tree in the BSP-tree is nil. In that case a
new node is created and added to the tree. Otherwise, LinePosition determines
in which subtree the line segment has to be stored. The storage of the line segment
is implemented by a recursive call to AddLine. It is possible that the line segment
has to be split first.

The splitting of line segments has a serious drawback. If we have n line segments in a
scene, then it is possible that we end up with O(n?) nodes [78] in the tree. It will be
clear that this is unacceptable in GIS applications, in which we typically deal with
10,000 or more line segments. However, this is a worst case situation and the actual
number of nodes will not be that large; see Section 3.6 for a more detailed discussion.
The BSP-tree is intended for interactive applications in which fast responses are
required. Minimizing the memory usage is considered less important and so we
have not paid a lot of attention to it. However, the typical memory usage is about
three to four times the size of the original map data. There are three reasons for
this: the memory space required for pointers, the splitting of line segments, and the
replication of points, as the end of one line segment is often the start of another.

3.1.2 The Object BSP-tree

The BSP-tree, as discussed so far, is suited only for storing a collection of (unrelated)
line segments. In a modeling system it must be possible to represent a closed object,
for example, (the interior of) a polygon in the 2D case. The object BSP-tree is our
extension to the BSP-tree to cater for object representation. It stores the line
segments that together make up the boundary of the polygon. The object BSP-tree
has explicit leaf nodes which do not contain line segments to split the subspaces any
further. The leaf nodes correspond to the convex subspaces created by the BSP-tree.
A boolean in a leaf node indicates whether the convex subspace is inside or outside
the object.

At the University of Leiden, the object BSP-tree is used in the 3D graphics modeling
system Hirasp [203]. Because of the spatial organization, hidden surfaces can be
“removed” in O(n) time with n the number of polygons in the tree [205]. The object
BSP-tree is also well suited to perform the set operations [206]: union, difference
and intersection, as used in Constructive Solid Geometry (CSG) systems. The
map overlay operation in a GIS [219, 220] has strong relationships with these set
operations.
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Figure 3.3: The Building of a Multi-Object BSP-tree

3.1.3 The Multi-Object BSP-tree

We wish to exploit the spatial organization properties of the BSP-tree in a GIS. In
a GIS we usually deal with 2D maps. The line segments of the original data base
are used to split the space in a recursive manner. By using data inherent to the
problem to organize the space, we expect a better spatial organization, compared
to the situation where fixed split lines are used as, for example, in the Quadtree.
Maps always contain multiple objects; for example, countries on the map of Europe.
In order to deal with multiple objects, we have to modify the concept of the object
BSP-tree previously discussed. Instead of a boolean, the leaf nodes now contain an
identification tag (a name). This identification tag tells to which object the convex
subspace, represented by the leaf node, belongs. We call this type of BSP-tree the
multi-object BSP-tree.

Figure 3.3a presents a 2D scene with two objects, triangle T" with sides abc, and
rectangle R with sides defg. The method divides the space in the convex subspaces
of Figure 3.3b. The BSP-tree of Figure 3.3c is extended with explicit leaf nodes, each
representing a convex part of the space. If a convex subspace corresponds with the
“outside” region, no label is drawn in Figure 3.3c. If no more than one identification
tag per leaf is allowed, only mutually exclusive objects can be stored in the multi-
object BSP-tree, otherwise it is also possible to deal with objects that overlap. A
disadvantage of this BSP-tree is that the representation of one object is scattered
over several leaves, e.g. rectangle R in Figure 3.3. Figure 3.4 shows the use of the
BSP-tree for a simple polygonal map. As usual, the internal nodes contain the line
segments and the leaf nodes represent convex parts of the space. The disadvantages
of the BSP-tree become clear in this figure: it is sometimes necessary to split the
line segments (edge f) and a polygon may be divided into two or more leaf nodes
(region II into leaves 6, 7, and 9). The following list summarizes the properties of
the multi-object BSP-tree:
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Figure 3.4: The BSP-tree of a Polygonal Map

e Each node in the tree corresponds with a convex subspace.

e Each internal node splits a convex subspace into two convex parts: left and
right. Further down the tree, the convex subspaces become smaller. Each
internal node contains one line segment.

e Each leaf node corresponds with a convex subspace which will not be split any
further. A leaf node does not contain a line segment, but it does contain an
object identification.

3.2 Basic Spatial Operations

In this section we will explain how the (multi-object) BSP-tree is used in imple-
menting two spatial operations: the pick and the rectangle search.

3.2.1 The Pick Operation

Consider a system that displays a map on the screen. The user generates a point
P = (z,y) with an input device such as a mouse or tablet. He wants to know which
object he has pointed at. To solve this problem we locate point P by descending
the BSP-tree until a leaf node is reached. This leaf node contains the identification
tag of an object. Descending the tree is quite simple: if, at an internal node, point
P lies on the left side of the line segment, then the left branch is followed, otherwise
the right branch is followed. This strategy results in one straight path from the root
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Figure 3.5: The Place of Global and Detailed Data

to a leaf node. So, in case of a balanced tree with n internal nodes, the search takes
O(logn) time; see Section 3.5. This is probable the best result one could hope for.

3.2.2 The Rectangle Search

In many applications the user wants to select all objects within a certain rectangle
R. The rectangle search is also necessary during the display of (a part of) a map
on a rectangular screen. Basically, the traversal of the tree is the same as in the
pick operation. At an internal node, the left branch is followed if there is an overlap
between rectangle R and the left subspace; the right branch is followed if there is
an overlap between the right subspace and the rectangle R. If there is overlap with
both subspaces, then both branches must be followed. A simple recursive function
accomplishes this traversal. The operations are efficient because parts of the tree are
skipped. In an unstructured collection of data we would have to visit every item and
test if we “accept” this item based on its geometric properties. Using the BSP-tree
we do not have to examine the data that lie outside our region of interest.

3.3 Detail Levels

We need detail levels, as argued in Section 1.6, if we want to build usable interac-
tive GISs. The detail levels must not introduce redundant data storage and must
be combined with the spatial data structure. Not only must the geometric data
be organized with detail levels but the same applies to the related thematic data.
However, we will focus our attention on the geometric data.

We first make an observation of the BSP-tree created with the function AddLine. A
line segment inserted early on ends up in one of the top levels of the BSP-tree. A
line segment, inserted later on, must first “travel down” the tree (and if necessary
be split a few times) before it reaches the correct position on a lower level of the
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BSP-tree. We use this property to create a reactive BSP-tree. As far as we know,
our reactive BSP-tree is the first reactive data structure ever presented [221]. If
the global data are inserted first in the BSP-tree, they will end up in the higher
levels of the BSP-tree. Local data (detail) are added later, so they end up in the
lower levels of the BSP-tree. Figure 3.5 depicts this situation for a map of The
Netherlands. The rectangle in the global map shows the position of the detailed
map. The mountain-like object represents the entire BSP-tree and the gray region
stands for the part of the BSP-tree that contains the data of the corresponding map.

We will use the case “Presentation of Census Data” (see Subsection 1.5.2), involving
the boundaries of administrative units, to illustrate the way the reactive BSP-tree
functions. In The Netherlands there exist a number of hierarchical levels of ad-
ministrative units, ranging from the municipalities (the lowest level) to the whole
country (the highest level). We insert the boundaries of the administrative units in
the BSP-tree, starting with the highest level, then the next to highest level, and so
on. During display of the map, the number of detail levels shown depends on the
size of the selected region. The larger the region we want to display, the fewer detail
levels will be shown. A heuristic rule for this is: the total amount of geometric
data to be displayed should be constant, measured by the number of coordinates
involved. Stated more formal: the pictorial information density must be constant.

The BSP-tree is traversed with an adapted “rectangle search”-algorithm, to display
all objects in a certain region up to a certain detail level. The algorithm has to
know where one detail level stops and where the other begins. This can be achieved
by extending the BSP-tree in one of the following manners:

e The first approach adds to each node a label with the corresponding detail
level. If, during the traversal of the BSP-tree a detail level is reached that is
lower than the one in which we are interested, we can skip this branch, because
it contains only data of a lower level.

e After inserting the global data (highest level) into the BSP-tree, the second
approach adds special nodes, called level stop nodes, to the BSP-tree. The
level stop nodes contain no splitting line segment and can be compared with
the leaf nodes of the multi-object BSP-tree (see Subsection 3.1.3). Then the
next highest level is added to the BSP-tree, again followed by level stop nodes.
This process is repeated for each detail level given. Figure 3.6 shows a reactive
BSP-tree with two detail levels.

A drawback of the reactive BSP-tree is that it only supports a part of the map
generalization process [188]. It removes unimportant lines but it draws an important
line with the same number of definition points on every scale. As far as we know,
there is no elegant solution to this problem in the context of the BSP-tree. It
is possible to store a generalized version of a line at multiple detail levels in the
same BSP-tree. However, the storage of the same line at multiple levels introduces
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Figure 3.6: The Reactive BSP-tree

unwanted redundancy. The generalized version of a line can be computed explicitly
for every level with a line generalization algorithm, for instance, with the Douglas—
Peucker algorithm [51].

3.4 An Application

In this section we describe some additional uses of the reactive data structure in
thematic mapping. We will expand the case of the previous section, to enable
visualization of census data of administrative units. We show how a choropleth map
and a prism map can be produced. Figure 3.7 gives an example of these map types.
In a choropleth map each region is assigned a color dependent on the value of the
thematic attribute in that region. In a prism map the theme is visualized by giving
each region a certain height.

We use the reactive BSP-tree with level stop nodes to implement this application.
A level stop node corresponds to a convex part of an administrative unit at that
specific level. The identification of the administrative unit is stored in each level stop
node. The census data are not stored in the BSP-tree, because the BSP-tree scatters
objects (administrative units) over several leaves; see Section 3.1. The census data
are available at each detail level.

3.4.1 Choropleth

After the user has decided which region and which census variable has to be dis-
played, the GIS determines the detail level. A choropleth map colors administrative
units depending on their value of the census variable wanted. All we have to do to
produce a choropleth map is to traverse the BSP-tree for the selected region and
level. When we reach a level stop node of the desired level we know to which ad-
ministrative unit the corresponding convex subspace belongs. The required census
variable is retrieved and the convex subspace is filled with the correct color.

The BSP-tree does not offer an explicit representation of the convex subspaces. This
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Figure 3.7: Two Map Types for Thematic Mapping

is solved by maintaining a temporary data structure during the traversal of the BSP-
tree. This temporary data structure represents the (open) convex subspace that
corresponds with the current node. Each time we take a step down the BSP-tree,
the temporary data structure is updated. At depth k the temporary data structure
represents a convex polygon with no more than k& edges. So, a step downwards
from level k to level k + 1 takes O(k) time, the insertion of a new edge in a convex
polygon with k£ edges. The steps upwards take no processing time, because the
intermediate results are stored along the current path in the BSP-tree. In the case
of a balanced BSP-tree, the height of the tree is O(logn) with n the number of line
segments (nodes) in the BSP-tree. Summing all steps for the whole BSP-tree results
in O(nlogn) processing time. So, displaying the whole BSP-tree while coloring the
convex subspaces takes O(nlogn) time. It is possible to store the explicit represen-
tation of the convex subspace (or the reference to the original polygon) in the level
stop node. This reduces the time to generate the choropleth of the whole map to
O(n), but increases the storage requirements. Generating only a part of the map
takes O(logn + t) with ¢ the number of convex regions that are found.

3.4.2 Prism Map

The prism map [71] is an attractive map to look at and it offers the possibility to
display an extra variable through the height of the prisms. A prism map is a set of
3D-objects. Before the prism map is generated, the user has to indicate from which
direction he wants to look at the prisms.

Basically, we produce the prism map in the same manner as the choropleth map.
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Instead of coloring the convex subspace, we lift it up to the desired height. If the
convex subspace has £ sides, then each side will result in a 3D rectangular polygon.
Together with the top of the prism, this results in £ + 1 3D polygons, which must
be displayed. Before a polygon is displayed it is projected from 3D to 2D, in order
to calculate the actual coordinates on the screen. A number of convex prisms form
one prism on the map, as the corresponding convex subspaces form together the
administrative unit. This means that the “internal” sides of the prism need not be
drawn. We can recognize the internal sides if we label those sides of the convex
subspaces that are part of line segments.

The parts of the prisms that are not visible, because they are hidden by other
prisms, must be removed. This “hidden surface” problem is usually quite difficult
and time consuming to solve. However, if we change the way in which the BSP-tree
is traversed slightly, the hidden surface problem is solved easily (in combination
with the Painter’s algorithm [151]). The adapted traversal does not cost any extra
processing time and ensures that prisms farther away from the viewing point are
drawn first. Therefore, parts of prisms are covered by other prisms that lie in front
of them, because the prisms that lie in front are drawn later. This results in the
“virtual removal” of the hidden surfaces in the prism map. For more details on this
topic see [205].

Normally, the entire BSP-tree is traversed in O(n) time, but we have to maintain
the temporary data structure containing the explicit representation of the current
convex subspace. So, we can produce a prism map of the whole scene in O(nlogn).
If explicit representations of the convex subspaces are stored, a prism map can be
produced in linear time. This fast response stimulates the end-user to take other
views of the data.

3.5 Balancing the BSP-tree

The arguments in the previous sections assume a balanced BSP-tree but the algo-
rithm in Figure 3.2 will not necessarily generate a balanced BSP-tree. In fact, in
some situations it is impossible to generate a balanced BSP-tree, see for example
the “convex scene” of Figure 3.8. We can only solve this by inserting first some
invisible auxiliary splitting line segments, for example, a line with line segments a
and b to the left and ¢ and d to the right (not drawn in Figure 3.8).

A balanced BSP-tree might result in a tree with more nodes, because of the splitting
process. Sometimes, a slightly less balanced BSP-tree with fewer split line segments
is preferred. This raises the question: “What is the best BSP-tree for GISs?” There
is no simple answer to this question, but as long as both the measure in which the tree
is out of balance and the number of split line segments remain within “reasonable”
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Figure 3.8: Unbalanced BSP-tree

bounds, it is our experience that the BSP-tree is well suited for GIS applications.
The next two subsections describe several strategies for balancing BSP-trees in the
static and the dynamic case respectively. Dynamic balancing is not as important as
in many other applications that use balanced trees, because the maps tend to be
quite static in most GIS applications. First, a general remark on balancing [120].
There are two main criteria for balancing binary trees.

e Height balancing: the height of the left subtree may not differ more than a
fixed number h from the height of the right subtree.

o Weight balancing: the number of nodes in the left subtree may not differ more
than a fixed number w from the number of nodes in the right subtree.

As height balancing and weight balancing are strongly correlated, both will suit the
needs of GISs in practice.

3.5.1 Static Balancing

In our implementation the line segments are, per detail level, inserted in the same
order as they are stored in the original map file. In case of the map of The Nether-
lands, this results in a region by region insertion of the map data into the BSP-tree.
For example, if the northernmost region is inserted first, then the paths that corre-
spond with the area above the northern most region will not grow when inserting the
other regions. In this manner the BSP-tree gets out of balance. A simple solution
is to insert the line segments, per detail level, in truly random order.

Another, more expensive, solution for balancing the BSP-tree is taken from Fuchs
et al. [77]. A few potential roots for the tree are tried and the one that gives
a balanced division is selected. Fuchs uses this solution in combination with the
original (non-incremental) version for building a BSP-tree. Balancing the BSP-tree
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and minimizing the number of splits are two objectives that do not always agree.
Thibault and Naylor [206] describe some heuristics for evaluating the candidates.

A different approach is to insert first a few auxiliary split lines, which try to divide
the space in a fair manner. The map data line segments are inserted after the
auxiliary lines and end up in the proper regions. We mark the auxiliary lines as
invisible. A disadvantage of the auxiliary lines is that they themselves may cause
the split of line segments. However, experience has shown that this number of splits
is relatively small. Sometimes the total number of nodes is even slightly reduced
(though not significantly), in spite of the insertion of auxiliary split lines. Assume
that the map data space is {(z,y)|0 <z <1A0 <y < 1}. We first insert the lines
r = % and y = %, then x = i,x = %,y = i and y = %, and so on. Together, these
auxiliary split lines form a coarse raster. Note that, the order in which they are
inserted is important. The insertion of 15 horizontal and 15 vertical lines reduced
the (maximum) depth of a BSP-tree of The Netherlands (map 1, see Section 3.6)
from 80 to 35. The disadvantage of these auxiliary split lines is that they still result

in unbalanced trees if the distribution of the map data is not uniform.

A more radical approach is first building a KD-tree (see Subsection 2.1.1), with
large bucket size (e.g. 100 — 1,000). Because the KD-tree is only suitable for storing
points, it is built from the endpoints that define the line segments. Figure 3.9 shows
the KD-tree of a map that contains about 30,000 points. The split lines in the KD-
tree are the auxiliary lines for the balanced BSP-tree and the KD-tree is not used
anymore.

We could also use a generalized version of the KD-tree (see Figure 3.11), which
does not always split along one of the main axes. The BSP-tree is already suitable
for storing split lines that have an arbitrary orientation. So, it might be better to
split along a line orthogonal to the best-fit line. The technique we used is called
Eigenvector line fitting [53]. Figure 3.10 compares eigenvector line fitting and the
well-known statistical method Mean Square Error (MSE) line fitting [170]. Eigen-
vector line fitting produces better fit lines because the Euclidean distance is used
instead of the distance along the y-axis, see Figure 3.10a. Note that the name
“MSE line fitting” might be confusing, because not only the statistical (known as
the MSE) line fitting method, but the Eigenvector line fitting method also minimizes
the square error. The difference becomes clear in Figure 3.10b. Assume that the set
of points, for which an Eigenvector fit has to be calculated, consists of p; = (z;, y;)
for ¢ from 1 to n. The general form of a line [ that makes an angle a with the
positive z-axis is: zsina —ycosa = ¢. The Euclidean distance from point p; to line
lis: |z;sina — y; cosa — ¢|. We minimize the function:

n

fla,e) = (zisina — y;cosa — ¢)
i=1

2
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Figure 3.9: A KD-tree with Large Bucket Size
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Figure 3.10: Eigenvector vs. MSE Line Fitting
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,,,,,,,, = best fit line
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Figure 3.11: The Generalized KD-tree

With means p, = £ X7, 5, 1, = + S0, y;, variances o) = = 30, (27 — p)°, 0, =
L5 (yi — py)? and covariance Cov(z,y) = £ S0 (z; — pz)(y; — py) defined in the

usual manner [140] we obtain « and ¢ of the Eigenvector fit line:

2Cov(z .
a=1 arctan(#), €= lyCOSa + py Sina
02— o2
for o7 > o7. In case that o) < o, 3w must be added to . If both variances are

equal, then a = iiﬂ' depending on the sign of the covariance. The points are sorted
according to the position of their projections on line [. All points up to the median
are put in the left subspace and the others are put in the right subspace. This
process repeats for all subspaces until they contain fewer points than the specified
bucket-size. This process results in a perfectly balanced tree for storing n points in
O(n(logn)?) time. The sorting causes some extra pre-processing time. If the set is
split into two parts by using a split line through (4, it,) and orthogonal to line [,
then the building of the generalized KD-tree takes O(nlogn) time. However, this
does not necessarily result in a perfectly balanced tree.

Paterson and Yao [161] prove that if the original line segments are disjoint, then
it is possible to build a BSP-tree with O(nlogn) nodes and depth O(logn) using
an algorithm requiring only O(nlogn) time. They (recursively) use a horizontal
auxiliary split line defined by the median value of the y-coordinate, and with the
notion of “free cuts” they prove their theorem. Their results can easily be generalized
to line segments representing a map and only touching each other in start and end
points. Better partitions may be achieved by using more general auxiliary split lines;
e.g. lines similar to the ones of the generalized KD-tree. It is doubtful whether this
BSP-tree can be built in O(nlogn) time. Among other difficulties, the detection of
free cuts will become harder.
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3.5.2 Dynamic Balancing

The emphasis in this subsection is on inserting line segments in a BSP-tree, while
keeping it balanced. Deleting and modifying line segments have less importance,
because they occur less frequently in GIS applications. Even without considering
the balance of the BSP-tree, really deleting a line segment can be very difficult. If
the line segment is the root of a (sub) BSP-tree, then the replacement of this root
by another line segment affects the whole subtree in a drastic manner. This is not
a problem in case of an empty or a very small subtree but otherwise this could
require the complete rebuild of the subtree. A deletion can be simulated by making
the line segment invisible, as with an auxiliary line. It will be clear that this is
not a practical solution when the number of deletes and changes is relatively large
compared to the actual number of line segments.

To enable dynamic balancing, the nodes in a BSP-tree need to be extended with
information about their balancing status. This is a single parameter that contains
for example the value of the expression #NodesLeft — #NodesRight. The dynamic
insertion of a line segment starts in the same manner as in the normal situation,
i.e., with the function AddLine, see Figure 3.2. During the insertion the balance
status of the visited nodes has to be updated. However, because of this insertion it
is possible that nodes on the path from the root to the new leaf get out of balance.
Note that, in case of a split line segment, there are several leaves that correspond
with the new line segment. There may be multiple paths from the root that have
to be considered during the restoration of the balance and, as a consequence, the
weight associated with subtrees may increase with more than one.

In order to restore the balance, a subtree that corresponds with an unbalanced node
has to be reorganized. This is done for each node that is out of balance. A solution
might be to perform a complete rebuild of a subtree based on (exhaustive) search
for a good root in the subtree. This could be done in a way comparable with the
method Fuchs [77] describes to balance a BSP-tree in the static case. This method
is not only very time consuming, but in case of “convex scenes” it is even impossible,
as explained in the introduction of this section. Therefore, we decided to use a new
technique.

The root of the new subtree is an auxiliary line and it is made in the similar way
as a line in the generalized KD-tree is created. If, during the calculation of this
auxiliary line, a point that is an end-point of more than one line segments is also
counted more than once, then the number of line segments to the left and to the
right are equal. In order to preserve as much as possible of the (balanced) structure
of the old subtree, we should try to move parts as large as possible from the old
to the new subtree. To simplify the test whether a part fits in the new subtree, a
circle is stored in each internal node of the BSP-tree. The center lies halfway along
the line segment and the radius is the smallest value such that all line segments of
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the subtree lie within the circle. The computational speed is further increased by
storing the square of the radius instead of the radius itself. This circle together with
the BSP-tree structure of the new subtree makes it easier to move parts of the old
subtree.

3.6 Practical Results

In this section we present the first results of our implementation. Note that this is
only a prototype GIS and not all functions are present yet. The prototype is a “main
memory implementation,” that is, the complete map is stored in a data structure of
a running program. Especially for large data sets, it would be useful to perform a
redesign of the prototype, in order to minimize the number of disk accesses during a
tree search. The most obvious strategy is to take a group of nodes (a small subtree)
of the BSP-tree and store them on one disk-page. If each disk-page is considered
to be one node in the “external implementation,” then the resulting structure is a
multi-way tree. Probably, this structure will resemble the Cell tree described by
Giinther [90, 91, 92]; see Subsection 2.1.8.

Fuchs et al. [78] show that n line segments may result in the worst case in O(n?)
line segments in the BSP-tree, because of the splitting process. This happens when
the line segments are long, relative to each other, and have inconvenient orientations
and positions. The insertion of one (long) line segment results in many new leaves
in the BSP-tree, see Figure 3.12. In a balanced tree this is no problem for the
query time: Q(n) = O(logn?) = O(2logn) = O(logn). However, it results in an
enormous storage requirement: S(n) = O(n?). This is unacceptable in the case of
GISs in which n is typically very large, e.g. 10,000 — 100,000. As already noted
in Subsection 3.5.1, in case of disjoint line segments the storage requirement is
S(n) = O(nlogn).

How will the BSP-tree behave when we insert very large amounts of irregular ge-
ometric data? In contrast with the worst case, we expect the number of splits in
the practical GIS situation to be far less because the line segments are relatively
short. We are interested in the size and the performance of BSP-trees built with
real map data. Map 1 is the map of The Netherlands as drawn in Figure 1.8 on
page 15. Map 2 contains the data from World Data Bank I (WDB I). The area
and line features from DLMS DFAD [45] are used in Map 3. The latitude ranges
from 52°12' to 52°24" and the longitude from 5°30" and 6°00', this is the region near
Harderwijk in The Netherlands. These three maps are from completely different
sources, but they produce very similar test results. Table 3.1 shows some of the key
figures when no measures for balancing have been taken.

The expansion factor is defined by f = L/I where L is the number of leaves in the
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Figure 3.12: Worst Case Situation for Line Segments: a Line Raster

Map 1 Map 2 Map 3

Netherlands WDB I | DLMS DFAD

Inserted line segments (1) 13,350 108,966 5,456
Degenerated line segments (D) 3 50 4
Split line segments (.5) 6,313 48,173 2,586
Leaves (L) 19,661 157,090 8,039
Expansion factor (f) 1.47 1.44 1.47
Maximum depth (dmax) 80 234 60
Average depth (daye) 27.7 63.2 30.5
Theoretic minimum depth (dyp) 15 18 13

Table 3.1: Key Figures of Some Actual BSP-trees (without Balancing)
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Map 1 — The Netherlands
(13,530 inserted line segments)
no dumb | dumb | smart | smart
raster | 16x16 | 32x32 | 16x16 | 32x32

Split line segments (.5) 6,313 | 6,260 | 6,831 | 6,119 | 6,318

Leaves (L) 19,661 | 19,642 | 20,243 | 19,637 | 20,347
Expansion factor (f) 1.47 1.46 1.51 1.45 1.45
Maximum depth (dmay) 80 52 73 35 30
Average depth (daye) 27.7 28.4 40.3 16.9 14.7

Table 3.2: Balancing BSP-trees with a Simple Raster

tree and I is the number of inserted line segments. The theoretic minimum depth
is defined by din = [?log L]. The maximum depth dmax and the average depth dayg
are measured values. Degenerated line segments are line segments in the original
data set with the start point equal to the end point or at least within a distance
smaller than a relative accuracy epsilon, as used by our program. The number of
degenerated line segments is indicated by D. There is a simple relationship between
the number of leaves in the BSP-tree and the number of inserted, degenerated, and
split lines: L =1 — D + .S + 1. This is due to the property of binary trees that “the
number of external nodes is one more than the number of internal nodes” and is
corrected for split line segments and degenerated line segments. The key figures for
a BSP-tree that is balanced by a coarse raster can be found in Table 3.2. Besides
the “smart” method for inserting the raster described in Subsection 3.5.1, Table 3.2
gives also the results for a more “dumb” method. The “dumb” method inserts the
line segments from the raster from left to right and from top to bottom, before
inserting the map data. The BSP-trees created by the “dumb” method have larger
average and maximum depth compared to the ones created by the “smart” method.
Note that the number of split line segments does not have to increase because of the
extra line segments of the raster.

Figure 3.13 shows the number of split line segments as a function of inserted line
segments for the data from WDB I. One might expect that the more line segments
have already been inserted in the BSP-tree, the bigger the change that a new line
segment has to be split. However, this is not true. The straight line in Figure 3.13
means that the chance that a new line segment has to be split, is independent of
the number of already inserted line segments. This is a remarkable result, because
it implies that BSP-trees of real maps have linear O(n) storage space complexity in
contrast to the worst case quadratic O(n?) and the O(nlogn) for disjoint line seg-
ments. The constant associated with this O(n) storage space complexity is modest
and stable, somewhere between 1.4 and 1.5. An intuitive explanation for this is that
the line segments have “point-like” characteristics because they are small compared
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Figure 3.13: Split Lines as Function of Inserted Lines

to the entire map. When the line segments reach their final position they gradually
get back the line characteristics. Another approach to analyze this O(n) storage
space complexity is the development of a statistical model.

3.7 Discussion

The data structure presented is one of the few that combines the two difficult require-
ments: spatial organization and detail levels. Because of its generality it enables
incorporation of other spatial organization techniques into the BSP-tree, e.g. the
raster structure, the Quadtree [185] or the KD-tree [19]. A surprising result of our
implementation is that BSP-trees of real maps seem to have no more than about
1.5 * n nodes instead of the worst case O(n?) nodes with n the number of line
segments in the map.

We are aware of the fact that the reactive BSP-tree is far from perfect, but we
hope that it serves as a source of inspiration to generate more ideas. One important
guideline we derived from our work on the BSP-tree is that, in a spatial organization
tree, the more important objects must be stored in the higher levels of the tree. Using
the insertion order, as done in Section 3.3, is not a very elegant method to achieve
this because the solution is limited to static data. A reactive data structure [221]
need not be based on a BSP-tree, other solutions are possible. In Chapter 6 of this
thesis, a few other types of reactive data structures are presented.



Chapter 4

Orientation Insensitive Indexing
Techniques

Azxes-parallel rectangular and grid methods for storing geometric objects are par-
ticularly suited to deal with spatial search queries that select everything within a
axes-parallel rectangle. In general, axes-parallel methods are appropriate when deal-
ing with sets of data that are oriented parallel to the main axes, as for example in
VLSI design. However, in many applications the data and the query regions are
more irregular and in those cases the performance of these methods suffers. Exam-
ples of such queries are: “Find the n-nearest neighbors,” “Select everything within
a polygon, a circle or a rotated rectangle.” The last one is e.g. useful in a navi-
gation system with heading-up display which has the task of continuously showing
everything within an arbitrary oriented rectangle.

Two new spatial organization techniques are proposed for storing and retrieving
large sets of geometric objects: the KD2B-tree and the Sphere-tree. The main
characteristic of these two techniques is that they are orientation insensitive. This
means that, in contrast to nearly all other known spatial organizations, the expected
spatial query time is independent of the orientation of the data and the query regions.

We tested our indexing techniques with large map data sets and compared the
results to the the well-known R-tree. Among other data sets, we used World Data
Bank IT and a large random data set for our performance tests. Our indexing
techniques outperformed the R-tree in the case of overlap queries with circles and
convex polygons. We have tried to design spatial organization techniques that, apart
from being orientation insensitive, have the following general properties:

e (Geometric object-oriented: objects are not necessarily zero-sized, i.e., they are
not limited to points and may have spatial extent. However, they must be
treated as one unit, that is, they may not be divided into parts as a result of

69
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the spatial organization.

e Dynamic: it must be possible to insert and delete objects without a global
restructuring of the spatial organization in order to guarantee efficient memory
usage and short query times.

e [ntegrated external disk storage scheme: very large sets of geometric objects
must be stored in a persistent manner. This in contrast to spatial data struc-
tures that reside in main memory only.

e k-dimensional: though this is not required in our main application area, GIS,
generalization to k-dimensional space is desirable. Unless indicated otherwise,
we will consider the 2D case in the remainder of this chapter.

A few orientation insensitive search structures are known, for example the BSP-tree
[78] and the Cell tree [92]. A common drawback of these two methods is that they are
not geometric object-oriented, that is, they sometimes subdivide an object into parts
and store these parts separately. A related problem is that their dynamic properties
are limited. Two new spatial indexing methods will be presented: the KD2B-tree
and the Sphere-tree, described in Section 4.1 and Section 4.2, respectively. Both
index structures use the minimal bounding sphere of an object. Some advantages
of using spheres instead of rectangles are: orientation insensitivity, decreased stor-
age space requirement (especially for higher dimensional index structures), and in
some cases, reduced area coverage by the bounding spheres as compared to that of
bounding rectangles. However, this last advantage depends heavily on the shape
of the objects. For example, practice showed that in the case of “polyline” objects
the coverage of the rectangles was usually less than the coverage of spheres. This
experience is supported by a statistical analysis in Section 4.4.

In order to evaluate the performance aspects of the two new indexing methods a
comparison is made with the well-known R-tree [97]. Several digital maps are used
for this purpose. Information about the development and test environment can be
found in Section 4.3, which covers the topics: hard- and software, map data sets,
query types, object-oriented modeling of index structures, and some implementation
details. Section 4.4 presents the performance test results together with some inter-
pretations. Finally, conclusions and further research are described in Section 4.5.

4.1 The Design of the KD2B-tree

The design of the KD2B-tree [36] finds its roots in the KD-tree [19] with “split” lines
that may have arbitrary angles, the so called generalized KD-tree [226, 227], see also
Sections 2.1 and 3.5. The advantages of arbitrary angles are that the partitioning
of the space is better adaptable to the data distribution and that the resulting
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a. Original KD-tree b. Generalized KD-tree
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Figure 4.1: The Difference between the KD-tree and the Generalized KD-tree

structure is orientation insensitive. Figure 4.1 shows the difference between the KD-
tree and the generalized KD-tree. Before we describe the KD2B-tree itself, we will
first describe its predecessor, the KD2-tree: a main memory index structure. The
requirement to treat non zero-sized objects as a unity lead to the development of
the KD2-tree. Subsequently, this tree is adapted for external storage in a manner
similar to the KDB-tree [179]. Briefly summarized: the KD-tree and the KDB-tree
are known structures, the KD2-tree and the KD2B-tree are new structures.

4.1.1 The KD2-tree

The KD-tree can only handle spatial objects of zero size, that is points. In many
GIS applications a point location is not enough for a good representation of a spatial
object. For example, objects like rivers, railroads, counties, etc. occupy regions with
a 2D spatial extent. Some modifications are needed to transform the generalized
KD-tree into a new version of the KD-tree, the KD2-tree, which can handle spatial
objects of non-zero size. The main changes are:

e To use two parallel split lines per internal node, because of the possible overlap
between objects that have to be stored in different subtrees (hence the name
KD2-tree), see Figure 4.2.

e To treat an object as a unit by using, e.g. a minimal bounding rectangle (MBR)
or sphere (MBS) and a reference to the object.

The KD2-tree is a statically balanced tree, so all the leaf nodes are at the same
level. A balanced tree has the advantage of having a better worst case search time
compared to a tree which is not balanced. A leaf node contains index record entries
of the form: (MBS, Objectld) where MBS is a minimal bounding sphere, in the
2D case a circle, completely containing the geometric object and Objectld referring
to the object data. In Subsection 4.2.1, we will give an algorithm to calculate



72 Orientation Insensitive Indexing Techniques

=]  |=
s2 (gap)
sl
B left right
A
s2 s3
SlW 7
(overlap) A /ﬂ C
D ==
s3 (gap)

Figure 4.2: The Principle of the KD2-tree

the MBS. We use the MBS instead of the MBR, because the split lines of the
generalized KD-tree have arbitrary angles, for which spheres are better suited. An
internal node contains an entry of the form: (LeftLine, Leftld, RightLine, Rightld)
where LeftLine and RightLine are two parallel split lines each defining an associated
subspace. Leftld refers to the node which corresponds with the “left” subspace. The
definition of the Rightld is analogous. A line [ with normal vector 7 is described
by: {Z|(7i - &) = c}. Point P lies to the left of line [, if (77 - p) < ¢; point p'lies to the
right if (7 - p) > ¢, else point p'lies on (.

The algorithm for constructing the KD2-tree starts with the calculation of the “best-
fit” line approximating the center points of the current set of objects [226, 227]. The
left and right split line are orthogonal to the best-fit line. The set is divided into
a left and a right subset. The “left” split line is shifted, such that it defines the
smallest subspace that completely covers all the objects of the left subset. In the
same manner, the “right” split line is determined. This process continues recursively
until all spatial objects in the current space fit into one leaf node. Note that there
may either be a gap or an overlap between the two regions; see Figure 4.2. Basically,
the search operations for the KD2-tree are similar to those for the KD-tree. That
is, when the search region overlaps the left and/or the right subspace, the search
is continued recursively in the subtree that corresponds to the overlapping subtree
until the leaf node is reached.

Besides being able to store objects with a spatial extent, another advantage of the
KD2-tree is the possibility to represent gaps, i.e. empty regions between sets of
objects, which speeds up the search process. This will be useful in the case of
relatively small objects. The KD2-tree is not dynamic: insertion or deletion of a
spatial object is not possible without disturbing the balance of the tree. The KD2-
tree has to be built up in main memory each time the application program is started,
so it is not a persistent structure. In the next subsection, the KD2-tree is modified
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Figure 4.3: The Conceptual Structure of the KD2B-tree

into a new structure that is dynamic and persistent. This structure is called the
KD2B-tree which has a similar relationship to the KD2-tree, as the KDB-tree [179]
has to the KD-tree.

4.1.2 The KD2B-tree

The KD2B-tree is a height-balanced tree with index records in its leaf nodes contain-
ing pointers to data objects. The nodes of the tree correspond to disk pages. The
KD2B-tree is dynamic; insertions and deletions can be interchanged with searches
and no periodic reorganization is required. The leaf nodes are the same as the leaf
nodes of the KD2-tree, except for the fact that the leaf nodes of the KD2B-tree are
stored externally on disk. An internal node contains a tree structure consisting of a
small subset of internal nodes from the corresponding KD2-tree. Figure 4.3 shows
the conceptual structure: big “clouds” represent the internal nodes, small “clouds”
represent the leaf nodes of the KD2B-tree. Internal nodes contain a number of index
record entries of which each can be compared to one internal node of the KD2-tree,
but now Leftld and Rightld may be either pointers to entries within this node, or
pointers to other nodes in the KD2B-tree (indicated with dashed lines in Figure 4.3).
A KD2B-tree has the following properties:

1. A leaf node has at most M entries.

2. A leaf node has at least m; entries, unless it is the root which has at least one
entry.

3. An internal node has at most M; entries.

4. An internal node has at least one entry referring to at least one node, unless
it is the root which has at least one entry referring to two nodes.

5. All leaf nodes are at the same level.
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a. before b. after

Figure 4.4: Splitting a Leaf Node in the KD2B-tree

By choosing the proper values for the parameters M; and M;, the nodes of the
KD2B-tree can be made to fit into one disk page.

4.1.3 The Operations

This Subsection describes the Search, Insert and Delete operations on the KD2B-
tree. The region search is similar to the region search of the KD2-tree. The recursive
Search algorithm is quite straightforward:

1. If the node is a leaf node, select all entries which have their MBS overlapping
with the search region.

2. If the node is an internal node, invoke Search recursively for all subspaces
which have overlap with the search region.

The insertion of a single entry can be used for building up the structure and for
inserting new spatial objects. The algorithm for the Insert operation is:

1. Traverse the tree to find the best leaf by recursively choosing the most appro-
priate subspace until a leaf is reached. While moving down, the split lines in
the nodes encountered on the path from the root have to be adjusted.

2. Add the entry to the selected leaf node.

3. If an overflow occurs, split the leaf into a left and a right leaf, and add the
split lines to the parent (internal node), see Figure 4.4. If overflow occurs while
adjusting the parent, then also split the parent itself and adjust its parent, see
Figure 4.5. Repeat this process on the next higher level until there is no more
overflow. If the root is reached and there is still overflow, create a new root.

The way nodes are split is important, because this effects the search time. There is
quite a difference between the splitting of leaf nodes and that of internal nodes. The
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a. before b. after
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Figure 4.5: Splitting an Internal Node in the KD2B-tree

splitting of leaf nodes is similar to the division of a set of spatial objects into two
subsets of almost equal size (i.e., differing by at most one) as described for the KD2-
tree, see Figure 4.4. Another method could be to minimize the overlap (to maximize
the gap) between the left and right subspaces, subject to the constraint that the
number of entries per subset has to be at least m;. The splitting of an internal node
is implemented by removing the root of the internal tree structure. The two children
of this root become new roots. Each of these roots with corresponding tree is stored
in a separate new node. The old root is added to the parent (see Figure 4.5). Note
that for clarity, no entries, i.e. double split lines, are shown on the second level in
Figure 4.5. In this way the properties of the KD2B-tree remain valid, because the
number of entries in the new nodes is at least one less compared to the original node,
which had overflow. The deletion of existing spatial objects is done by the Delete
algorithm which uses the Insert operation:

1. Find the leaf containing the entry, using its MBS. If the entry is not found,
give an error message and stop, else remove the entry from this leaf.

2. If underflow occurs, save all entries of the under-full leaf in a temporary struc-
ture and adjust its parent by removing the pointer. If the parent also becomes
under-full, i.e. empty, remove this parent and adjust its parent in the same
manner. If necessary, repeat this process until the root is reached.

3. Adjust all split lines corresponding to the regions where the deleted object
belonged to.

4. If underflow has occurred, re-insert all saved entries of the removed leaf by
using the Insert operation.
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4.1.4 The Packed KD2B-tree

A drawback of the KD2B-tree is that there is no lower bound for the number of
entries in an internal node. This may result in poor memory utilization and a less
than optimal search structure. It is very hard to guarantee a higher number of entries
per internal node in a dynamic situation. However, most nodes in the KD2B-tree are
leaf nodes, and these nodes are guaranteed to be occupied by at least m; entries. So,
the overall memory usage is acceptable. An aspect of the KD2B-tree that may be
further improved is the creation of an initial tree. When the Insert algorithm is used
for building the KD2B-tree, this may result in a poor spatial subdivision, because
the objects that are inserted first, are not representative for the whole set of objects.
However, they determine the major split lines. A packing technique can be used for
creating a better initial KD2B-tree, with two important improvements. First, it
has a better spatial structure: parallel split lines are better positioned, because the
best-fit lines are based on all center points of the set of objects contained in the
corresponding subspace. Also, each internal node contains an internal balanced tree
structure. Second, the packed KD2B-tree has a more efficient memory usage: leaf
nodes are filled as full as possible.

Conceptually, the creation of a packed KD2B-tree is the same as the construction
of the KD2-tree with bucket size M;. This would result in a balanced binary tree.
However, this tree has to be divided into small balanced subtrees each of which has
to be stored in one internal node of the (multi-way) KD2B-tree.

In practice, the building of a packed KD2B-tree starts with an initialization phase
and this is followed by a call to the recursive function BuildPack. In the initialization
phase all n objects are inserted into the first [n/M;| nodes without creating an
internal structure. These nodes will become the leaf nodes of the packed KD2B-
tree. The height of a balanced binary tree “on top of” all [n/M;] leaf nodes would
be: hy = [*log([n/M;])]. The maximum height of a subtree that can be stored in
one internal node of the KD2B-tree is: h; = |?log M;|. The height of the packed
KD2B-tree will be: h = [hy/h;] + 1. In order to produce a compact balanced
KD2B-tree, all the internal nodes other than the root and the internal nodes just
above the leaf nodes have to be filled with a perfectly balanced subtree of height
h;. The internal nodes just above the leaf nodes are filled with subtrees of the same
height, but not necessarily perfect. The root node of the KD2B-tree is filled with
the perfectly balanced top of height: hy — ((h — 2) - h;) < h;.

The BuildPack algorithm must be invoked with a (sub)set of leaf nodes as input.
It returns a pointer to the created internal node that contains the binary subtree
corresponding to the set of input leaf nodes. To start the pack process BuildPack
is invoked with the whole set of initial leaves. The return value is the root of
the KD2B-tree. As long as BuildPack has not reached the leaf nodes it creates a
new internal node and fills it with the pre-determined maximum number of entries
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(M, = 2" — 1). Each entry is created in the following manner:

1. Determine the direction of the parallel split lines by first calculating the best-fit
line through all center points of the current set of objects.

2. Sort along the best-fit line and split the set into a left and right subset (in the
leaf nodes).

3. Determine the position of the split lines.

4. Store the parallel split lines in an unoccupied entry of the internal node and
connect this entry with its parent.

If BuildPack has not created an internal node just above the leaves, it calls itself for
each of the M, + 1 subsets of leave nodes. After each invocation the new internal
node of the KD2B-tree is connected.

The time complexity of this algorithm is dominated by the sorting of the en-
tries. At the top level of the binary tree this takes O(nlogn), at the second level
this takes O(2 'nlog(2'n)) and has to be done twice, at the ™ level this takes
O(2' " nlog(2'n)) and has to be done 2! times. As there are at most [2logn]
levels this results in:

[2log n] . . .
> 2712 nlog(2'"n) = O(nlognlogn)

i=1

A packed KD2B-tree can be updated without losing the efficient spatial structure,
as long as the number of updates is relatively small compared to the size of the
whole data set (e.g. n/4), as in GIS applications. It will usually take quite a large
number of insertions before the height of the tree increases, because each internal
node contains M; — M, free entries.

4.2 The Sphere-tree

In this Section we will describe an orientation insensitive index structure of which
the nodes are filled at least for 50% with entries. The first step in the design of the
Sphere-tree, was the use of bounding spheres to make the BSP-tree more dynamic
[78, 221]. The incorporation of the external memory requirement resulted in a
structure with “external” nodes that each contain a number of split lines (similar
to the KD2B-tree). Finally, we decided to get rid of the split lines, as used in the
BSP-tree and the KD2B-tree, because the size of one external node is relatively
small and the use of split lines is not necessary. This resulted in a structure that
bore little resemblance to the original BSP-tree. It was interesting to see that the
Sphere-tree developed into a structure similar to the R-tree [97] with MBSs instead
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of MBRs. Figure 4.6 shows the R-tree and the Sphere-tree of the same map. Besides
being orientation insensitive, the Sphere-tree has the advantage over the R-tree that
it requires less storage space. In k-dimensional space a MBR requires two points,
i.e. 2k floating point numbers, and a MBS requires only one point and a radius,
i.e. k + 1 floating point numbers.

As the operations on the Sphere-tree are very similar to those on the R-tree, they
are not described here. We will explain the algorithm we use to calculate the MBS
of an object (polygon or polyline) and also to calculate the MBS of a set of spheres,
because this algorithm is more complicated than the similar calculation of the MBR.
The MBSs of geometric objects end up in the leaf nodes of the Sphere-tree. The
calculation of the MBS of MBSs is required for the internal nodes of the Sphere-tree.

4.2.1 The Minimal Bounding Sphere

The problem of finding the minimal bounding circle of a set of points in the plane
dates back to 1857 when it was first posed by Sylvester [198]. In order to calculate
the MBS of a polygon or polyline, it is sufficient to calculate the MBS of the set of
points defined by their vertices. We based our algorithm to calculate the MBS on the
one described by Elzinga and Hearn [59]. Conceptually this algorithm works in any
dimension, is quite simple, and is the same for points (see Figure 4.7a) and spheres
(see Figures 4.7b and 4.7c). We will only refer to an input data set consisting of
spheres. According to Preparata and Shamos [169] this algorithm uses O(n?) time
in the worst case with n the number of spheres in the input set. Our iterative
algorithm to calculate the MBS of spheres in k& dimensions is:

1. Select k£ 4 2 spheres from the input set, e.g. the first k + 2.
2. Determine the MBS of the selected set and mark the sphere that was not used.

3. If the MBS of the selected set covers all spheres from the input set, then the
solution is found. Otherwise, replace the unused sphere from the selected set
by the sphere from the input set that is the farthest outside and go to step 2.

We made two modifications to the algorithm of Elzinga and Hearn. The first one
makes it more efficient by taking the farthest sphere outside the MBS instead of
the first one (in step 3). The second modification makes incremental use possible.
This is done by allowing the input data set to be changed dynamically with Add
and Delete sphere operations. In practice, the algorithm runs in linear time.

Step 2 of our algorithm will be illustrated in the two dimensional case, in which the
selected set contains four circles (2D spheres). There are three (= k + 1) possible
types of solutions: the MBS is defined by one circle (one circle covers the others),
the MBS is defined by two circles (see Figure 4.7b), or the MBS is defined by three
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Figure 4.6: The Sphere-tree Compared to the R-tree
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a. Point input b. MBS: 2 on border <c¢. MBS: 3 on border

Figure 4.7: The Construction of the Minimal Bounding Sphere

circles (see Figures 4.7a and 4.7c, this situation corresponds to the classic “problem
of Apollonius”). There is always at least one circle that is not used, even if four
circles lie on the MBS. This is the one that is marked unused. The proof that this
algorithm is mathematically correct can be found in [59]. The algorithm is sensitive
to the finite precision of floating point numbers. When no measures are taken to
prevent this problem, the algorithm may loop forever when & + 3 spheres are found
to lie on the MBS and the same sphere is removed and inserted over and over again.

An alternative to our approach might be to use the algorithm of Megiddo [134]
that calculates the MBS of a set of points in linear time O(n), based on linear
programming techniques [170]. However, Megiddo’s algorithm seems more difficult
to implement and to adapt to our situation (MBS of MBSs, incremental). Another
alternative is the algorithm described by Skyum [189], which runs in O(nlogn) and
is quite simple.

Anyway, the calculation of MBSs is not done during the region search operations.
So, only delete and insert operations would be influenced. Thus, the query time,
one of the most important characteristics of the structure, would not improve.

4.3 The Development and Test Environment

The KD2B-tree and Sphere-tree indexing methods have been implemented in GNU
C++ on a Sun 3/60 workstation (68020 processor, 68881 floating point coprocessor
and 8 Mb main memory) under SunOS 4.0, a Unix variant. The workstation has a
local SCSI disk (MiniScribe 338 Mb, 16 ms average seek time). The R-tree has been
implemented for comparison, because it is well-known and it also satisfies all the
requirements listed in the introduction of this chapter, except for being orientation
insensitive. Several map data sets and random data sets were used for testing the
index structures. These data sets contain three different types of geometric objects:
points, polylines, and polygons. The largest map data set, World Data Bank II
[87] (WDB II), contains more than 30,000 objects defined by more than 5,000,000



4.3 The Development and Test Environment 81

E Kiree

= ¥

Make your choice by clicking an item,

Figure 4.8: A Small Part of the Random Data Set Art
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points. The size of the original ASCII data set is about 112 Mb. The total area
covered by the MBRs and the MBSs is 37% and 76% of the object data space,
respectively. There are large gaps (e.g. oceans), but there are also many cases of
overlap. The random data set, called Art, consists of 100,000 polygons created by a
random generator, see Figure 4.8. In Art the total area covered by the MBRs and
the MBSs is nearly equal, 25% and 26% of the object data space, respectively.

Four different types of queries were tested: overlap with point-, rectangle-, sphere-
and convex polygon-query objects. For each of the latter three types, four different
query object sizes were tested, covering 0.01%, 0.1%, 1%, and 10% of the object
data space. This results in a total of 13 query sets. The n-nearest neighbor query
was not implemented, because the results were expected to be similar to the sphere
query. For each set, 2000 uniformly distributed query regions were generated and
stored in a file. This implies that each index structure was tested with the same
queries. Actually, the query rectangles are squares, and the query convex polygons
are squares rotated by 7/4.

4.3.1 Object-Oriented Modeling of Index Structures

The object-oriented paradigm offers a good development environment. The func-
tionality of the spatial search class (or object type) is defined by identifying the
methods that are externally available. This interface is the same for all spatial ac-
cess methods that we implemented. It turned out that the most generally usable
class has the form of a spatial indexing method. The geometric objects themselves
are not stored in the search structure, but only the references to these objects.
The summarized list of available methods is: NewIndex, OpenIndex, AddObject,
DeleteObject, Search* (several variants), CloseIndex. The R-tree, the KD2B-
tree, and the Sphere-tree are “software ICs” implemented as C++ classes and may
easily be used by other programs. Some other classes of our implementation that
are worth mentioning, are: Node, Geometry, and Graphix. The class Node holds one
node of the index structure and offers the methods AddEntry, DeleteEntry, and
Clear. Geometry provides some basic geometric operations, e.g.: overlap functions,
and calculation of MBS and MBR. All index methods use the Geometry object and
are therefore based on the same implementation of the geometric operators, which
makes the comparison fair. The class Graphix is a simple object-oriented interface
to X/11 with operations such as: SetTransformation, DrawPolygon, DefineMenu,
and PutMessage. This class is not used by the indexing methods, but by an appli-
cation program, which we used to perform some visual functionality tests.
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4.3.2 Some Implementation Details

We use shared mapped memory (virtual files) to store the nodes of the index struc-
ture. A file is mapped directly by the Unix OS on the address space of a process. A
major advantage is that there is no difference between the “stored” object instances
and their “running” counterpart, at least not at the level of the index structures. At
the OS level there is a difference and this is the same as the difference between vir-
tual memory pages that are in main-memory and the ones that are swapped on disk.
We compared this implementation with our previous one that did not use mapped
memory, but used the Unix OS system calls read and write. Test results indicate
that elapsed times decrease with about 30%. This is mainly due to the decrease of
the system time, caused by the read and write calls. Objects of the class Node are
not created by the C++ constructor function, but are mapped directly on pages in
the index file. A special object, the PageManager, administrates which pages in the
index file are used and which are free. The PageManager also extends the index file
when there are no more free pages available.

The physical page size on a Sun 3/60 is 8192 bytes. As this is quite large we
used smaller “logical pages” with sizes of 256 or 1024 bytes. A node of the index
structure does not necessarily occupy an entire logical page. There are usually a
few empty bytes left. As the nodes are stored consecutively in the index file, some
nodes may cross a physical page boundary. This problem can be solved by adding
a field unused bytes to the data-part of the class Node. This solution results in
5-10% shorter query times.

There are several different methods for returning the result of a query to the appli-
cation program. We implemented two of them: results are returned in one big set or
in a first/next approach. The latter one is more suited in interactive applications,
but introduces some extra overhead. The drawback of the “big set” solution is that
a possibly large temporary structure has to be created (and deleted afterwards). In
order to keep the performance tests of the region search queries as pure as possible,
we only counted the number of objects that were found. As a final remark, we
implemented the quadratic method [97] for splitting a node of the R-tree and the
Sphere-tree.

4.4 Performance Test Results

In this Section we present and interpret the query times of the different index struc-
tures applied to WDB II and Art. Other data sets produced similar results. Of
the tested page sizes, ranging from 128 to 8192 bytes, only the results of page sizes
256 bytes (R1, S1, K1) and 1024 bytes (R2, R3, S2, S3, K2, K3) are given here. In
general, these are quite good page sizes. An advantage of the KD2B-tree is that its
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INDEX | INDEX TYPE PAGE SIZE MAXIMUM MINIMUM INDEX TREE SIZE
NAME (IN BYTES) NUMBER OF NUMBER OF (IN BYTES)
ENTRIES (M) ENTRIES (m) WDB II ART
R1 R-TREE 256 12 6 | 1,163,520 | 3,457,280
R2 R-TREE 1,024 51 26 | 1,016,832 | 3,048,448
R3 R-TREE 1,024 51 2 | 1,623,040 | 5,760,000
S1 SPHERE-TREE 256 13 7 | 1,106,176 | 3,170,560
S2 SPHERE-TREE 1,024 61 31 877,568 | 2,638,848
S3 SPHERE-TREE 1,024 61 1,344,512 | 4,146,176
K1 KD2B-TREE 256 | 15 (M), 10 (M;) 8 (my) | 1,097,984 | 2,777,344
K2 KD2B-TREE 1,024 | 63 (M;), 42 (M;) 32 (my) 877,568 | 2,417,664
K3 PAckeED KD2B-TREE 1,024 | 63 (M), 42 (M;) - 541,696 | 1,696,768

Table 4.1: Created Index Structures for WDB II (31,905 objects) and Art (100,000
objects)

IN- PoOINT RECTANGLE CONVEX POLYGON SPHERE

DEX 0.01 0.1 1.0 10.0 0.01 0.1 1.0 10.0 0.01 0.1 1.0 10.0
R1  24.27 2.68 0.52 0.16 0.11 12.14 3.03 1.30 0.96 2.99 0.70 0.29 0.21
R2 37.07 3.52 0.62 0.15 0.08 25.39 5.51 1.70 0.95 5.03 1.02 0.31 0.18
R3 19.66 2.28 0.42 0.12 0.08 13.19 3.23 1.27 0.88 2.72 0.61 0.24 0.17
S1 31.40 5.51 1.10 0.30 0.17 18.66 3.83 1.15 0.72 4.54 0.86 0.22 0.12
S2 52.48 7.19 1.37 0.31 0.14 30.66 5.97 1.44 0.70 7.55 1.29 0.25 0.10
S3 41.20 5.76 1.10 0.27 0.14 23.76 4.72 1.25 0.67 4.96 0.90 0.19 0.09
K1 18.31 4.50 1.09 0.38 0.23 7.47 2.32 1.13 0.79 3.83 0.98 0.45 0.33
K2 21.86 4.12 0.92 0.27 0.15 9.84 2.83 1.21 0.76 3.92 0.94 0.39 0.27
K3 15.60 3.73 0.83 0.26 0.15 10.73 2.97 1.30 0.79 2.93 0.62 0.18 0.09

Table 4.2: Performance Test Results WDB II: Average Query Time (over 2000
Queries) per Qualifying Object in CPU ms for the Index Structures as Defined in
Table 4.1.
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IN-  POINT RECTANGLE CONVEX POLYGON SPHERE

DEX 0.01 0.1 1.0 10.0 0.01 0.1 1.0 10.0 0.01 0.1 1.0 10.0

R1 188.41 5.09 0.91 0.26 0.14 26.93 5.79 1.99 1.17 7.15 1.36 0.44 0.26
R2 369.02 9.39 1.44 0.29 0.11 77.65 13.60 3.28 1.34 14.98 2.44 0.56 0.24
R3 140.04 3.99 0.72 0.20 0.10 29.99 6.35 2.06 1.13 6.10 1.20 0.38 0.22

S1 3907.78 103.92 14.11 2.08 0.46 357.57 49.14 7.59 1.84 90.40 11.98 1.72 0.36
S2 4650.76 89.07 12.09 1.75 0.37 388.94 53.43 7.91 1.86 84.36 11.09 1.52 0.29
S3 3526.06 68.72 9.41 1.41 0.32 288.67 40.34 6.38 1.60 64.38 8.53 1.21 0.25

K1 31.64 1.62 0.49 0.28 0.22 3.19 1.35 0.93 0.80 1.23 0.35 0.19 0.14
K2 34.86 1.49 0.39 0.19 0.14 4.38 1.62 1.00 0.83 1.16 0.28 0.12 0.09
K3 34.52 1.61 0.39 0.17 0.12 5.12 1.85 1.13 0.93 1.28 0.30 0.13 0.09

Table 4.3: Performance Test Results Art: Average Query Time (over 2000 Queries)
per Qualifying Object in CPU ms for the Index Structures as Defined in Table 4.1.

spatial query times are relatively independent of the page size, due to the fact that
the KD2B-tree has a spatial structure in its internal nodes. In the index structures
R1, R2, S1, S2, K1, and K2, the minimum number of entries per node m is chosen
to be equal to half the maximum number of entries M: m = [M/2]. In the index
structures R3 and S3 the minimum number of entries per node is fixed m = 2. This
results in more freedom whilst inserting or deleting entries and in a usually larger
but more efficient structure. To index structure K3, the packed KD2B-tree, the
minimum number of entries does not apply. Table 4.1 summarizes the characteris-
tics of the different index structures. Note that the actual tree size of the packed
KD2B-tree is the smallest by far.

Tables 4.2 and 4.3 show the average query time per qualifying (selected) object in
CPU ms. Typical numbers of qualifying objects per query for search areas of 0.01%,
0.1%, 1% and 10% are: 4, 40, 400 and 4000 for WDB II and 10, 100, 1000, and
10000 for Art. For each query type, the best query time is emphasized by putting
it in bold face. For page size 1024 the same results are also presented in a different
form in Figures 4.9 and 4.10 (see pages 88 and 89). Not the average query time per
qualifying object is shown, but the total time of the 2000 queries.

In the case of WDB II, the R-tree is the best index structure for rectangle queries
and the KD2B-tree for the other query types. However, the differences are not
very large. In the case of Art, KD2B-tree is by far the best index structure for
(nearly) all query types. In general, the query times for the Sphere-tree are slightly
disappointing compared to the R-tree. In the case of WDB II, this could partially
be explained by the fact that the total area covered by the MBSs is 2.04 times as
large as the total area covered by MBRs. This is due to the “polyline map” nature
of WDB II. A simple statistical model will clarify this. A polyline is approximated
by a straight line segment with length [. Assuming that the angle a which the
line segment makes with the positive z-axis is distributed in an uniform manner:
fla) =2/m for 0 < a < /2, the area of the MBS is independent of a: wl?/4. The
area of the MBR is lcosa - [sina. The expected area of the MBR is 2.46 times
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smaller than the area of the MBS:
/2 . 2 4
AyBR = /0 fla)(cosa - lsina)da = —= pAMBS ~ Ayps/2.46

However, in case of “polygon” maps better results are obtained. The statistical
model for general polygons is very complicated. In order to provide some insight
we will analyze the MBRs and the MBSs of a square and a rectangle both rotated
by angle a. The results for a square are obtained in a similar manner as in the line
segment case: Aprps = wl?/2 (independent of o) and Aypr = [*(sin a+cos a)? with
[ the length of an edge of the square and « defined and distributed as above. The
expected area of the MBR is: (1+2/m)l* = Ayps(2m +4) /7% ~ Anps/0.96, which
is larger than the area of the MBS. A slightly more complicated analysis shows
that as long as the length of a side is at least 0.69 times the length of a “neighbor”
side (i.e., the rectangle is not “too flat”), the MBS is smaller than the expected
MBR. Another important factor is the cost of the “overlap” function. Checking
for rectangle-rectangle overlap is the fastest, while the rectangle-sphere and sphere-
sphere overlap checks are 2 to 3 times slower. The overlap functions for convex
polygons are the slowest, 20 to 30 times slower than the rectangle-rectangle overlap.

The test results of Art, where Ayps =~ Aypr, indicate that there must still be
another reason for the disappointing results of the Sphere-tree. Probably, the most
important one is that it has less freedom in fitting the MBSs. In the 2D case
the MBRs are determined by specifying 4 parameters, but the MBSs use only 3
parameters. Together with the fact that the Sphere-tree does not use split lines,
this results in a less eflicient search structure. An alternative to using MBSs is
using minimal bounding ellipsoids (MBEs). These 2D MBEs are also determined
by 4 parameters.

4.5 Discussion

All the structures presented can be used for k-dimensional data, though only 2D
test results are shown. The search efficiency of the KD2B-tree met our expectations,
that of the Sphere-tree did not. Additional advantages of the KD2B-tree are that
the spatial query times are relatively independent of the page size and that the
index structure is very small (especially in the case of the packed KD2B-tree). It is
possible to design a structure, the dynamic KD2B-tree, that combines the dynamic
capabilities of the Sphere-tree with the good properties of the KD2B-tree. For some
applications, an axes-parallel version of the KD2B-tree might be useful, because the
rectangular query times are expected to be even shorter. This was actually done
by Ooi et al. [156, 157] in their spatial KD-tree. Another major difference with the
KD2B-tree is that the spatial KD-tree is not height balanced, but its internal nodes
are at least filled with m; = [M;/2] entries.
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Another aspect of our research is the inclusion of detail levels in the index structure
and will be described in the next two chapters. Working with large map data sets
showed the need for these kind of structures, because when the whole region is
selected, too much details are displayed and this takes too much time. Only the
most important objects should be selected.
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Chapter 5

The Binary Line Generalization
Tree

This chapter presents a new data structure with detail levels, which is called the
Binary Line Generalization (BLG) tree. Section 5.1 explains why line generalization
is required and why known structures are not sufficient. The BLG-tree and an error
analysis of the BLG-tree are given in the Sections 5.2 and 5.3, respectively. A
feature of the BLG-tree, useful in combination with a topological structure, is the
so-called join of BLG-trees as described in Section 5.4. The last section describes
the limitations of the BLG-tree together with some alternatives.

5.1 Line Generalization

When a small-scale map (large region) has to be displayed, only global and important
polylines (or polygons) are selected out of a large-scale geographic data set. However,
without specific measures, these polylines are still drawn with too much detail,
because all points that define the polyline are used. This detail will be lost on this
small-scale due to the limited resolution of the display. Also the drawing will take
an unnecessary long period of time. It is better to use fewer points. This can be
achieved by the k-th point algorithm, which only uses every k-th point of the original
polyline for drawing. The first and the last point of a polyline are always used. This
is to ensure that the polylines remain connected to each other in the nodes of a
topological data structure. This algorithm can be performed “on the fly” because
it is very simple. The k can be adjusted to suit the specified scale. However, this
method has some disadvantages:

e The shape of the polyline is not optimally represented. Some of the line
characteristics may be lost if the original polylines contain very sharp bends
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or long straight line segments.

e If two neighboring administrative units are filled, for example, in case of a
choropleth, and the k-th point algorithm is applied on the contour, then these
polygons may not fit. The contour contains the re-numbered points of several
polylines.

Therefore, a better line generalization algorithm has to be used, for instance the
Douglas-Peucker algorithm [51]. Duda and Hart [53] describe an algorithm similar to
the Douglas-Peucker algorithm and call it the “iterative end-point fit” method. Both
references date back to 1973. These types of algorithms are time consuming, so it is
wise to compute the generalization information for each polyline in a pre-processing
step. The result is stored in, for instance, a Multi-scale Line Tree [113, 114]. The
disadvantages of the Multi-scale Line Tree have already been discussed in Section 2.3:
it introduces a discrete number of detail levels and the number of children per node
is not fixed.

Strip trees [12] and Arc trees [90] are binary trees that represent curves (in a 2D-
plane) in a hierarchical manner with increasing accuracy in the lower levels of the
tree. These data structures are designed for arbitrary curves and not for simple
polylines. Therefore, we introduce a new data structure that combines the good
properties of the structures mentioned here. We call this the Binary Line General-
ization (BLG) tree.

5.2 The BLG-tree

The BLG-tree stores the result of the Douglas-Peucker algorithm in a binary tree.
The original polyline consists of the points p; through p, The most coarse approxi-
mation of this polyline is the line segment [p;, p,|. The error for this approximation
is determined by the point of the original polyline, that has the largest distance to
this line segment. Assume that this is point p, with distance d, see Figure 5.1a.
pr and d are stored in the root of the BLG-tree, which represents the line segment
[p1,pn]- The next approximation is formed by the two line segments [py, px] and
[Pk, Pn]. The root of the BLG-tree contains two pointers to the nodes that corre-
spond with these line segments. In the “normal” situation this is a more accurate
representation.

The line segments [py, px] and [p, pn] can be treated in the same manner with respect
to their part of the original polyline as the line segment [p;, p,] to the whole polyline.
Again, the error of the approximation by a line segment can be determined by the
point with the largest distance. And again, this point and distance are stored in a
node of the tree which represents a line segment. This process is repeated until all
points are stored in the BLG-tree. Therefore, the BLG-tree incorporates an exact
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a. Polyline b. BLG-tree

Error indicated within
parentheses. The points P;
and P;,are implicit.

Figure 5.1: A Polyline and its BLG-tree

a. Polyline b. BLG-tree

Figure 5.2: Increasing Error in BLG-tree

representation of the original polyline. The BLG-tree is a static structure with
respect to inserting, deleting and changing points that define the original polyline.
The BLG-tree of the polyline of Figure 5.1a is shown in Figure 5.1b. In most cases,
the distance values stored in the nodes will become smaller when descending the
tree. Unfortunately, this is not always the case, as shown in Figure 5.2. The error
values on the path from the root to a leave are not monotonically decreasing.

The BLG-tree is used during the display of a polyline at a certain scale. One can
determine the maximum error that is allowed at this scale. During traversal of the
tree, one does not have to go any deeper in the tree once the required accuracy is
met. The BLG-tree can also be used for other purposes, for example:

e Estimating the area of a region enclosed by a number of polylines.

e Estimating the intersection(s) of two polylines. This is a useful operation
during the calculation of a map overlay (polygon overlay).
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Figure 5.3: Error in Circumference Estimation
5.3 Error Analysis

As indicated above, the BLG-tree is used for the efficient manipulation of digital
map data at multiple scales. At smaller scales this will introduce some inaccuracies.
During the error analysis, it is assumed that the most detailed data, stored in the
BLG-tree form, is the exact representation of the mapped phenomenon. Three
topics will be discussed in this context: position, circumference and area of a region
enclosed by a number of polylines. The BLG-tree is traversed until a node is reached
with an error below a certain threshold, say E. This is always possible because the
error value of a leaf node is 0. This traversal results in an approximation of the
region by polygon P, defined by points p; through p,, with coordinates (z;,y;) for
i from 1 to n and p,1 = p1. The estimated circumference C' and area A based on
polygon P are [219, 220]:

n

C= Zd(pi,piﬂ)
i=1
1 n
A= 9 Z(xiyi-i-l — YiTit1)
i=1
with d the distance between two points. By definition, the position of the region is
always within a distance E. If E (in world coordinates) is chosen to correspond with
the width of a pixel on the screen, then this will result in a good display function.
One can trade efficiency for accuracy and choose F to correspond with the width of
three pixels. The accuracy is less, but the display is faster because fewer points are
used.

The estimate of the circumference will always be too small. This is because for
every point skipped, two line segments are replaced by one line segment, which
has a smaller length than the sum of the replaced line segments. It is hard to say
something about the accuracy of the estimation of the circumference C because the
boundary can be zig-zag shaped (Figure 5.3a). If the total number of points in the
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a. Error per line segment b. Total error

| d(pi,Piy1)

Figure 5.4: Error in Area Estimation

exact representation of the region is known, the worst case error can be calculated.
For the approximation line segment [p;, p;11], with k; points in between in the exact
representation, the largest possible error is (Figure 5.3b):

kid(pi, pit1) + 2k E

When summed over all the approximation line segments, the result is at least
bounded by KC'+2K E, with C' the estimate of the circumference and K = > 7" , k;.
This is an inaccurate estimate because the error can be more than K times as large
as the estimate itself. The BLG-tree is therefore not suited to make estimates of
the circumference. It should be noted that in “normal” cases the estimate may be
quite fair in comparison with the worst case.

The estimate of the area A can be calculated with reasonable accuracy. The largest
error per approximation line segment [p;, p;11] is (Figure 5.4a):

2Ed(pi, piy1) + TE?

Summed over all line segments, this gives: 2EC +nwE?, with n the number of points
in the approximation polygon P. A better calculation of the worst case error can be
made if one realizes that it is impossible for all approximation line segments to have
their worst case situation simultaneously. For a convex polygon, see Figure 5.4b, the
largest possible error is: EC + wE?, which is about twice as good as the previous
one. The same, though less obvious, is valid for a concave polygon.
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5.4 The Join of BLG-trees

On small-scale maps it is possible that a region is represented only by the start and
end points of the corresponding polylines. As the polylines are defined on the most
detailed level (in a multi-scale database) this representation can be too detailed.
The BLG-tree should be built for the whole polygon of the region instead of a BLG-
tree for each part of the boundary. However, if the results are stored on region
basis, then this will introduce redundant data storage. On the other hand, if the
BLG-tree is not stored, then a time consuming line generalization algorithm has to
be executed over and over again.

The solution for this dilemma is the dynamic join of BLG-trees, which are stored
in the polylines. Figure 5.5 shows how two BLG-trees which belong to consecutive
parts of the boundary are joined. The error in the top node of the resulting BLG-
tree is not calculated exactly, but estimated on the basis of the errors in the two
subtrees:

er = d(p2, [p1, ps]) + max(eq, e2)

where d(ps,[p1, p3]) is the distance from point p, to the line segment [py, p3] and ey, e;
and ey are the error values in the top nodes of the joined and the two BLG-subtrees.
The estimate of the error e; is too large, but this is not a serious problem: the
algorithm will never miss any point. The advantage is that it can be computed very
fast.

The join, in pairs, of BLG-trees is repeated until the whole region is represented by
one BLG-tree. Which pair is selected for a join depends on the sum of the error
values in the top nodes of the two BLG-trees. The pair with the lowest sum is joined.
The building of a BLG-tree for a region is a simple process; only a few joins are
needed, one less than the number of polylines by which the region is represented.
Therefore, the BLG-tree for the region can be computed each time it is needed.
Using this tree, an appropriate representation for the region can be made on every
scale.

5.5 Discussion

The BLG-tree is especially suited for polylines defined by a large number of points.
For polylines defined by a small number of points, “on the fly” line generalization
may be more efficient. For polylines that are somewhere in between, another al-
ternative might be interesting. Assign a value to each point to decide whether the
point is used when displaying the polyline at a certain scale. This simple linear
structure is probably fast enough for the medium sized polyline. Finally, it must be
noted that a BLG-tree is only a part of a reactive data structure. The next chapter
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Figure 5.5: Join of BLG-trees

describes a more complete reactive data structure, into which the BLG-tree can be
integrated.
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Chapter 6

The Reactive-tree

This chapter presents the first fully dynamic and reactive data structure for effi-
ciently storing and retrieving geometric objects at multiple detail levels. Geometric
selections can be interleaved by insertions of new objects and by deletions of ex-
isting objects. Detail levels are closely related to cartographic map generalization
techniques. The proposed data structure supports the following generalization tech-
niques: simplification, aggregation, symbolization, and selection; see Section 2.3 and
[159, 178, 188]. Figure 6.1 illustrates the generalization process by showing the same
part of a 1:25,000 map and of an enlarged 1:50,000 map.

The core of the reactive data structure is the Reactive-tree, a geometric index struc-
ture, that also takes care of the selection-part of the generalization. Other aspects
of the generalization process are supported by introducing associated structures,
e.g. the BLG-tree [226, 227] for simplification; see Chapter 5. The proposed struc-
ture forms an important step in the direction of the development of a seamless,
scaleless geographic database [34, 94].

Two geometric data structures, that provide some limited facilities for multiple
detail levels are: the Field-tree [66, 70] and the reactive BSP-tree [221, 222]; see
Section 2.1 and Chapter 3 respectively. However, these are not fully dynamic. The
guideline that important objects must be stored in the higher levels of the tree (see
Section 3.7), is the starting point for the design of the Reactive-tree. This guide-
line was derived during the development of the reactive BSP-tree. The properties
of the Reactive-tree are described in Section 6.1, together with a straightforward
Search algorithm. Insert and Delete algorithms are given in the subsequent section.
Support for the generalization techniques simplification, aggregation, and symbol-
ization is discussed in Section 6.3. In Section 6.4 the Alternative Reactive-tree is
presented, not based on the guideline stated above. This chapter is concluded with
an evaluation of the presented structures.
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Figure 6.1: The Map Generalization Process
6.1 The Properties of the Reactive-tree

In the following subsection, it is argued that importance values associated with ob-
jects, are required. The two subsequent subsections give an introduction to the
Reactive-tree and a formal description of its properties, respectively. The last sub-
section describes a geometric Search algorithm, which takes the required importance
level into account.

6.1.1 Importance Values

Generalization is, stated simply, the process of creating small scale (coarse) maps out
of detailed large scale maps. One aspect of this process is the removal of unimportant
and often, but not necessarily, small objects. This can be repeated a number of times,
each time resulting in a smaller scale map with fewer objects in a fixed region. Each
object is assigned a logical importance value, a natural number, in agreement with
the smallest scale on which it is still present. Less important objects get low values,
more important objects get high values.

Which objects are important depends on the application. In many applications
a natural hierarchy is already present. In the case of, for example, a road map
these are: highways, major four-lane roads, two-lane roads, undivided roads, and
dirt roads. Another example can be found in WDB II [87] where lakes, rivers, and
canals are classified into several groups of importance. Typically, the number of



6.1 The Properties of the Reactive-tree 101

levels is between five and ten, depending on the size and type of the geographic data
set. In a reasonable distribution the number of objects having a certain importance
is one or two orders of magnitude larger than the number of objects at the next
higher importance level, a so called, hierarchical distribution.

6.1.2 Introduction to the Reactive-tree

Several existing geometric data structures are suited to be adapted for the inclusion
of objects with different importance values, for example the R-tree [97], the Sphere-
tree, and the dynamic KD2B-tree [224]. In this chapter, the Reactive-tree is based on
the R-tree, because the R-tree is the best known structure. However, if orientation
insensitivity is important, then one of the other structures mentioned should be
used. The Reactive-tree is a multi-way tree in which, normally, each node contains
a number of entries. There are two types of entries: object-entries and tree-entries.
The internal nodes may contain both, in contrast to the R-tree. The leaf nodes of
the Reactive-tree contain only object-entries. An object-entry has the form

(MBR, imp-value, object-id)

where MBR is the minimal bounding rectangle, imp-value is a natural number
that indicates the importance, and object-id contains a reference to the object.
A 2D MBR takes four floating-point numbers, e.g. 16 bytes. The imp-value takes
1 byte, which is enough for 256 importance levels. The object-id takes 4 bytes
with the possibility to address over 4,000,000,000 objects. So, in a realistic 2D
implementation of the Reactive-tree, the size of an object-entry is 21 bytes. A
tree-entry has the form

(MBR, imp-value, child-pointer)

where child-pointer contains a reference to a subtree. In this case MBR is the mini-
mal bounding rectangle of the whole subtree and imp-value is the importance of the
child-node incremented by 1. The importance of a node is defined as the importance
of its entries. The size of a tree-entry is the same as that of an object-entry. When
one bit in the object-id/child-pointer is used to discriminate between the two entry
types, then there is no physical difference between them in the implementation and
it is still possible to address over 2,000,000,000 objects, which is enough for practical
applications. Each node of the Reactive-tree corresponds to one disk page. Just as
in the R-tree, M indicates the maximum number of entries that will fit in one node,
and m < [M/2] is the minimum number of entries. Assuming that the page size is
1024, then M is 48 in a realistic implementation.
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Figure 6.2: The Scene and the Rectangles of the Reactive-tree

6.1.3 Defining Properties

In this subsection the defining properties of the Reactive-tree are presented. The
fact that the empty tree satisfies these properties and that the Insert and Delete
algorithms given in Section 6.2 do not destroy them, guarantees that a Reactive-tree
always exists. The Reactive-tree satisfies the following properties:

1. For each object-entry (MBR, imp-value, object-id), MBR is the smallest axes-
parallel rectangle that geometrically contains the represented object of impor-
tance imp-value.

2. For each tree-entry (MBR, imp-value, child-pointer), MBR is the smallest
axes-parallel rectangle that geometrically contains all rectangles in the child
node and imp-value is the importance of the child-node incremented by 1.

3. All the entries contained in nodes on the same level are of equal importance,
and more important entries are stored at higher levels.

4. Every node contains between m and M object-entries and/or tree-entries,
unless it has no brothers (a pseudo-root).

5. The root contains at least 2 entries, unless it is a leaf.

It is not difficult to see that the least important object-entries of the whole data
set are always contained in leaf nodes on the same level. In contrast to the R-tree,
leaf nodes may also occur at higher levels, due to the more complicated balancing
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Figure 6.3: The Reactive-tree

criteria which are required by the multiple importance levels; see properties 3, 4,
and 5. Further, these properties imply that in an internal node containing both
object-entries and tree-entries, the importance of the tree-entries is the same as
the importance of the object-entries. Figure 6.2 shows a scene with objects of two
importance levels: objects of importance 1 are drawn in white and the objects of
importance 2 are drawn in grey. This figure also shows the corresponding rectangles
as used in the Reactive-tree. The object-entries in the Reactive-tree are marked
with a circle in Figure 6.3 for this example. The importance of the root node is 3,
and the importance of the leaf nodes is 1.

6.1.4 Geometric Searching with Detail Levels

The further one zooms in, the more tree levels must be addressed. Roughly stated,
during map generation based on a selection from the Reactive-tree, one should try to
choose the required importance value such that a constant number of objects will be
selected, satisfying the rule of thumb on constant pictorial information density. This
means that if the required region is large, only the more important objects should
be selected, and if the required region is small, then the less important objects must
be selected also. The recursive Search algorithm to report all object-entries that
have at least importance #mp and whose MBRs overlap search region S, is invoked
with the root of the Reactive-tree as current node:

1. If the importance of the current node N is less than ¢mp, then there are no
qualifying records in this node or in one of its subtrees.

2. If the importance of the current node N is greater or equal to ¢mp, then report
all object-entries in this node that overlap S.

3. If the importance of the current node N is greater than imp, then also in-
voke the Search algorithm for the subtrees that correspond to tree-entries that
overlap S.
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6.2 Insert and Delete Entry Algorithms

The Search algorithm is the easy part of the implementation of the Reactive-tree.
The hard part is presented by Insert and Delete algorithms that do maintain the
properties of the Reactive-tree. In the implementation presented here, there is
exactly one level in the Reactive-tree for each importance value, in the range from
min_tmp to mazx_imp, where min_tmp and maz_tmp correspond to the least and to
the most important object, respectively. If necessary, there may be one or more
tree levels on top of this, which correspond to importance levels maz_imp + 1 and
higher. Then the top level nodes contain tree-entries only. Assume that tree_imp
> max_imp is the importance of the root of the Reactive-tree, then the height
of the tree is tree_imp +1 - min_imp. The values of min_imp and tree_imp are
stored in global variables. In the algorithms described below, the trivial aspects of
maintaining the proper values of these variables are often ignored. Because of the
direct relationship between the importance and the level of a node in the Reactive-
tree of this implementation, the imp_value may be omitted in both the object-entry
and the tree-entry.

6.2.1 Insert Entry

The Insert algorithm described below does not deal with the special cases: empty
tree and the insertion of an entry with importance greater than tree_imp. Solutions
for both cases are easy to implement and they set the global variable tree_imp to the
proper value. The Insert algorithm to insert a new entry E of importance E_imp in
the Reactive-tree:

1. Descend the tree to find the node, that will be called N, by recursively choosing
the best tree-entry until a node of importance E_imp or a leaf is reached. The
best tree-entry is defined as the entry that requires the smallest enlargement
of its MBR to cover E. While moving down the tree, adjust the MBRs of the
chosen tree-entries on the path from the root to node N.

2. In the special case that node N is a leaf and the importance N_imp is greater
than E_imp, a linear path (with length N_imp — E_imp) of nodes is created
from node N to the new entry. Each node in this path contains only one entry.
This is allowed, because these are all pseudo-roots.

3. Insert the (path to the) new entry E in node N. If overflow occurs, split the
node into nodes N and N’ and update the parent. In case parent overflows as
well, propagate the node-split upward.

4. If the node-split propagation causes the root to split, increment tree_imp by 1
and create a new root whose children are the two resulting nodes.
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The node splitting in step 3 is analogous to the node splitting in the R-tree. A disad-
vantage of the Reactive-tree is the possible occurrence of pseudo-roots. These may
cause excessive memory usage in case of a “weird” distribution of the number of ob-
jects per importance level; e.g. there are more important objects than unimportant
objects.

6.2.2 Delete Entry

An existing object is deleted by applying the Delete algorithm:
1. Find the node N containing the object-entry, using its MBR.

2. Remove the object-entry from node N. If underflow occurs, then the entries
of the under-full node have to be saved in a temporary structure and the node
N is removed. In case the parent also becomes under-full, repeat this process.
It is possible that the node-underflow continues until the root is reached and
in that case tree_imp is decremented.

3. Adjust the MBRs of all tree-entries on the path from the removed object-entry
back to the root.

4. If underflow has occurred, re-insert all saved entries on the proper level in the
Reactive-tree by using the Insert algorithm.

There are three types of underflow in the Reactive-tree: the root contains 1 tree-
entry only, a pseudo-root contains 0 entries, or one of the other nodes contains
m — 1 entries. The temporary structure may contain object-entries and tree-entries
of different importance levels.

6.3 Support for Other Generalization Techniques

The Reactive-tree reflects only a part of the map generalization process: selection. A
truly reactive data structure also deals with other aspects of the generalization pro-
cess. In this section three more aspects are discussed: simplification, symbolization,
and aggregation. These terms may be confusing in the context of the Reactive-tree,
because the tree is usually described “top-down” (starting with the most important
objects) and map generalization is usually described “bottom-up” (starting at the
most detailed level). All three generalization techniques are incorporated in the re-
active data structure by considering objects not as a simple list of coordinates, but
as more complex structures. In practice, this can be implemented very well by using
an object-oriented programming language, such as Procol; see Chapters 8 and 9 and
[125, 218, 225, 226, 227].
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Figure 6.4: A Large Object is Composed of Several Small Objects

Simplification is an appropriate technique for polyline and polygon type of objects.
Besides coordinates, the object structure also contains the BLG-tree we proposed;
see Chapter 5 and [226, 227]. By traversing the BLG-tree with the proper error
value epsilon, a good graphic representation is obtained. The BLG-tree is most
useful for polylines and polygons defined by a large number of points. For a small
number of points, “on the fly” execution of the Douglas-Peucker [51] algorithm may
be more efficient.

Symbolization changes the basic representation of a geographic entity, for example,
a polygon is replaced by a polyline or point on a smaller scale map. Besides the
coordinates of the polygon, the object structure contains a second representation in
the form of a polyline or point. Associated with each representation is a scale range
which indicates where the representation is valid. An example of the application of
the symbolization technique is a city which is depicted on a small scale map as a
dot and on a large scale map as a polygon.

The last generalization technique included in the reactive data structure is aggrega-
tion, that is the combination of several small objects into one large object. From
the “top-down hierarchical tree” point of view, a large object is composed of several
small objects; see Figure 6.4. The geometric description of the large object and
the geometric descriptions of the small objects are all stored, because there is no
simple relationship between them. The large object is some kind of “hull” around
the small objects, see Figure 6.4. Usually, a bounding box around the small objects
is a sufficient “geometric search structure”, because the number of small objects is
limited. However, if the number of small objects combined in one large object is
quite large, then a R-subtree may be used.

Aggregation is used, for example, in the map of administrative units in The Nether-
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Figure 6.5: The 3D MBRs of the Alternative Reactive-tree

lands; see Subsection 1.5.2. Several municipalities are grouped into one larger eco-
nomic geographic region (EGR), EGRs are grouped into a nodal region, nodal re-
gions are grouped in a province, and so on. Another approach to this case is to
consider the boundaries as starting point of the design, instead of the regions. In
that case selection is the appropriate generalization technique and the Reactive-tree
can be used without additional structures. Note that a reactive data structure does
not provide any explicit topological information. Therefore, the Reactive-tree may
be used on top of a topological data structure; see Section 2.2.

6.4 An Alternative Reactive-tree

In this section a reactive data structure is presented, which is not based on the
guideline that important objects must be stored in the higher levels of the tree.
The advantage of the Alternative Reactive-tree over the Reactive-tree is that it does
not assume a hierarchical distribution of the number of objects over the importance
levels.

The 2D Alternative Reactive-tree is based on a 3D R-tree. The 3D MBR of a 2D
object with importance imp is defined by its 2D MBR and its extents in the third
dimension are from ¢mp and to imp+9, where 9§ is a positive real number, so an object
corresponds to a block with non-zero contents (except for point objects). Figure 6.5
depicts the 3D MBRs of a number of 2D objects at two different importance levels.
When the parameter § is chosen very small, e.g. 0.01, the Alternative Reactive-tree
tries to group the objects that belong to the same importance level. This can be
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explained by the fact that there is a heavy penalty on the inclusion of an object with
another importance value, as the volume of the 3D MBR will increase by at least a
factor (14 §)/6. The larger § becomes, the less the penalty, and the more likely it
is that objects of different importance are grouped, and the Alternative Reactive-
tree behaves more like a normal 2D R-tree. In any case, all objects, important and
unimportant, are stored in leaf nodes on the same level.

The Alternative Reactive-tree can be generalized to support objects with general
labels instead of the hierarchical importance values. This enables queries such as
“Select all capital cities in region R.” The label capital is associated with some of
the geographic objects, by inserting these entries into the tree. A Geographic object
may be associated with more labels by inserting more entries for the same object.
In the implementation, a label corresponds to a numeric value. By choosing certain
values for these labels and for §, possible coherence between labels may be exploited.
This is what is actually done in the 2D Alternative Reactive-tree for hierarchically
distributed data.

6.5 Discussion

This chapter described the first fully dynamic and reactive data structure. It was
presented as a 2D structure, but 3D and higher dimensional variants are possible.
Note that this has nothing to do with the use of a 3D R-tree for the 2D Alterna-
tive Reactive-tree. The Reactive-tree and the Alternative Reactive-tree have been
implemented in the same environment as the KD2B-tree, Sphere-tree and R-tree;
see Chapter 4. In analogy to the R-tree, it is also possible to create a Reactive tree
based on the Sphere-tree. An Alternative Reactive-tree based on the Sphere-tree
needs no ¢, because the 3D MBS (sphere) normally has a non-zero contents. How-
ever, this structure is only useful when the importance values are chosen far apart
relative to the size of the geometric objects. Therefore, the positive real number will
be a more suited data type for this importance value.

Two large data sets have been used to test the reactive structures: WDB II [87]
and the map of administrative units in The Netherlands. Both tests showed the
advantage of the selection based on importance level and geometric position. Dis-
playing the whole map area at interactive speed was possible, in contrast to the
situation where the normal R-tree was used, which also showed a lot of annoying
details. The additional structures for the support of simplification, symbolization,
and aggregation are currently being implemented. Future performance tests depend
on the availability of digital maps with generalization information.

Two other generalization techniques were not discussed: exaggeration and displace-
ment; see Section 2.3. Ezaggeration seems easy to include, because it is a simple
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enlargement of an aspect of the graphic representation of one object, e.g. the line
width. However, the enlargement of linear features may cause other features to be
covered and they must therefore be displaced. Exaggeration and displacement are
difficult to handle, because multiple objects have to be considered. An ad hoc so-
lution is to associate an explicit set of tuples (displacement, map-scale-range) with
each object that has to be displaced and a set of tuples (enlargement, map-scale-
range) with each object that has to be enlarged. Further research is required in
order to develop more elegant solutions.

Very recently, another reactive data structure has been proposed by Becker and
Widmayer [16]. The Priority Rectangle File (PR-file, based on the R-file [101])
forms the backbone of their structure. A significant common characteristic of the
PR-file and the Reactive-tree is that, in general, both store more important objects
in higher levels. A few differences of the PR-file, compared to the Reactive-tree,
are: objects of equal importance (priority) are not necessarily on the same level,
and object-entries and tree-entries can not be stored in the same node.

Finally, other Reactive-trees should be considered which are able to deal efficiently
with a non-hierarchical distribution of the number of objects over the importance
levels, whilst sticking to the guideline that important objects are to be stored in the
higher levels of the tree. This might be realized by changing the properties in such
a manner that one tree level is allowed to contain multiple importance levels, but
it is not (yet) clear how the Insert and Delete algorithms should be modified. This
also is subject to further research.
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Part 11

PERSISTENCE AND
OBJECT-ORIENTED
MODELING

In the introductory Chapter 1, six requirements for a geographic data model were
formulated. Part I of this thesis concentrated on the requirements r2 (spatial prop-
erties) and r8 (detail levels) for the geographic data model. This resulted in the
introduction of reactive data structures. Requirement 76 (dynamics) also received
considerable attention, as several dynamic data structures were presented in Part I.

In this part, solutions for the other requirements will be described. The requirement
r4 (layers) is not very hard to satisfy and does not pose any problem, because the
layers in a geographic data set can be treated quite independently. The integrated
storage of geometric, topological, and thematic data in one system (r1) is much
harder. Therefore, an extension to the relational data model is suggested in Chap-
ter 7, which includes geometric data types, operators, and index structures. The
database solution provides long-term storage (75), but there is a large gap between
the data stored in the database and the data stored in data structures of a running
program. Another drawback is that it is hard to represent complex objects, as in-
troduced by for example aggregation (Chapter 6), in the flat tuples of a relational
database.

Chapter 8 shows that an object-oriented programming language, such as Procol,
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is better suited for the modeling of the object types encountered in GISs. Object
instances of different size, e.g. polylines, are no problem. The only disadvantage
is that a file or DBMS is still required for the long-term storage of the contents of
the objects. We solved this problem by introducing persistent objects in Procol, as
described in Chapter 9. Index structures can also be incorporated, which enables
fast access to the objects. Besides more powerful modeling capabilities, this solution
has another advantage over the DBMS solution. The gap between the data in the
storage system and the data in the running program is minimized. This means that
there is no need for the, often complicated, code that loads and saves the data from
and to the storage system. The described implementation technique for Persistent
Procol does not only make the development more efficient, but also results in very
efficient (fast) programs.



Chapter 7

Geographic Extension to the
Relational Data Model

Many of today’s information systems, including Command, Control and Commu-
nication Information (C?I), are built around a relational database. However, the
relational data model is primarily developed for business data processing systems.
In this chapter we will use the Geographic Analysis Intelligence System as a case
to illustrate the required functionality of a C3I system. In Subsection 1.5.4, a de-
scription of the functions and geographic requirements of the Geographic Analysis
Intelligence System was given. We will emphasize the typical geographic properties
of this system. The Geographic Analysis Intelligence System is a modified (but still
very realistic) version of a C3I system that is currently under development for the
Royal NetherLands Air Force (RNLAF). To solve the problems that arise from the
geographic nature of the system, we propose an extension to the relational data
model that includes geographic capabilities. We have chosen the relational data
model as our starting point, because it is a powerful and well-known model.

Because of the data requirements of the Geographic Analysis Intelligence System it
seems appropriate to use a relational database for storage and retrieval of the data.
An explanation of the relational data model is given in Section 7.1. Reasons for
using a relational database in C3I systems are given in Section 7.2. Having discussed
the Geographic Analysis Intelligence System and the relational data model, we will
look into possible solutions of the geographic requirements of the system, using this
relational data model, in Section7.3. Then, we will summarize the problems that
arise when using current relational databases for this. Because we want to stay
within the relational data model for a number of reasons (see Subsection 7.3.4),
possible geographic extensions to this model are discussed in Section 7.4. After this,
we will revisit the geographic requirements of the Geographic Analysis Intelligence
System, using these extensions. Finally, in Section 7.5, results and recommendations
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are given.

7.1 The Relational Data Model

In this section we will give an overview of the basic concepts of the relation data
model, that is the basis of Relational DataBase Management Systems (RDBMSs).
Next, a description is given how relational databases can be defined and manipu-
lated, using a relational query language.

7.1.1 Mathematical Description

As their name implies, relations play a major part in relational databases. First, a
formal definition of a relation [40]:

Given a collection of sets Dy, Ds,...D,, R is a relation on these sets if
it is a set of ordered n-tuples < dy,ds,...d, > with d; € D;. The sets
D; (for 1 < ¢ < n) are called the domains of R and n is the degree of R.
The elements d; are the attributes of the relation.

In the relational database the data types of attribute domains are limited to: fixed
length string, integer and real. A classic example is the following relation:

employee(empl#, name, salary, street, town)

In this example, employee number (empl#) and salary are integers and the other
attributes are strings of length 30. A relation consists of a number of tuples or
records (attribute domains with actual values), which can be described by a two-
dimensional table.

Each row of this table contains a tuple. The columns each describe a certain at-
tribute. Within a relation at least one attribute (or combination of attributes) must
have a unique value for each tuple. This attribute is called the primary key, i.e. it
identifies the tuple and other attributes that are dependent on it. The primary
key may not have an empty value. In our example empl# is the primary key. If
an attribute (or a combination of attributes) other than those of the primary key
are suitable for identification of the tuple, this attribute is called a candidate key.
In the relation “employee” the attribute name is a candidate key. Candidate keys
that are not primary key are called alternate keys. A foreign key is an attribute
(or combination of attributes) in a relation, whose value must match those of the
primary key in another relation. The other attributes are referred to as secondary
attributes. The Table 7.1 shows a fictive contents of the relation.
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empl# name salary street town
775 van Hekken 20,000 Main street 3 Delft
816 van Oosterom 20,000 Boulevard 12 Woudenberg
940 Woestenburg 25,000 Station road 6 Delft

Table 7.1: Fictive Contents of a Relation

The normal forms of relations are important during the design of a relational
database application [44]. They help to remove redundancy, so that it is easier
to keep the database consistent if it changes. In the process of normalization, the
concept of (complete) functional dependency and multi-valued dependency plays an
important part. Functional dependency is defined as follows: Attribute b of rela-
tion R is functionally dependent on attribute a of R, if and only if every value of
a determines exactly one value of b. In this definition the attributes a and b may
be a combination of “atomic” attributes (integer, real, string). Complete functional
dependency is defined as follows: Attribute b of relation R is complete functionally
dependent on attribute a of R, if attribute b is functionally dependent on attribute a
and not on any subset of attribute a. Multi-valued dependency is defined as follows:
There is a multi-valued dependency from attribute a of relation R to attribute b of
R, if a value of a determines a set of values of b. Both a and b will be part of the
(candidate) key of R. Using these definitions, the five normal forms are defined as
follows [44]:

e NF1: A relation is in first normal form if and only if all attribute domains
contain “atomic” values.

e NF2: A relation is in second normal form if and only if it is in first normal form
and every of its (secondary) attributes are completely functionally dependent
on the candidate key of the relation.

e NF3: A relation is in third normal form if and only if it is in second normal
form and every of its secondary attributes are not transitively dependent on
the candidate key of the relation.

e NFJ: A relation is in fourth normal form if and only if it is in third normal
form and does not contain more than one multi-valued dependency.

e NF5: A relation is in fifth normal form if and only if it is in fourth normal
form and it cannot be decomposed into three or more smaller tables without

loss of information.

Note that the relation “employee” defined above is in fifth normal form.
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7.1.2 The Relational Query Language

To manage relational databases, current RDBMSs contain query languages like SQL
(Structured Query Language [44]), which will be used as an example in the rest of
this chapter. The main parts of SQL are the Data Definition Language (DDL) and
the Data Manipulation Language (DML). The most important property of the DDL
is to define relations in the database (called tables). For example, in Figure 7.1a the
relation “employee” is defined using the DDL part of SQL.

a. SQL definition of relation "employee"

CREATE TABLE EMPLOYEE ( EMPL_NR NUMBER(3) NOT NULL,
NAME CHAR(30),
SALARY NUMBER(5),
STREET  CHAR(30),
TOWN CHAR(30) );

b. Example of SQL query

SELECT NAME
FROM EMPLOYEE
WHERE TOWN = "Delft"

c. Result of the previous query
name

van Hekken
Woestenburg

Figure 7.1: Some SQL Examples

Using the DML, existing tuples can be deleted from the relation (table) and new ones
can be added, using the operations DELETE respectively INSERT. It is also possible
to update the attribute values of existing tuples, using the operation UPDATE. This
is not allowed for the primary key. Data can be retrieved from the data base by
searching in a table, using the operation SELECT. The available operators can be
categorized into the following classes [30]:

e comparison operators: =, #, <, <, > and >;
e logical operators: AND, OR and NEGATE;

e statistical operators: MIN, MAX, COUNT, TOTAL and AVERAGE;
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e set operators: Cartesian product, union, intersection and difference;
e special database operators: restriction, projection and join.

These operators are the basic parts of the query language. The queries can be
formulated by an application program (through a program interface to the RDBMS,
called embedded SQL) or directly by the user. In this way it is possible to ask both
simple and more complex questions (called queries) to the RDBMS and specify the
format of the required answer. For example, the question “Select the names of the
employees who live in Delft”, is formulated in Figure 7.1b, using SQL. The result of
this query is given in Figure 7.1c.

A very important operation is the joining of relations. The attribute of one relation
is matched with a corresponding attribute in another table. All combinations make
up the tuples of the new relation. For instance, if we define the relation project
(proj#, empl#) in which both attributes are part of the primary key and create a
corresponding table with SQL, that contains the data given in Figure 7.2a, we can
ask the question “Select the names of the employees that are working on project
with number 20357”. In SQL, this question is stated as in Figure 7.2b. The two
tables are joined by the “empl#”’. The result of the query is given in Figure 7.2c.

In case of selection of tuples from a relation, all tuples have to be visited and checked
for the right attribute value. This will take a lot of time in a realistic large table and,
if required often, is very annoying. In many commercial implementations, including
Oracle, Ingres, etc. this problem can be solved by putting an index on often searched
attributes of the relation. This is an additional structure (sorted on the attribute(s))
that contains references to the original tuples. The index is, in general, implemented
as a B-tree [15], which allows searching in O(logn) time.

In the next section we will give reasons why to use a RDBMS in C3I systems. In
the subsequent section examples of an implementation of the Geographic Analysis
Intelligence System, using current a RDBMS, will be presented.

7.2 The C°I Relational Database

Like many of today’s C3I systems, the Geographic Analysis Intelligence System will
be built around a RDBMS to store the data. Background maps, although they do
not change very often, should, if possible, be stored in the same database. There
are a number of reasons for using a RDBMS:

e By using a relational database, data redundancy and data inconsistency are
avoided, because every single item is stored only once.

e A relational database ensures a flexible growth path in case of changes in
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a. Fictive contents of the relation "project".

proj# empl#
20461 775
20357 775
20357 816
20461 940

b. SQL query to select all employee names working on project 20357

SELECT NAME

FROM PROJECT, EMPLOYEE

WHERE PROJECT.EMPL_NR = EMPLOYEE.EMPL_NR
AND PROJECT.PROJ_NR = 20357

c. Result of the previous query
name

van Hekken
van Oosterom

Figure 7.2: Some More SQL Examples
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operational concepts and changes in the structure of the data that have to be
managed.

e A relational database ensures enough flexibility to support simple and efficient
interfacing with other C3I systems.

Current RDBMSs are primarily developed for business data processing. In these
systems the data that have to be managed are not geographically oriented and
there is generally no need for graphic presentation of information. However, as
will be clear from the description in a previous section, the Geographic Analysis
Intelligence System does contain these geographic data. Based on the required geo-
graphic functionality of the system, we will describe the problems that arise when
we try to develop a pure relational solution for it.

7.3 A Pure Relational Solution of the Problem

In the first two subsections we will develop a pure relational solution of some geo-
graphic aspects of the case, both in the area of data definition and in the area of
data manipulation. This or a similar approach is used in several systems described
in the literature. For example, GEO-QUEL [21], a geographic information retrieval
and display system built on top of Ingres [197]. As we will see, there are some
problems with these solutions, which are summarized in the third subsection. In the
last subsection we will provide reasons for not discarding the relational data model,
but to extend current RDBMSs with geographic capabilities.

7.3.1 Definition of Data

This subsection shows that it is possible to store geographic data of the Geographic
Analysis Intelligence System in a RDBMS without any modifications or extensions.
The first kind of geographic data that we want to store are the (static) background
map data (borderlines of countries, rivers, trafficways, etc). The solution presented
here is a slightly simplified version of the data structure presented by Van Roessel
[229], who developed this data structure mainly for the interchange of geographic
data. He applies a technique (described by Smith [190]) for developing a set of
fully normalized relations to the topological data model. This is a well-known data
model [164] that deals with nodes, chains and polygons (see Figure 7.3), and hence
very suitable for describing the kind of background data that we want to use. The
following relations are defined (bold items denote a primary key and italic items
denote a foreign key):

point(pntid | x, y)



120 Geographic Extension to the Relational Data Model

Chain

Figure 7.3: Chains and Nodes

node(nodeid, pntid)

chainpoints(chainid, pntseq, pntid)
chaintopol(chainid, strnode, endnode, Ilftpol, rgtpol)
polygon(polid, chnseq, chainid)

The chain concept of the topological data model is captured in two relations: chain-
points and chaintopol. The first one describes the shape of the chain. As the order of
points within a chain is important and tuples within a relation are not ordered, the
chainpoints relation must also have an attribute describing this order (the attribute
“pntseq”). The second relation (chaintopol) captures the topological aspects of a
chain.

It is surprising that these intuitively clear (and good) relations can be derived by
Smith’s techniques and are therefore fully normalized. The fact that polygons may
have (nested) holes is removed from Van Roessel’s example because of clarity. For the
same reason, only a single map layer (one geographic theme) is modeled. However,
the concept of spatial domain (a limited geographic region of interest) is removed
from the model of Van Roessel. In a seamless map, the domain should, in principle,
be infinitely large and not limited, as paper map sheets, to a certain region.

As we have seen, the Geographic Analysis Intelligence System contains a number of
dynamic geographic objects, some of them at various levels of detail. Target objects
(airbases, buildings, bridges, etc.) and threat objects are described by a single point
location. Target areas, planning lines and airspace management data are described
by polygons or polylines. To store these objects, which are (in contrast with, for
instance, the background polygons) independent of each other, somewhat simpler
relations than the ones given above can be used. For instance, targets and threats
that can be described by one point location are defined as:

target(tar_id, pntid, tar_attr_1, ... tar_attrn)
threat(thr_id, pntid, thr_attr_1, ... thr_attr n)

Operations zones that can be described as an area are defined as:

ops_zone(oz_name, oz_attr_1, ... 0z attrn)
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ops_zone_area(oz_name, oz_loc_seq, pntid)

This relation contains the locations that form lines that enclose the operations zone
(area). If the area is described by k locations, location 1 must be connected (by a
line segment) to location 2, location 2 to location 3, ...and location k to location
1. For this purpose, a location ordering attribute is used (“oz_loc_seq”). Note that
pntid is used instead of chainid in the relation ops_zone_area. This is because we
are not interested in the topology. When using objects with various detail levels,
the attribute pntid (and possibly some other geographic attributes) will normally
be included (as a foreign key) in all the relations that describe those detail levels.

7.3.2 Spatial Queries

Apart from the possibility to define data in current RDBMSs (using the DDL part),
it is also possible to query and manipulate those data (using the DML part). All
RDBMSs use some query language to retrieve and manipulate data of the database.
For this purpose, the query language contains relational operators. Because, as we
have seen, the main functions of the Geographic Analysis Intelligence System are
entry, updating, storage, retrieval and presentation of (partly geographic) intelli-
gence and airspace management data, it would be desirable to have the possibility
to ask questions like “Select all threat objects within an operations zone” or “Select
the target objects that are closest to a fixed point location” just as easy as questions
like “Select the names of the employees who live in Delft” or “Select the employee
number of the employee with the highest salary”. However, in current RDBMSs,
spatial queries become very complex and difficult. For instance, the question “Select
all threat objects within an operations zone” can be stated relatively easy in SQL
when the operations zone is a rectangle denoted by the opposite corners (z1, ;)
and (z2,y2) (see Figure 7.4a). However, if the operations zone is a polygon of an
arbitrary number of points, the SQL query will become very complex (if not impos-
sible). Furthermore, it is not possible to ask the question “Select the target objects
that are closest to a fixed point location” in an easy and natural way in SQL, as
proposed in Figure 7.4b. In this example query the fixed point location is denoted

by (zy,ys)-

In these query examples a join of two relations is necessary, which would not be the
case if data types like a single point location were available. It would be even more
difficult (if not impossible) to write the distance calculation formula using the avail-
able relational operators of SQL. The reason for the complexity c.q. impossibility
of the geographic queries is obvious. The RDBMS has no knowledge of the way in
which the geographic data types (points, polylines and polygons) are implemented
and, as a consequence, has no straightforward relational operators, like DISTANCE,
available for these data types, as it has for numbers and character strings. The
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a. Example of selection of threats within rectangle

SELECT THREAT_ID

FROM THREAT, POINT

WHERE TARGET.PNTID = POINT.PNTID
AND  x1 < POINT.X < x2
AND  y1 < POINT.Y < y2

b. Example of minimum distance determination

SELECT MIN(DISTANCE(POINT.X, POINT.Y, xf, yf))
FROM TARGET, POINT
WHERE TARGET.PNTID = POINT.PNTID

Figure 7.4: Spatial Queries

same problems apply to questions like “Select all threat objects within a certain
operations zone”. In SQL no operation is available to test directly whether a point
location is located within an area that is described in a manner like the relation
“ops_zone_area”. Some of the problems that we have seen from the examples in this
subsection will be summarized in the next subsection.

7.3.3 Problems of the Pure Relational Solution

The major spatial requirements for a database can be stated as follows [181]: “The
database must support domains which consist of non-atomic non-zero space objects”.
Besides storing these objects, this also means that the database must support direct
spatial search and computation. As will be clear by now, the spatial capabilities
required by the presented case are very hard or even impossible to meet with current
RDBMSs. Reasons for this are:

e Current RDBMSs lack geographic data types. Point locations must be im-
plemented using character strings or numbers. Polylines and polygons are
represented by multiple rows in a table with a repetition of the id of the ob-
ject on each row. Furthermore, a sequence number must be added to each row
(denoting a point location), because these would otherwise be unordered. This
is all redundant data storage which can be avoided by other representations.

e As a second and closely related problem, the manipulation of objects is com-
plex: a difficult query, possibly followed by some processing. This is due to the
fact that because current RDBMSs lack geographic data types, there are no
geographic operators available and a very complex combination of the avail-
able relational operators for character strings and numbers must be chosen (if
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possible). Sometimes it is even impossible to perform this processing within
the database and special application functions must be provided, i.e. the know-
ledge of the geographic data structure must be built into the applications. For
example, the calculation of the area of a polygon.

e Finally, efficient search for spatial objects is impossible. Only one-dimensional
search can be performed efficiently, that is in O(logn) time.

Kemper and Wallrath [116] describe the same problems in the context of CAD/CAM
applications. Despite these problems, in the next subsection we will argue that it is
not convenient and not necessary to completely abandon the relational data model.

7.3.4 Sticking to the Relational Data Model

Although the relational DBMSs are designed primarily for business data processing,
the developed database concepts, as we have seen earlier, such as data indepen-
dence, data integration, controlled redundancy, and security are equally important
for databases with geographic capabilities. This is one reason for not discarding the
relational model. Another reason is that the relational model is conceptually simple
and well-known by large groups of users. In every spatial database there also has
to be a way to store the thematic (alphanumeric) data, so why not use the rela-
tional model for this purpose. This approach is chosen by several implementators of
commercially available GISs. Because of the problems with the spatial data, their
database is often split into two parts (not necessarily noticeable by the end-user):
a relational part and a special part for the geometric data. These two parts are
linked by corresponding object-id’s of the attribute and geometric parts: the dual
architecture. It will be clear that it is more elegant to combine the two database
parts in one system and thus avoiding the problem of linking these together.

In the following section we will propose some extensions to the relational model to
make it more suitable for geographic operations. These extensions will occur in the
DDL part of the query language, e.g. like additional data types and more than one
level of detail, as well as in the DML part of the query language. As we will see,
because of these extensions, new index structures must be provided too.

7.4 The Geographic Extension

The actual geographic extension of the relational data model consists of three parts.
First, new geographic data types (domains) are introduced. Second, operators are
defined for these new data types. Third and finally, new indexing methods are
required when dealing with geographic information. Note that in this chapter we
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concentrate on the two-dimensional extension. However, three-dimensional or higher
dimensional extensions are quite similar.

We will describe these extensions at a conceptual level, that is, the exact syntax
(of for example the query language) will be omitted. Further, the alphanumeric
interaction technique, typing in queries using a keyboard, is not sufficient when
dealing with geographic data. Some kind of combination with graphic interaction is
needed, but this is also outside the scope of the research described in this thesis.

7.4.1 Data Types (or Domains)

Nearly all geographic data processing [149, 219, 220] is performed with the vector,
the raster or a combination of these geometric data formats. The vector format
has three subtypes: point, polyline and polygon. The emphasis is on the vector
representation, because it allows more flexible manipulations, though the raster
representation has also advantages (see Section 1.2). Though their representations
might be complex, these new data types must be regarded as atomic values in the
data model. So it is possible to define the following relations:

target(tar_id, tar_point, tar_attr_1, ..., tar_attr n)
threat(thr_id, thr_point, thr_attr_1, ..., thr_attr n)
ops_zone(0z_id, oz_polygon, oz_attr_1, ..., oz_attrn)

Note that the relation “ops_zone_area” is no longer necessary. The relations are
at least in the first normal form, because they only contain atomic attributes. If
the new data types point, polyline, and polygon would not be considered atomic,
the data model would be non-normalized. The data types of tar_point, thr_point
and oz_polygon are Point2 and Polygon2, respectively. The “2” behind Point and
Polygon indicates that this is a two-dimensional attribute. Polygon2 does not mean
that this is a polygon with 2 points! In the same manner it is possible to use these
data types in a three-dimensional variant. The circle is not included as a basic data
type, though it is one of the intelligence objects; see Subsection 1.5.4. The rationale
behind this is that the proposed extension must be compact. The introduction of a
circle would also require operators for the circle. If a circle is introduced, why not
also introduce an ellipse, a spline, and so on. The circle can be approximated by a
polygon. A more advanced extension might also include the data types: procedure
and reference to another relation (query). Both these data types are useful for the
implementation of detail levels. Associated with a polyline or polygon is a line
generalization algorithm to reduce the number of points used, when working with
small scale maps. Another method of dealing with detail levels is to allow references
to other tables, describing the refinement of objects at a larger scale map [31].
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7.4.2 Spatial Operators

We will only describe the basic operators. More complex operators are not part of
the database system, but belong in a specific application. For example: network
calculations (shortest path, traveling salesman, location of service center), advanced
visualization techniques (prism maps, digital elevation models) or simulation (evac-
uation of a region by road, flow of liquids through pipes). The polygon-overlay takes
two sets of polygons and calculates all intersections, which results in a third set of
polygons. Though it is a complex operation, it is used in many GIS applications.
So, perhaps it should also be in the set of standard operators.

Many spatial operators have been described by various authors [30, 96, 115, 135, 181].
We do not claim that our lists of operators are complete, but they should give a
good impression of the basic spatial operators. We distinguish three fundamental
classes of spatial operators in addition to the five classes of Subsection 7.1.2. These
are: spatial comparison operators, geometric calculations operators and topological
operators. Also, there must be an “output operator” that directly displays the result
of a geographic query on a graphics display.

e Geometric calculation operators return a real/integer value or geometric value.
Some of the most important operators are: DISTANCE (operands: two points,
polylines or polygons), LENGTH (operand: one polyline), PERIMETER (operand:
one polygon), AREA (operand: one polygon), CLOSEST (operands: one point,
polygon or polyline and a set of candidate objects), INTERSECTION (operands:
two polylines or polygons), UNION (operands: two polylines or polygons).

e Topological operators return a geometric value. Some examples: neighbors,
next link (in a polyline network), left and right polygons of a polyline, start and
end nodes of polylines. We do not need a special set of topological operators,
because the topological model can be captured in very natural manner in the
standard relational model, see Subsection 7.3.1.

e Spatial comparison operators return a Boolean (TRUE or FALSE). Though the
actual calculations are often (partly) the same as in the previous classes of
operators, they form a separate group. Some examples: 0N, INTERSECTS,
INSIDE, OUTSIDE, NORTH_OF, NEIGHBOR_OF, LARGER_THAN. All comparison op-
erators have two operands, which may be, in most cases, of any geometric
type. Note that it is often possible to simulate these operators by combining
the normal comparison operators and the other geographic operators.

There are always more spatial operators, that might be useful for a specific appli-
cation. But it is impossible to include them all. An “open” database is the solution
for this problem. If an operator is not within the set of basic spatial operators, it is
implemented (by the user) and after it has been certified, it is added to the database
system. In this way other users also benefit from the new capabilities. Note that
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a. Reformulation of "minimum distance" query

SELECT MIN(DISTANCE(TAR_POINT, point))
FROM TARGET

b. Same query, but formulated more efficiently

SELECT CLOSEST(TAR_POINT, point)
FROM TARGET

¢. Query using INSIDE operator.

SELECT THR_ID
FROM  THREAT
WHERE INSIDE((SELECT 0Z_POLYGON
FROM OPS_ZONE
WHERE 0Z_ID = 12), THR_POINT)

Figure 7.5: Examples of Queries using “Extended” Operator Set

organizational actions have to be taken, e.g. someone must have the responsibility
for clear and unique names of operators. Some examples of non-basic spatial op-
erators: calculation of the voronoi diagram, the convex hull, the smallest enclosing
circle, and so on. These are pure geometric problems, but less common than the
ones in the set of basic operators. The research in the relatively new area of science
called “Computational Geometry” [23, 54, 169] offers very efficient techniques for
implementing the (basic and non-basic) spatial operators. Regardless of the imple-
mentation it is possible to formulate queries with the basic operators (in SQL-like
syntax) as in Figure 7.5.

7.4.3 Indexing Techniques

The B-tree, an indexing technique used in many database implementations, com-
bines several desirable properties. It is a dynamic, height balanced structure, that
is, inserts, deletes and updates of entries may be interchanged by searches. Because
of the balanced nature, searches are efficient (in O(logn) time). Also, the B-tree
has a high memory occupation rate [15].

However, the B-tree is only suited for searching based on one-dimensional (num-
ber/string) attributes. Multiple indexes on more than one attribute of a relation
is possible, but (with current implementations of RDBMSs) only one can be used
for solving a query like: “Select all employees with empl# > 700 and 15,000 <
salary < 22.500” or “Select all threats in the region 5 < x < 10 and 12 < y < 20”.
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These point queries can be solved efficiently by the KDB-tree [179]. The KDB-tree
is a KD-tree adapted for secondary storage and can handle point data from any
dimension. The KD-tree cannot handle the other geometric data types: polyline
and polygon. In the literature there are several solutions for this problem, such as:
the R-tree [61], the Field-tree [66, 70], and the Cell tree [90] (see Chapter 2). In this
thesis we also presented some indexing techniques that might be incorporated: the
KD2B-tree, the Sphere-tree (see Chapter 4), and the Reactive-tree (see Chapter 6).
In fine-tuning the application the proper indexing technique has to be selected.

7.5 Discussion

The case Geographic Analysis Intelligence System (see Subsection 1.5.4) is an in-
formation system with typical geographic requirements. The proposed extension to
the relational data model can be used as the basis for all kinds of Geographic Infor-
mation Systems. In fact the model is also useful for other pictorial applications, for
example CAD/CAM systems.

We tried to keep the extension realistic and within the concepts of the original
relational data model. With realistic we mean that the implementation is based
on known, recently developed techniques. So, it should be possible to implement
the model within the next two or three years. However, the extension requires a
DBMS that is extendible with additional types, storage and search mechanisms.
Unfortunately, most databases are closed. An exception is Postgres [183, 194, 195,
239], an experimental DBMS and the successor of Ingres [197]. Both come from
the University of California (Berkeley). Some interesting design goals of Postgres
are: better support for complex objects instead of merely integers, reals and strings;
user extensibility for data types, operators and access methods; facilities to save and
query historical data and versions; and stay close to the relational model.
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Chapter 8

The Object-Oriented Approach
and Procol

The applicability of the Object-Oriented (OO) approach to GISs is analyzed. In soft-
ware engineering, the OO approach as a design model, has been proven to produce
quality software. It appears that GISs might also benefit from the OO approach.
However, a GIS also imposes special (e.g. spatial) requirements, inclusion of which in
the OO model has to be investigated. The proposed solution tries to meet these spe-
cial requirements by incorporating two data structures: the R-tree and the BLG-tree
(see Part I).

The OO approach can be useful during several phases of the development of a GIS:
information and requirements analysis, system design and implementation. The
approach also offers good tools for the database and user interface subsystems of an
information system. The interest in Object-Oriented GISs appears to be growing
[37, 38, 58, 79, 137]. The OO approach has been proven a good method for these
purposes in other information and software systems. It leads to quality software
which is extendible and reusable [136]. The reuse of software itself tends to improve
the quality because reuse implies testing and, if necessary, debugging. The OO
approach also results in good user interfaces, including both visual and non-visual
aspects. The explanation for the latter is that if the objects are well chosen, the
user can easily form a mental model of the system.

In some sections of this chapter the OO approach will be illustrated with the case
“Presentation of Census Data” (see Subsection 1.5.2). Each of these sections consists
of two parts: one with the principles of the OO approach and one with the case. The
case will be illustrated with objects described in the language Procol, a Protocol-
Constrained Concurrent Object-Oriented Language [216, 217, 218]. The next section
summarizes the aspects of Procol, which are relevant to this thesis.

129
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In this thesis the emphasis is on the design of GISs and their databases. However,
design must be preceded by information analysis to obtain the requirements. Sec-
tion 8.2 contains some notes on Object-Oriented information analysis for a GIS. The
design aspects concerning the database and related search problems are discussed
in Section 8.3. Section 8.4 deals with avoiding data redundancy and also introduces
topology. This is accomplished by the CHAIN object. Geographic generalization is
the topic of Section 8.5. The term generalization is intended in its cartographic
sense and not in the sense as often used by computer scientists in the inheritance
hierarchy of the data or object model. The BLG-tree, a data structure for line gen-
eralization, is already discussed in depth in Chapter 5. Section 8.5 is about other
generalization techniques in the context of the OO approach.

8.1 Procol Overview

This section gives a short summary of Procol. A detailed functional description of
Procol can be found in [216] and some implementation aspects in [218]. Procol is a
parallel object-oriented language supporting a distributed, incremental and dynamic
object environment. It also supports parallel delegation, a dynamic replacement for
the conventional concept of inheritance. It is a superset of C. A Procol object
definition consists of the following sections:

OBJ Name Attributes

Description natural language description

Protocol (sender-message-action)-expression
Declare local type definitions, data and procedures
Init section executed once at creation
Cleanup section executed once at deletion
Actions definition of public methods

IntActions definition of public interrupt methods
EndOBJ Name

Internally an object executes sequentially. Externally, in relation to other objects,
objects run in parallel, as long as they are not engaged in communication. The
channeling of information from one object to another is accomplished by message
exchange. An object offers a number of services (methods) to other objects. In
Procol the services are specified in the Actions section. The name of an action
is known externally. The body of an action may include, besides standard C-code,
send and request type communication primitives.
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8.1.1 Communication

For sends the sender of the message waits until the message has been accepted by
an intended receiver. The potential receiver is likewise suspended until it acquires
the required message. Receipt of the message consists of copying the values of the
message’s components to variables local to the object. Immediately after receipt of
the message both the sender and the receiver resume execution. Any processing of
the received message is done after the sender has been released.

The request is comparable to the type of communication in Ada. Sender and
receiver are bound until a result is returned. However, the result is returned by
means of a send. This allows for early return, with post-processing in the server
possible. In fact only the client knows whether an action in the server is triggered
by a request or by a send, another contribution to information hiding. Sending a
message to an object, via a send, uses the syntax:

TargetObject.ActionName (msg)

ActionName is the name of the action in TargetObject to which message msg is
sent for processing. The request uses a generalization of the send syntax:

TargetObject.ActionName (msg) -> (result)

The values returned by the request are deposited in the variables indicated in the
list result. The list must originate from a single send in the server. TargetObject
can be the following:

e a variable containing the identity of a particular object;

e one of the constants Creator or Sender;

e the name of an object type, indicating any instance of that type;
e ANY, indicating any instance from the universe of object types.

The first two cases correspond with /-7 communication mapping, the latter two
with 7-n mapping. The constant Creator indicates the identity of the creator of
this object. Sender is the primitive yielding the name of the object that sent the
latest message accepted by the object issuing this primitive.

The body of an action can further contain the Procol primitives new, which creates
a new instance of an object and executes its Init section, and del which deletes an
existing instance of an object after executing its Cleanup section. Deletion is only
allowed by the creator of the object, the identity of which is acquired by the Procol
primitive Creator. The bodies of the Init and Cleanup sections have the same
form as the bodies of the actions.
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Only one action per object can be executing at a time. Normally the object pro-
cessing an action first completes it before it can receive any new message. However,
interrupt actions, if present, may temporarily interrupt an ongoing (non-interrupt)
action (see Section 8.1.3).

8.1.2 Delegation

An action may also contain a delegation to another object. This is indicated by the
syntax:

@DelegateObject.ActionName (msg)

in which msg is not necessarily identical to the message received by the delegat-
ing action. For the client delegation is transparent. Its server remains the object
that it communicated with initially. Analogously, for the delegate object the client
(Sender) remains the original requester. Technically, delegation is a send in which
the sending object is disguised as the original client. The implication is that as
soon as the message has been transferred, control returns to the delegating action.
Multiple levels of delegation (nesting) may occur.

8.1.3 Interrupt Actions

Interrupt actions are public actions that may be accessed via a message, just as
normal actions. However, when a normal action is in progress, the interrupt action
in the same object has priority. The execution of the normal action is suspended and
the interrupt action is executed. Once the latter is completed, execution resumes at
the point of suspension in the normal action.

To be allowed access, interrupts have to appear in a compound protocol (see Subsec-
tion 8.1.4). Interrupt actions cannot interrupt themselves or other interrupt actions.
Through the protocol, interrupts may be masked by any action using the device of
quards.

8.1.4 Protocol

Procol constrains possible communications by controlling access to the object’s ac-
tions, by a Protocol section in each object. Protocols also define a temporal order
on input (messages from other objects to this object), thus acting as a major aid
towards structuring input patterns. The protocol has the form of an expression over
interaction terms, the counterparts of send statements and request statements. Dur-
ing the life of an object this expression is matched against actual communications.
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The protocol is repeated. An interaction term couples the reception of a message to
an action. Its form is:

SourceObject(msg) -> ActionName

The semantics is that upon receipt of message msg, from SourceObject, ActionName
will be executed. SourceObject can be specified as: object instance, object type
(class), and ANY object. In the receiving object, the Procol primitive Sender
contains the identification of the communication partner. Expressions over interac-
tion terms are constructed with the following four operators (in this table E and F
themselves stand for interaction terms or for expressions):

E + F selection: E or F is selected

E ; F sequence: E is followed by F

E x repetition: Zero of more times E
phi:E guard: E only if phi is true

We will illustrate the expression operators with a few simple examples. Let us
assume that we specify the protocol in a server object S with actions actionA and
actionB triggered by messages msgl and msg2. Clients A and B exist also. Then the
following protocol in S

ANY(msgl) -> actionA + ANY(msg2) -> actionB

is equivalent to no protocol as far as access control is concerned, because it specifies
that any client may send msgl to trigger actionA, or msg2 to trigger actionB. The
protocol does however play a role as interface specification for the outside world.
The following protocol in S

A(msgl) -> actionA + B(msg2) -> actionB

specifies that only clients A and B have access to object S; A can send a message
that triggers actionA and B can send a message that triggers actionB. This with
the exclusion of any other access patterns. The following protocol in S

A(msgl) -> actionA ; A(msg2) -> actionB

specifies that only client A is allowed access to object S; furthermore A first has to
send a message S.actionA(msgl) to trigger actionA, before it can send a message
S.actionB(msg2) to trigger actionB. Since the protocol repeats, this doublet of
messages repeats as well. Although the protocol as a whole repeats, it is sometimes
necessary to repeat a subexpression in it as well. The following protocol accomplishes
that:

A(msgl) -> actionA * ; B(msg2) -> actionB

It specifies that client A may trigger actionA zero or more times, and that such
a repetition always must be concluded by B triggering actionB once. Hence the
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interaction with object B serves as a terminator in this example.

8.1.5 Guards

To extend the power of the (so far regular) expressions predicates in the form of
guards may be used. A guard precedes an interaction term or an interaction expres-
sion. It is evaluated before any actual communication as specified in the interaction
expression subjected to the guard takes place. A guards evaluation yields either
true or false. It can be used to receive a message conditionally, and thus to execute
the corresponding action conditionally. If more than one guard occurs in a selection
they are all evaluated. In general a guard is a function without side-effects, testing
some aspect of the state of the object.

The form of a guard is a test expression followed by a colon (:). As an interaction
expression operator, the guard operator has the highest precedence. An example
is a protocol with guards opening or closing access to actions that insert (Put) a
symbol sym in a buffer, or fetch (Get) a symbol from the same buffer:

count <= size: ANY(sym) -> Put
+

count > O: ANY -> Get

in which size is the size of the buffer, and count is the number of buffer slots
occupied. These two variables are set by actions Put and Get. The upshot is that
no client is allowed to insert a symbol when the buffer is full, and no fetching is
possible until at least one symbol is present. Clients that issue requests that cannot
be honored remain pending until they can be satisfied due to a change of state of the
object that makes the corresponding guard true. Any action that completes causes
a re-evaluation of the guards.

8.1.6 Compound Protocols

A protocol may be compound. In that case it consists of two or more (simple)
protocols separated by the || operator. All constituent protocols are simultane-
ously active. As an example take an object that performs interactions OpenR, Read,
CloseR, OpenW, Write, and CloseW, for reading and writing files. By using the
following compound protocol:

OpenR ; Read* ; CloseR

| ]
OpenW ; Writex ; CloseW
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read and write operations may occur interleaved, as long as each of them maintains
the usual open, read/write, close temporal order.

8.2 Finding the Objects: Information Analysis

8.2.1 Some Principles

The problem area must be analyzed, just as in other cases of system development.
The application area must be well understood and the task of the new system within
it must be clear. This results in a set of requirements for the new system. The
functional requirements and the data affected must be defined in terms of objects
types. This means that during the information analysis special attention must be
paid to what might possibly be the objects in the target system [217]. There is one
golden rule for determining the objects of the functional requirements: the entities
the user is working with and thinking about. These objects are representations of
entities in the real world. After we identify an object, we ask ourselves what do
we want this object to do for us (services) in the context of our application. If we
cannot come up with useful services, this entity is not worthy of being an object in
our system.

The resulting object should be reasonably coherent and autonomous: strong internal
coupling, weak external coupling. An object type (class) is described by a set of
attributes and their associated operations (also called actions or methods). The
data can only be accessed from the outside by means of the services. In fact this
property is called information hiding, and is the basis for the quality of OO software.

In a GIS there must be at least one object type with a geometric attribute. The
type of this geometric attribute fixes the basic form of the graphic representation of
the object. There are two categories of geometric attributes: raster and vector. The
vector type can be subdivided in: point, polyline and polygon. In an interactive
information system the interface must be user-friendly and the required operations
must also be performed fast (interactivity). In the case of a GIS this implies that
special attention has to be paid to the spatial organization of the objects. Another
very important requirement for an interactive GIS is that the user should be able
to look at the data (for example thematic maps) at several levels of detail (see
Section 1.6).

8.2.2 The Case “Presentation of Census Data” in Procol

In the case “Presentation of Census Data” is described in Subsection 1.5.2, the
five different type of administrative units were identified as the most important
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objects: municipalities, economic geographic regions, nodal regions, corop regions
and provinces. The operations described there (display, report, and update) were
quite general. They have to be present for all five object types, with exception
of the “border cases.” For instance, it is impossible for a municipality to collect
data from objects lower in the hierarchy because it is already the lowest object type
in the hierarchy. A part of the Procol code describing the object type Economic
Geographic Region (EGR) is given below. In this example the object types, MUN
(municipality) and NODAL, and the data type polygon are already known.

/* somewhere:
0OBJ NODAL ...
OBJ MUN ... x*/
0BJ EGR (geom, name, nrof,..., parent)
/* Economic Geo\-graphic Region */
polygon geom;

string name;
int nrof,...; /* census data */
NODAL parent;
Description Part of the object EGR
Protocol not EGRComplete: MUN() -> AddAMUN +
EGRComplete: ( MUN() -> DelMUN +
ANY() -> Display +
ANY() -> RetrieveData +
ANY() -> ChangeData )
Declare struct list {
MUN child;

struct list *next;
} xfirst, *curr;
void Aggregate (...) {...};
boolean EGRComplete;
Init parent.AddEGR;
first = curr = NULL;
EGRComplete = FALSE;
Cleanup parent.DelEGR;
Actions AdaMun = {...}
DelMUN = {...}
Display = {...}
RetrieveData = {...}
ChangeData = {...}
End0BJ EGR.



8.3 Object Management and Search Problems 137

The other object types are similar. However, the top level objects (type Province)
do not have an attribute parent. The top level objects are created first, then the
second level objects, and so on. The Init section of EGR specifies that when a new
instance is created, an AddEGR message is send to its parent. This parent, a nodal
region, then adds the EGR to its list of EGRs. Note that the parent is not the same
object as the Procol primitive Creator. In a normal situation an object has received
all the “Add” messages from its children, before it receives any other message type.
This is ensured in the Protocol section by the use of the guard construction. The
EGR sets its variable EGRComplete to TRUE, when all municipalities that belong to
the EGR have sent their registration message, otherwise it has the value FALSE.
EGRComplete, which is initially FALSE, is used to control the access to parts of the
protocol. EGRComplete can be set in the body of the AddMUN and DelMUN actions.

8.3 Object Management and Search Problems

8.3.1 Some Principles

In the previous section we saw that in general an object consists of a data-part and an
operation-part. Normally, the object instances are only present when the program
is executing. The data must be loaded into the (new) objects when the program is
initialized from a file or a database system. Just before the program stops the data
must be saved again. This is an inconvenient method, especially in the case of GISs
in which there are huge amounts of data that are not all needed during every session.
An OO step in the right direction is to store the objects themselves, including the
data (attributes, local variables and protocol status). This can be compared with
making a core dump of a single object. When an object is saved, a “snapshot” of the
object instance is made. Changes made after the save operation are not propagated
to this snapshot.

The suggestion to store the objects themselves is not as simple as one might expect.
This is because objects usually contain references (in attributes or local variables)
to other objects. A reference to an object is an id (identification of the right type),
which the operating system assigned to that object when it was created with the
Procol primitive new. These id’s are stored in attributes and variables of the right
type and also in the Procol primitives Creator and Sender. In some situations it
is useless to save an object without also saving the related objects.

A better solution to this problem is to have some kind of Object Management System
(OMS) that takes care of persistent objects. If during the execution of a program
an object wants to communicate with an object that is not yet present, the OMS
tries to find this object and loads it. It is the responsibility of the OMS to keep
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the (references in the) object system consistent. The function of the Procol sections
Init and Cleanup must be reviewed for persistent objects. There should proba-
bly be a mechanism to indicate in which persistent objects one is interested. This
limits the scope, so the chance that the OMS finds the wrong communication part-
ner decreases. Chapter 9 describes the OMS of the Procol extension that includes
persistent objects.

The objects as specified in the previous section are unsuited for search operations.
If we want to solve the query: “How many inhabitants has the municipality with the
name ‘Leiden’?”, we have to look at all the instances of the MUN object type until
we have found the right one. This is an O(n)-algorithm. However, this problem can
be solved with an O(log(n))-algorithm, if a binary search is used [120]. In a relational
database, efficient search is implemented by a B-tree [15] for the primary key and for
all other keys on which an index is put. The B-tree has many useful properties, such
as: it stays balanced under updates, it is adapted to paging (multiway branching
instead of binary) and has a high occupancy rate.

The searching problem also applies to the geometric data. If no spatial structure
is used, then queries such as “Give all municipalities within rectangle X” are hard
to answer. A spatial data structure which is suited for the OO environment is the
R-tree [97]. This is because the R-tree already deals with objects; it only adds a
minimal bounding rectangle (MBR) and then it tries to group the MBRs which lie
close to each other. This grouping process is reflected in a tree structure, which in
turn may be used for searching.

8.3.2 The Case

In Procol, binary trees can be implemented in two ways. The first method stores the
whole tree in one search object. The second stores each node of the tree in a separate
instance of the search object. The latter introduces overhead by creating a lot of
search objects (nodes). However, it has the advantage of being suited for parallel
processing in Procol because the search objects can run on parallel processors. This
is useful for range queries: “Give all municipalities with more than 10,000 and less
than 20,000 inhabitants.”

There must be a separate search tree for each attribute (for which efficient searches
are required) on each detail level. This must be made clear to the OMS. So, if we are
interested in the number of inhabitants, we have to build search trees on the detail
levels of municipalities, economic geographic regions, nodal regions, corop regions
and provinces. A more sophisticated approach would be based on a reactive data
structure, see Chapter 6. However, in this chapter each detail level gets its own
search tree.
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It is possible that the value of an attribute changes, after the search tree has been
created for that attribute. In that case, the tree may have become incorrect or
inconsistent. This can be solved by sending an (implicit) message to the search tree
object(s) in the OMS, just after the attribute has changed. Upon receipt of this
message the search tree adjusts itself.

8.4 Topology and Avoiding Redundancy

8.4.1 Some Principles

An additional design criterion is that redundant data storage should be avoided, this
applies to both geometric and non-geometric data. There is one exception to this
requirement: attributes which are difficult to aggregate and which are often required,
may be stored redundantly. So, high efficiency dominates over low redundancy. In
this situation special protocols and actions must guarantee the consistency of the
data.

8.4.2 The Case

In our case the census data are only stored in the administrative units in which the
data were collected. The collection and aggregation of census data is very simple.
Just retrieve the data from the children and add them.

The type polygon as used in the attribute geom of administrative units is not yet
specified. If it is a list of coordinates (z,y), then the attribute geom introduces
redundancy in several ways. At a fixed detail level, neighbors have common borders.
This implies that all coordinates are stored at least twice. There is also redundancy
in the attribute geom between the detail levels. A border of a province is also a
border of corop regions, and so on. It is possible that the same coordinate is stored
up to 10 times.

In principle, this is an undesirable situation. We introduce a new object type named
CHAIN. A chain is a part of the border of a municipality that contains a node only at
the start and end point. A node is a point where three or more municipalities meet
(see Figure 7.3 on page 120). These are the normal definitions in the topological
data model [24, 164]. The attributes of the CHAIN object are: a sequence (array) of
coordinates and references to a left and a right municipality. A part of the Procol
code describing the object type CHAIN is given below.

/* somewhere:
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typedef struct { float x, y;} Point;
typedef enum { LEFT, RIGHT } Position;

typedef ... BLG; */

0BJ CHAIN(nop, points, left, right)
int nop; /* number of points */
Point *points;
MUN left, right;

Description Part of the object CHAIN

Protocol

Declare BLG tree, Build(...) {...};

Init left.AddCHAIN(LEFT,right);

right.AddCHAIN(RIGHT,left) ;
tree = Build(nop, points);
Actions

EndOBJ CHAIN.

0BJ MUN (name, ..., parent)
string name;
EGR parent;
Description Part of the object MUN
Protocol /* Lowest object in hierarchy */
not BoundaryComplete:
CHAIN(pos,neighbor) -> AddCHAIN
+ BoundaryComplete:
(ANY() -> Display +
ANY() -> RetrieveData +
ANY() -> ChangeData )
Declare struct list {
CHAIN chain;
struct list *next;
} xfirst, *curr;
MUN neighbor;
Position pos;
boolean BoundaryComplete;
Init parent.AddMUN;
BoundaryComplete = FALSE;
first = curr = NULL;
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Actions AddCHAIN = {
... /* add to list */
parent .UpCHAIN(Sender,neighbor) ;
+
Display = {...}
RetrieveData = {...}
ChangeData = {...}
End0OBJ MUN .

The attribute geom is removed from the five administrative units. Instead of this
attribute there is a local variable which contains a list of (references to) chains.
Initially, the list is empty because the administrative units are created before the
chains. The Display action of an administrative unit should not be called before
all chains are created. This can be controlled with a proper protocol.

The chains are created after the administrative units have been created. In the
Init section of the CHAIN object a message is sent to the AddCHAIN action of the
municipality left. This message tells that the municipality is to the LEFT of the
chain and that its neighbor is the municipality right. A similar message is sent
to the municipality right. After these messages have been sent, the BLG-tree (see
Chapter 5) of the chain is built and assigned to the local variable tree.

The municipality receiving an AddCHAIN message knows which chain did send the
message. This chain is added to the list of chains. Finally the municipality sends a
message to the UpCHAIN action of its father (an EGR object), with parameters: the
chain (contained in the Procol primitive Sender), and the neighbor municipality.
The EGR object has also a list of chains. Upon receipt of the message from the
municipality, it checks whether the neighbor is also in the list of municipalities. If
this is true nothing is done (internal boundary), else the chain is added to the list
of chains and again a message is sent to the UpCHAIN action of its father (a NODAL
object). This process is repeated on all detail levels if necessary.

Notice that, with the new object CHAIN, we have also introduced a topological struc-
ture [24]. The chain can be used to determine the neighbors of an administrative
units. This is possible at each detail level.

Another interesting issue concerning redundancy is whether the area of an admin-
istrative unit should be stored. The area can be derived from the polygon (list of
chains), but this is a non-trivial operation. The area is not only useful as such, but
also in the Display of relative information. For example, the population density is
the number of inhabitants divided by the area. Because the area is so often needed
and difficult to compute, we allow some redundancy here. To guarantee consis-
tency, a border must send a message to the administrative units if it changes. The
administrative units will then update their area values.
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8.5 More on Generalization

Geographic generalization, that is, the process of transforming large-scale maps
(with detailed data) into small-scale maps, is supported in several places in the
design of a GIS in this thesis:

e Things can be removed. For example: a border between two municipalities in
the same province is not drawn, when displaying a small-scale map.

e An object can be drawn with less resolution (simplified) by using the BLG-
tree. For example: A (part of the) border of a country is drawn with only
5 points on a small-scale map. The same part is drawn with 50 points on a
large-scale map.

We will shortly examine some of the other generalization techniques, and comment
on the fact whether they can be supported by the OO approach to GIS. This does
not imply that a certain part of the generalization can be automated, only that the
result of the generalization process is reflected (stored) in the system. The major
generalization techniques are (also see Sections 2.3, 6.3, and 6.5):

e A change of the geometric representation of an object. A city on a small-scale
map is represented by a point (marker) and on a large-scale map by a polygon.
Though not described in this chapter, it is possible to store multiple repre-
sentations of an entity in one object. At the time this object is displayed, it
decides which representation is used on basis of the current scale and resolution
of the output device.

e An important object is exaggerated on a small-scale map, e.g. an important
road is drawn wider than it actually is in reality. It is not very difficult to
implement this type of generalization, if the importance of the object is stored.
A simple adaptation of the Display action should do the trick (with a procedure
call to “set line width”).

e An object is slightly displaced on a small-scale map because otherwise it would
coincide with another object. For example, a city is moved because a road is
exaggerated. This could be an annoying thing. The displacement can be
stored, but this depends on the scale. A solution might be a procedure which
determines the displacement, but this is a very difficult process, which involves
the subjective human taste or preferences. These may be simulated to a certain
extent by an expert system, but this is not within the scope of this thesis.
Another solution is to store a number of displacements, each of which is valid
for a certain range of the scale. The number of ranges (and their sizes) varies
from object to object.

e Two or more objects are grouped and represented by one graphic primitive.
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For example, two cities which lie close to each other are drawn on a small-
scale map as one city. This is the most radical type of generalization because
it involves the creation of a new object, with connections to the contributing
objects. Nevertheless, there is no reason why this should not be possible. The
resulting GIS will become more complex.

8.6 Discussion

The design of the case studied in this chapter is based on the principle of data
abstraction. Inheritance, a powerful feature in most OO programming languages, is
not used in this chapter. However, there is at least one situation in which it could
be very useful. In Section 8.2, five object types were introduced of which only one,
the economic geographic region, was described. The others, province, corop region,
nodal region, and municipality, can be described similar. That is, large parts of
the object type are exactly the same. This can be handled by an abstract object
type (generalizing class) called Administrative Unit. The actual object types inherit
large parts of this abstract object type and only the specific parts are local. This
approach would also better for the maintenance of the system.

Of course, the OO approach does not solve every problem that is encountered during
the design of a system. For example, the use of the R-tree and the BLG-tree is
necessary to meet the requirements of a reactive information system. The properties
of these data structures are also valid outside the OO approach. Nevertheless, the
OO approach offers a good design environment that is also well suited for GISs. In
order to test the quality of the design, the case Presentation of Census Data will
be implemented. General purpose GIS object libraries will be built and used in the
case. This will tell more about the applicability of the OO approach to the whole
development process of a GIS.

The disadvantage of the presented solution is that a file or DBMS is still required
for the long-term storage of the contents of the objects. This problem can be solved
by introducing persistent objects in Procol, as described in the next chapter.
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Chapter 9

Persistent Procol

Persistent objects are objects whose contents may outlive the execution time of the
program. This chapter describes the process of introducing persistent objects in
the object-oriented programming language Procol (see Section 8.1). The strength of
persistent objects in an object-oriented programming language is the integration of
a database system with a programming language. Persistent objects make the pro-
gram development easier, because the programmer does not have to implement the
explicit loading and saving of data. Besides the general functional aspects, special
attention is paid to graphic applications in order to deal with their specific geomet-
ric requirements. For example, it must be possible to find, in an efficient manner,
all graphic objects that fall within a given region. These issues, persistent objects
and their geometric requirements, have not yet got the attention they deserve in the
literature covering object-oriented graphic systems where modeling and functional
aspects dominate.

The fact that the object-oriented approach is so successful in computer graphics, is
mainly due to the system modeling capabilities that the object-oriented paradigm
offers. The specialization relationships which exist between the graphic objects
in a system, can be modeled with inheritance or delegation which are present in
many object-oriented development environments. Geometric data types, such as
points, vectors and matrices may be implemented by abstract data types using
object classes [22, 43, 48, 136]. However, in practice this modeling power is not
enough when implementing CAD systems or GISs which deal with large data sets.
Integrated database facilities are required to support the graphic application in an
efficient manner.

Our solution is based on the introduction of persistent objects in Procol. The
resulting system is extendible with new (persistent) types and operators. In itself
this approach is not new and has been described by several other authors [9, 175,
196], but we also tried to make the system suitable for highly interactive and graphic
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applications. This goal is achieved by putting emphasis on both time-efficiency
(offering techniques such as: navigation, index structures, and parallelism) and the
recognition of multi-dimensional data. As an example, not only one-dimensional,
but also multi-dimensional index structures are provided in Procol.

We will state the problem area in Section 9.1 and define our general requirements
for persistence in an object-oriented language in Section 9.2. Our first attempt
to introduce persistence in Procol and comparisons with several other systems are
described in Section 9.3. Problems concerning referential integrity are described in
Section 9.4. Building on this experience the following topics are discussed in more
detail: object identity, (multi-dimensional) search problems, programming interface
and object instances of different sizes in Section 9.5. In Section 9.6 we present the
solution as chosen in Procol. In nearly all the sections the requirements of graphics
play an important role. The discussions are illustrated with examples based on
graphic systems.

9.1 The Need for Persistence

The computer science research in the area of programming languages emphasizes
programming constructs and data structures. One of the most popular paradigms
is that of Abstract Data Types (ADTs). Object-Oriented Programming Languages
(OOPLs) encapsulate this paradigm in an elegant manner using object types to
describe the ADTs. Access from outside to the data inside an object instance! is
only possible through the methods or procedures defined for that object type.

The data stored in data structures (or objects) of a running program are in general
volatile, that is, as soon as the program stops, the data are lost. However, in many
applications the data themselves are very important. An obvious solution is to
save the data in a file by explicit write statements. The next time the program is
started it first reads the data from file into the volatile data structures. Persistent
objects make the program development more efficient, because the programmer
does not have to worry about the reading and writing of data from and to disk.
Also, the structure of the data file may become quite complex, resulting in possibly
intricate parsing. In the context of CAD systems, Cockshott [39] claims that “a
third of all programming time is expended ensuring that vital data is safely copied
to disk and retrieved when needed.” Moreover, for large quantities of data this “file”
solution becomes cumbersome during the execution of the program. Consider as an
example an information system that registers bank accounts. A characteristic of this
and many other information systems is that the objects are well structured, quite

'In this chapter we will use the term object type to indicate a class of objects and the term
object to indicate one instance. In case more emphasis is needed we use the term object instance
explicitly.
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passive and occur in large quantities. Passive objects are objects that hardly ever
send messages to other objects (except for replies); they only react to messages from
outside. In the bank account example, an account object replies its current amount
when asked for, and updates it when told so by a message from an authorized object.

Database Management Systems (DBMSs) have been developed to deal with the
large amounts of data mentioned above. DBMSs concentrate on the information
representation and tackle related problems such as, integrity, security, redundancy,
consistency, efficient searching, query formulation and concurrency control. A major
drawback is that the DBMSs of the current generation are not extendible with new
data types and operators. This makes the use of these DBMSs inconvenient in
non-standard applications that need support for other data types.

The database research community has recognized this deficiency and is now trying
to design systems that are more open [56, 194, 242]. At the other side the OOPL
research community has recognized the need for persistent objects. Now, these
two worlds meet. In some cases these encounters result in conflicts because of
very different and incompatible principles. For example, explicit (navigation) links
amongst instances are considered harmful by the database community, because they
are hard to maintain. However, these same links form the backbone in representing
complex objects in OOPLs. On the other hand, sometimes the combination of the
two research communities result in a nice symbiosis. An example of this is that the
concurrency control problem in the database is solved by the model of an object
that accepts messages one by one (as in Procol).

We are interested in interactive graphic applications, such as: CAD systems, VLSI
Design, and GISs. Common aspects in these systems are: interactivity, graphics, and
large amounts of data. In the previous chapter we showed that the object-oriented
approach offers a good data modeling and design environment for GIS applications.
Also, the need for persistent objects in our object-oriented programming language
Procol, was identified.

9.2 Our Wish List

This section shortly discusses the major requirements for persistent objects in Pro-
col. Some will be elaborated on in one of the later sections, in which case the section
referred to will be mentioned here. Note that these requirements may neither be
orthogonal nor independent of each other.

ppl Upward compatible. Persistent objects have to be introduced with a minimal
change to Procol. This implies that existing Procol programs do not have to
be changed in order to be compiled by the new version of the Procol compiler.
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pp2

pp3

P4

ppO

ppb

Transparent persistent objects. Persistent objects are treated in the same man-
ner as volatile objects by the application. Perhaps except for incompatible
database facilities; for example, associative searching, that is object searching
based on the contents or value of instances. Atkinson et al. [10] refine this by
recognizing the following principles for persistent data (they assume several
levels of persistence):

1. Persistence independence: the persistence of an object is independent of
how the program manipulates that object. So, it has to be possible to
call a procedure of which the actual parameters are sometimes persistent
objects and other times volatile objects.

2. Persistence data type orthogonality: all objects are allowed the full range
of persistence. This means that no matter how complicated the type is,
its instances can still become persistent.

Complex objects. This provides the system with sufficient modeling power;
e.g. part-of hierarchies. In Procol complex object types are defined by means
of links (or references) to other object types that together define the complex
object. The complex objects are static in terms of the object type structure
and dynamic in the sense of the object instances.

Extensibility with new ADTs. This wish might be a trivial one in the context
of OOPLs or object-oriented databases, but certainly not in the context of the
traditional DBMSs. The definitions of the new persistent ADTs also have to
be stored somewhere, if we want to be able to manipulate its object instances
in a sensible manner.

Efficient handling of large amounts of objects. Long-lived systems allow time
for data to accumulate. This, combined with the fact that we aim at de-
veloping interactive systems, justifies this efficiency requirement to be even
more important than in other systems. Not only efficient retrieval by object
id (which is very important in OOPL and object-oriented databases, as used
in navigation links) is required, but also efficient associative searching has to
be possible. This is realized, as usual, by indexing techniques such as B-trees
[15, 41] or hashing.

Object instances of different sizes. A polyline or polygon has to be stored with
a minimum of overhead, because of the required time (and space) efficiency in
interactive systems. This implies that different instances of the same object
type may have different sizes. To treat an object instance as a unity means
that it is stored in a contiguous part of memory. This may seem to be an
implementation issue, but it is very important and by putting it in our wish
list we emphasize this. This topic is further discussed in Subsection 9.5.5.
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pp7 Highly interactive and graphic applications. The previous two wishes are ac-
tually part of this more general wish to make Procol suitable for this kind
of applications. It has to be kept in mind that multi-dimensional data some-
times require other approaches than the data types encountered in traditional
DBMSs. Also, the fact that Procol is designed as a parallel programming
language should be exploited.

pp8 Ezchangeable objects. It should be possible to exchange object instances be-
tween different systems. Object instances created by one system must be
directly applicable by other systems.

pp9 Deal with referential integrity in a satisfactory manner. This is a well-known
problem in database and programming language research. The topic will be
discussed in depth in Section 9.4.

9.3 The First Attempt

In this section we will briefly compare our first (and quite simple) attempt, the
“snapshot” method (see Section 8.3), with the approaches taken in some other sys-
tems. Note that the “snapshot” method to provide a mechanism for persistent
objects, does not try to satisfy all the wishes of our list. The problems, concern-
ing object management, we encountered in Section 8.3 give some indication of the
complexity of introducing persistent objects.

Methods similar to the “snapshot” method are used in several other OOPLs. In
systems offering multiple inheritance the object type, that also has to be persistent,
inherits this property from a general object type with methods to save and load
the object. Egenhofer and Frank [58, 68] suggest the object type db_persistent
with methods store, delete, retrieve and modify. ET*+ [238] has an object
hierarchy with the object type object in the top of this hierarchy. The object
type object has methods called PrintOn and ReadFrom which enable transfer to
and from disk. These solutions work fine as long as the object types contain no
references to other objects but only simple attributes, such as for example an array
of coordinates describing a polygon.

The persistent data in PS-algol [10, 143] are organized into one or more databases.
Each database has its own root and may contain values of different (complex) data
types. The data are “imported” into a program with the open.database procedure
which returns a pointer to the root. The root has the form of a name-value table
in which the value is usually a pointer to another data structure. The actual data
are accessed by following these pointers and it is assumed that the programmer has
to know the structure of the database (though this is nowhere stated in the PS-
algol papers). Once imported, the data can be manipulated in the same manner
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as volatile data. The procedure commit propagates the changes made so far to the
database, if it was open for writing. Everything that is accessible from the root is
stored. This means that values may change and data (structures) may be added or
removed.

In the OOPL Eiffel [136] an object type that inherits from the object type STORABLE
acquires this kind of behavior by means of the methods store and retrieve. If the
method store is invoked in object instance x, the whole object structure starting
at x is dumped (in a special format) to a file, even if the referenced object types
in x do not inherit from STORABLE. Depending on x and the object structure of the
application, it is possible to store the whole object structure, or just a part of it.
Basically, this solution has two drawbacks. First, the application programmer has
to indicate when to save or load the objects explicitly. So, if the program is stopped
before the save, the latest data are lost. Second, updating one object in an object
structure can become very expensive if all related objects have to be saved also,
even if they did not change.

9.4 Referential Integrity

What happens if an object is deleted by its creator while other objects are still
referring to this deleted object? A dangling reference is not a problem specific to
persistent objects, it is a problem in the case of volatile objects too, but it manifests
itself in a severe manner in combination with persistent objects. Assume, a persistent
object contains a reference to a volatile object and the program is stopped. The
next time the program is started, the reference to the volatile object is not valid any
more (though it has not been deleted). By the way, dangling references can also
occur in non-OOPL. For example, in C it is possible to have pointers to deleted data
structures, which may be the cause of some severe errors in a program. Some systems
guarantee referential integrity. An associated problem is that of an unreachable
object, that is an object to which the last reference is lost. There are a number of
possible approaches towards these problems:

e If we want to guarantee referential integrity, at least we have to be able to
detect whether the integrity is damaged by the deletion of an object. This can
be achieved by associating a reference count with each object instance. If the
reference count has a value greater than zero, the object will not be deleted and
the creator is notified of this fact. The reference count mechanism introduces
overhead, because the counters have to be updated in each assignment to an
object variable. Problems are introduced by cyclic data structures.

e A slightly different approach, but also based on a reference count, is followed
in O, [13]. The object deletion is not refused but postponed until the value of



9.5 The Object Management System 151

the reference count is zero. The creator does not have to worry about trying
to delete the object another time.

e Dangling references cannot occur if we prohibit the deletion of objects. This
approach is taken in for example GemStone [163]. In order to avoid conges-
tion of the system, garbage collection has to be performed. Two well-known
methods for this are:

1. Using a reference count: when the count becomes zero, the associated
object instance is automatically deleted by the system.

2. Performing a sweep through the object space (a directed graph) in order
to detect which objects are unreachable. A disadvantage is that the sweep
is performed periodically and during this operation the system cannot be
used by the applications. This can be avoided by using an incremental
version of the sweep algorithm.

e The maintenance of the reference count introduces overhead; both memory
usage and execution time increase. Clearly, it is more efficient to omit a
reference count and directly delete the object at request. However, in this
case the system is not allowed to reuse the id’s of deleted objects for new
objects. So, if a message is being sent to a deleted object, the system can
detect this, and the sender will be notified. This strategy implies that the
address of an object cannot be used as its id, because when the object is
deleted we want to be able to reuse that part of the memory space for new
objects.

It may be clear by now that we are biased towards the latter approach. In the
context of Procol, dangling references are probably programming errors and the
detection of the illegal use of dangling references during run-time is an adequate
solution. Finally, it is interesting to note that PCTE* [102, 103] offers links both
with and without referential integrity. This is probably done for efficiency reasons.
It is not stated in the PCTE+ documents how the referential integrity is maintained.

9.5 The Object Management System

This section presents some issues concerning the semantics of constructs which have
to be added to Procol to support persistent objects. This is done here without
worrying about the exact syntax or how this can be achieved in our implementation
of Procol. In order to solve the administrative problems associated with the use of
object id’s, there is a need of an Object Management System (OMS) that takes care
of the (persistent) objects. One of the responsibilities of the OMS is to keep the
references in the object system consistent. To be more precise, an object system is
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consistent if [117]:

e No two distinct objects have the same identifier (unique identifier assumption).
In other words, the identifier functionally determines the type and the value
of the object.

e For each identifier present in the system there is an object with this identifier
(no dangling identifier assumption).

9.5.1 Object Identity

A uniform object identification mechanism has to be developed, capable of dealing
with objects shared by multiple programs, multiple users or even multiple computers
(in a network). There should be a mechanism to indicate in which persistent objects
one is interested, so one is not bothered by non-interesting objects of others. One
possible method could be to organize the object instances in “datasets” which are
put in the normal hierarchical file system. This limits the scope and makes the task
of finding the right communication partner easier for the OMS.

In relational databases [40] an identifier key is formed by one or more user-supplied
attributes. Value based matching is a transparent technique for expressing relation-
ships. However, it provides no support for referential integrity at all. By contrast,
OOPLs support the notion of object identity which is independent of the attribute
values [162]. Khoshafian and Copeland [117] describe several techniques for imple-
menting object identity and they conclude that using so called surrogates is the best
technique. Surrogates are system-generated, globally unique identifiers, completely
independent of the physical location and data contents of an object.

9.5.2 Searching

The objects as presented so far are not suited for associative search operations. That
is, searching based on the contents of an object instead of using the object id to find
an object. This is especially useful for a program that wants to use objects created
by other programs, because the id’s are unknown and have no semantic meaning.
All that a program(mer) knows about is object types (the kind of data he wants to
use) and attribute values (restriction of instances).

Another use of associative searching solving efficiently alphanumeric queries, such
as (see Section 8.3): “How many inhabitants has the municipality with the name
attribute ‘Leiden’?”. Section 8.3 suggested to use the B-tree [15, 41] for this purpose.
The B-tree solution in an object-oriented environment is established by a set of
auxiliary (system) objects. These objects do not contain the application data, but



9.5 The Object Management System 153

contain tree structures with references to the objects with the actual data. This
B-tree has to be part of the OMS and, if possible, transparent to the “application”
objects. Note that the OMS itself can be implemented in Procol as a set of objects.

There is some friction between the concepts behind the ADTs and the idea of as-
sociative searching, because associative searching requires access to the internals of
other objects. An object has to specify a query in terms of the data-part inside
another object. To limit the damage, only so called wvisible attributes may be used
in the query. These visible attributes become part of the specification of an object
type (together with the actions of course), in contrast to the non-visible data-part
which belong to the implementation. Note that an index may be put only on a
visible attribute of an object type.

9.5.3 Multi-Dimensional Data

Section 8.3 stated that the searching problem also applied to the graphic or geometric
data. Not all known spatial data structures [219, 220] are suited for this purpose.
For example KD-trees [19], Quadtrees [184], R*-tree [61], BSP-trees [221], Cell
tree [90] and Grid Files [154], are more difficult to integrate in the object-oriented
environment because they cut the geographic objects into pieces. This is against
the spirit of the object-oriented approach, which tries to make complete “units,”
with meaning to the user. The R-tree [61, 88, 97|, Field-tree [70], Reactive-tree
[223], KD2B-tree and the Sphere-tree [224] are good candidates for integration in an
object-oriented system, because they do not split the objects. Each of the spatial
search structures has its own strengths and weaknesses, so if several alternatives are
offered by the system, an application can use the structure that fulfills its needs the
best.

In Procol, trees can be implemented in two different ways. The first method stores
the entire tree in one single search object. The second method stores each node of
the tree in a separate instance of the search object. The latter introduces overhead
by creating a lot of search objects (nodes). However, it has the advantage of being
suited for parallel processing in Procol because the search objects can run on parallel
processors. This is useful for range queries: “Give all municipalities that fall within
a specified rectangle.” Appendix A contains a part of the Procol implementation of
the R-tree. In this implementation each node is a separate object. In case of the
R-tree this is a reasonable choice, because there is a fair amount of work in each
node. The same would be valid for B-trees, but not for binary trees (see Section 8.3).
In any case, for practical reasons, there has to be a separate search tree (index) for
each attribute for which efficient searches are required. This has to be made clear
to the OMS before the queries are posed.
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9.5.4 The Programming Interface

From the users point of view, the extension should be as small and simple as possible.
First, we have to decide how to indicate that an object is persistent. Some alternative
possibilities are:

e On the fly: Make a volatile object instance persistent by applying a new Procol
primitive persistent. Assume the variable x holds the id of an object instance;
then this instance is made persistent by: persistent x. Note that there is
a difference with the “snapshot” method of Section 8.3, because the values
(states) of a persistent object are always guaranteed to be up-to-date.

e Per Object Instance: At the moment an object is created, it is decided whether
it will be persistent or not. A convention can be made that objects created
with the new primitive are volatile and the ones created with the persistent
primitive are persistent.

e Per Object Type: At the moment the object type is defined it is specified
whether all instances of this type are persistent or not. A modified keyword
OBJ could indicate this: PERSISTENT_OBJ.

A combination of these approaches is also possible. In the language E [175] the
programmer has to indicate per type (class) that instances are optionally persistent.
The programmer has to decide per instance if it is really a persistent object instance.

The advantage of persistence per object type is that only once, during the object type
definition, there is a difference for the application programmer between persistent
and volatile objects. In the other solutions it is required to indicate that the object
is persistent for each object instance. The major drawback of persistence per object
type is that two different types have to be defined if we want to use both the
volatile and the persistent variants of basically one object type. In the case of strong
type checking this means that we cannot freely interchange the use of volatile and
persistent objects as arguments in messages and procedure calls.

In order to get hold of persistent objects with unknown id, Procol will be extended
with the retrieve primitive. Perhaps it is better to take the following approach
towards the primitives new, delete, and retrieve: consider them as messages to
the object types themselves (“class methods”). These are system objects (partly)
responsible for the OMS tasks. These system objects have to maintain index struc-
tures if requested by sending them an index message.

The retrieve primitive has some resemblance to the new primitive, because it also
assigns the id of an object to a variable of the proper type. Unlike new, retrieve will
not execute the Init section, because that already happened when this object was
created for the first time. The protocol (expression) of the object regulating access
to the object is matched starting at the current (saved) state. A discrimination
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condition can be used, because the object type information may not be specific
enough. Of course only visible attributes can be specified in the condition. A
retrieve returns the id of the object of the proper type for which the discrimination
condition evaluates true. If there is more than one object satisfying these criteria,
only one is returned. The other objects can be obtained by using the next operation.
If there is no object satisfying these criteria, a NULL object is returned.

It is a small step from the retrieve primitive to the associative search operation. In
fact, it could be considered as an iteration over the retrieve operation. If fast replies
are required, an index has to be used in the case of large set of objects. This index
could be a spatial index structure; e.g. needed for efficiently solving a “rectangle”
query. There are several options for returning the answer of a search:

e Return one big set that contains the id’s of all objects that satisfy the query.
In case of large answers, a lot of temporary memory is required and it may
take quite a while to generate the complete answer.

e Another strategy is to state the query first and then retrieve the answer one
by one (or perhaps in buffers of a fixed size). The first part of the answer will
probably be ready sooner than the complete answer would be. This promotes
parallelism and is also quite important in an interactive application, because
the end-user could already be presented a partial answer on his screen.

The problem with the second solution for returning a search result is that other
objects might interfere with the set of objects that belongs to the queried object
type. “Third-party” objects could change values and add new instances or delete
existing ones. This can be solved by applying the proper protocols in the system

(OMS) objects.

9.5.5 Object Instances of Different Sizes

In Section 9.2 we saw that the wish to store a polyline or polygon with a minimum of
overhead, implied that different instances of the same object type may have different
sizes. So for example, the pure relational solution, presented by Van Roessel [229]
is not acceptable, because a polyline is scattered over several tuples in a table and
has to be aggregated before it can be used again. In Chapter 7 [228] a solution in
the context of the relational data model has been presented.

Different sizes have an (enormous) impact on the implementation of persistent ob-
jects. In CO,, the C implementation of O, [13], it was decided to prohibit object
instances of different sizes. In contrast we would even like to have persistent objects
whose sizes change dynamically. For example, to make it possible to remove points
from or add points to a polyline. However, this would even further complicate the
implementation. A decrease of the size of an object is not too hard, but an increase
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of object size means that an object does not fit in his (contiguous) part of memory
and the memory after this object is probably occupied by another instance. The
object will have to be moved to a larger place, because we want to treat an object as
a unity and do not want to split it. This would have been impossible if the objects id
is its address. However, this was already disapproved because of reasons discussed
earlier. In any case, growing persistent objects could introduce a lot of overhead;
e.g. moving of objects.

A more feasible situation is that after the Init section, the size of an object may not
vary any more. It is still possible to deal with dynamic problems. For example, use
a pointer (id) to an object of type linked list. This object type has an “application”
data-part and a pointer to the next list element. Each instance represents one list
element and they all have the same fixed size. We can extend this approach and
simplify our implementation of Procol, if we only allow the following data types as
attributes: Basic types (int, char, float, ... ), References (or links) to other objects,
and Arrays with fixed size after the Init.

9.6 Persistent Objects in Procol

The question how to implement persistent objects in Procol can be divided into two
sub-questions. The first is how to adapt the language features (syntax: the external
implementation). The second is how to implement this on the underlying platform
(the internal implementation).

9.6.1 External Implementation

Our decisions concerning the external implementation of persistence in Procol in-
cluded the introduction of the following new keywords:

1. persistent <object-id>
in <dataset-key>
With this statement a volatile object instance identified by <object-id> can
be made persistent by coupling it to a dataset identified by <dataset-key>.

2. volatile <object-id>
With this statement an object instance (identified by <object-id>), that has
been made persistent before, can be made volatile. The result of this statement
is that the persistent object instance is removed from its dataset.

3. retrieve <object-id>
from <dataset-key>
where <discrimination-string>
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and

next <object-id>

With this statement we can retrieve an instance of the same type of <object-
id> from the dataset with identifier <dataset-key>, that satisfies the <dis-
crimination-string>. If the dataset in question contains more than one in-
stance of the required type, only one will be returned in <object-id>. Any
successive execution of the next statement, will retrieve the next instance of
the required type until all required instances have been retrieved from the
dataset.

In general, <dataset-key> will be a string. This string can then be used to com-
pose the filenames of the necessary dataset files. An example use of the provided
persistence in the Declare section of an object type using the object DRAWING:

Declare object DRAWING drawing;

allocate_drawing(char *name)

{

new drawing;

persistent drawing in name;
i
read_old_drawing(char *name)
{

retrieve drawing from name;
i

9.6.2 Internal Implementation

We will now motivate our design decisions for the internal implementation. Procol
has been developed and implemented on a network of Sun workstations running
under SunOS Release 4. Five possible implementations of the extension of Procol
with persistent objects were considered, (compare with [209]):

1. Bare implementation: The problem of persistent objects is deferred to the
kernel of Procol. Procol stores and manages these objects in (one or more)
files, by using the Unix OS-interface calls: open, close, read and write. The
advantage of this method is that it is very portable. Disadvantages are: a
lot of work, a major increase in size of the Procol compiler, and relatively
inefficient because of the many read/write calls that have to be made. We
also have to implement the memory management aspects (within each file),
such as: allocation, deallocation, gaps, fit strategies, and so on.
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Shared mapped memory (virtual files) implementation: A file is mapped di-
rectly by the Unix OS on the address space of a process. A major advantage
is that there is no difference between the “stored” object instances and their
“running” counterpart, at least not at the level of the Procol kernel. At OS
level there is a difference and this is the same as the difference between virtual
memory pages that are in main-memory and the ones that are swapped on disk.
We expect this implementation to be very efficient. In order to gain some ex-
perience we are currently converting a local application that uses explicit read
and write statements, into a mapped memory implementation. Test results
indicate that the elapsed times decrease with about 30% in applications with
a lot of read and write statements. A disadvantage of the mapped memory
approach is that we still have to do the memory management ourselves.

Ingres [197] (or other relational DBMS) based implementation: The mem-
ory management is now done by database system. Also, all kinds of other
useful DBMS features are provided. Wiederhold [241] suggest the use of
view-object generators to reconstruct objects from relations and wview-object
decomposers/archivers for the inverse operation. However, there are several
disadvantages. Object types cannot (always) be mapped on a relation in which
each tuple represents one object instance. For example, objects with polylines
have changing instance sizes. Another disadvantage is that there is a differ-
ence between the “stored” object instance and its “running” counterpart, as
observed by the Procol kernel. Of course, not from the point of view of the
application program.

Postgres [183, 194, 195, 239] (or other extendible DBMS) based implementa-
tion: New data types can be defined, so it should be possible to have a one to
one relationship between tuples in a relation and the objects. Still, the differ-
ence stored/running parts of objects remains. Another disadvantage is that
a DBMS implementation is probably less efficient than the mapped memory
implementation.

PCTE™ [102, 103] based implementation: The Portable Common Tool Envi-
ronment PCTE* offers a powerful OMS derived from the Entity-Relationship
Model of Chen [32]. The objects in PCTE* are not (complete) encapsulations
of ADTs. An advantage is that the OMS of PCTET is already distributed
amongst workstations in a network. It has to be investigated if it is possible
to manipulate multi-dimensional data in an efficient manner. A disadvantage
of a PCTE* based implementation is that we have to switch completely to the
PCTE™ concepts and will be tied to these concepts. Finally, the availability
of PCTE™T may be a problem. It is not in the public domain and therefore we
expect problems with the distribution of Procol.
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Figure 9.1: Object Reference with Surrogates

We have decided to use the mapped memory approach for the prototype implemen-
tation of persistent objects in Procol. The main reasons were the expected efficiency
of the approach and the provided synchrony between “stored” and “running” object
instances.

An object instance is identified by a surrogate [117]. That is, the object id is
not the actual address in memory but we use an indirection [196] to locate the
object. See figure 9.1 for a graphic demonstration of the process. Each surrogate
contains an indication whether the object instance is volatile, persistent or deleted.
When, during the execution of a Procol program, an object is referenced, we have
to check the first part of the surrogate. If the the object instance is volatile, the
surrogate contains a key than can be used to retrieve the memory address of the
instance variables. If the object instance is persistent, the surrogate contains a
dataset identifier, and a key. With this dataset identifier and the key, the OMS
is able to retrieve the actual memory address of the the instance variables of the
persistent object in question. The disadvantage of surrogates is that there is an
extra indirection. However, surrogates have several important advantages. They
enable objects to be switched between volatile and persistent state, by modifying
a part of the surrogate. We decided, based on the advantages and disadvantages
mentioned in Section 9.4, that the control of referential integrity is not required in
Procol. However, the use of illegal references is signalled at run-time. This is done
by inspecting the surrogate and taking the appropriate measures.

If a persistent object contains a reference to a volatile object, this volatile object is
not saved automatically. The proper way to program this case is to make the other
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object also persistent, if the referenced object is still needed in the future. The state
of each object instance is stored as unity, that is in contiguous memory. Instances
of different sizes are no problem. The state also contains some additional data, for
example the Creator.

The application programmer decides whether instances of the same object type are
“stored together” without instances of other types in one dataset or if a dataset
contains instances of different types. The latter is advantageous for representing
complex objects in an efficient manner, because the instances of the different types
that define a complex object are stored close together. Note that complex objects
are important in CAD systems, because this is one of the main modeling tools.
Associated with each dataset of instances is a header which contains, depending on
the implementation method, some additional information. For example in the case
of surrogates, the header contains the address lookup table based on the object id
(in the form of a B-tree). The header is also the place where index structures are
stored and where the memory management information is kept. Summarizing, the
major differences between a table in relational DBMS and a dataset are:

e A table contains only tuples of the same type, in contrast to a dataset which
may contain instances of different types.

e The presence of an explicit object id in our system instead of a primary key,
which is an attribute (or combination of several attributes).

e Attributes may be references to other objects. This is allowed for both object
instances of the same object type and for instances of another object type.

e The instances are not necessarily of the same size, though the number of
attributes is equal.

e The way in which the tables are manipulated is different. This is not limited
to a language such as SQL, but general program language constructs can be
used (complemented with a number of specialized operations).

9.7 Discussion

Besides an object-oriented programming language, Procol is also a parallel program-
ming language. It is possible that the objects run in parallel on multiple processors.
We have only used this in a few examples; see Appendix A. Clearly, this topic de-
serves more attention and more research is needed in the context of highly interactive
and graphic systems.

It is a small step from one single user Procol program with persistent objects to
a system with multiple users. At least conceptually, because each object has its
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own protocol which regulates the communication. It should not matter from which
program a message originates. However, we will have to reconsider some of the
concepts.

The provided query facilities are very limited; with retrieve it is only possible to
get hold of one “starting” object id of a specified type or to perform the selection
of instances from one set (object type) at a time. More complex queries have to
be programmed into the objects (the Procol program). Attention has to be paid to
avoid object types becoming too specific. This would be in contradiction with one
of the basic principles of databases of data being independent of applications. More
research in this area is necessary.
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Conclusion

Summary of Important Results

The explicit formulation of the six requirements of GIS towards the data model (71
integrated storage of geometric, topological, and thematic data, r2 spatial capa-
bilities, 3 levels of detail, r4 layers of entities, 75 persistence, and r6 dynamic)
and the categorization of spatial data structures (into geometric data structures,
topological data structures, and data structures with detail levels), as given in the
first two chapters of this thesis, form the first preliminary research results. In the
Chapters 3 through 6 several new spatial data structures are presented, each having
their strengths and weaknesses. In Chapter 3 a modified BSP-tree for GIS was sug-
gested and implemented. This implementation showed that in the GIS practice, the
BSP-tree requires only linear storage instead of the worst case quadratic storage.
Further, this chapter presented the first reactive structure: the reactive BSP-tree, a
static structure.

Two new geometric data structures, the KD2B-tree and the Sphere-tree, that are
orientation insensitive, were introduced in Chapter 4. Both structures use less stor-
age space than the well-known R-tree, and an implementation showed that especially
the KD2B-tree performed very well: the R-tree was outperformed in case of sphere
and polygonal overlap queries, and the KD2B-tree was very competitive in case of
rectangular queries. Chapter 5 presented a new data structure with detail levels,
the BLG-tree, which has some clear advantages over known structures, such as the
Strip tree and the Arc tree. One of the most important research results of this thesis
is the Reactive-tree, a fully dynamic and reactive data structure described in the
last chapter of Part I. The future will tell whether the Reactive-tree will become a
storage structure for a scaleless, seamless geographic database.

Part II described the research related to geographic data modeling and persistence.
Chapter 7 demonstrated that a GIS based on the relational model is possible, as far
as it concerns most of the functional aspects, but not from the efficiency point of
view. Therefore, a geographic extension was proposed. Then, in Chapter 8 Procol
was used to show that the OO approach offers a better modeling and development
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environment. It was explicitly indicated how typical GIS issues may be addressed
(geometric searching, map generalization, topology, complex objects) as illustrated
in the case “Presentation of Census Data.” The most important research result of
Part IT was the introduction of persistent objects in Procol in Chapter 9, accompa-
nied by the description of a new implementation technique based on shared mapped
memory. The inclusion of index structures such as the Reactive-tree, leads to a
powerful development environment and basis for GIS applications, capable of deal-
ing with instances of different sizes, efficient geometric searching, large data sets,
complex objects, referential integrity, exchange of objects between two systems, and
SO on.

Future Research

In the discussion sections of the Chapters 3 through 9, several suggestions are made
for future research. In this section, the most important ones will be recapitulated
and a few new research topics will be mentioned. New variants of the Reactive-
tree should be considered that are able to deal efficiently with a non-hierarchical
distribution of the number of objects over the importance levels, whilst sticking to
the guideline that important objects are to be stored in the higher levels of the tree.
This might be realized by allowing one tree level to contain multiple importance
levels. Further, there are conceptual problems associated with scaleless geographic
data sets, that have to be solved in cooperation the cartographers.

The second topic where further research is required is the object management system
of Persistent Procol. More practical experience has to be gained in developing GISs
with Persistent Procol. This applies to both functional and efficiency related issues.
Furthermore, there are a few basic issues that still have to be solved, for example,
concurrent users of the same data set.

Other research topics are, of course, the ones that were outside the scope of this
thesis (see page i), e.g. the development of a geographical query language and
user interface based on an object-oriented approach. The last future research topic
mentioned deals with a geometric search tree that tries to improve response times
by restructuring itself after a query, in a manner similar to a splay tree [201] in the
one-dimensional case. Basically, splay trees make entries that are often retrieved,
easier to access by storing them in higher levels of the tree. If possible at all, the
multi-dimensional self-adjusting tree will be more difficult.
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Final Remark

Most proposed methods and techniques are also useful in other types of spatial
information systems, such as computer graphics, computer-aided design and manu-
facturing (CAD/CAM), computer vision, and robot systems.
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Appendix A: R-tree in Procol

This appendix contains the Procol code of the objects R-TREE and R-NODE, which
together implement a persistent multi-dimensional index structure; see Section 9.5.
In case of a GIS with attributes such as points, polylines and polygons in the plane
the dimension of the R-tree is two. A CAD system with solid objects, for example
a polyhedron, will need a three-dimensional R-tree. Higher dimensional R-trees are
also possible, because in some applications it is beneficial to interpret a combination
of k scalar attributes as one k-dimensional point attribute on with range queries
may be formulated.

Not all the code is given here. Omitted code is indicated by three dots (...).
Especially, some tricky parts of the Insert and Delete algorithms are omitted, but
can be found in [97]. The code is non-trivial because the tree has to be kept in
balance under the Insert and Delete operations. The purpose of this appendix is to
show how the R-tree is implemented in an object-oriented manner. We only show
one query type: the box select (in 2D that is, a rectangle select), which returns the
id of every object in the R-tree that overlaps the search box sbox. The result is sent
back to the original object sid by invoking the action InRegion with the id of the
found (graphic data) object. This happens once for each object that is found.

Note that we implement a parallel or distributed version of the tree by using the
object R-NODE. During the search operation several nodes can work in parallel on
different processors. There is quite a bit of work in each node, because a typical
value for M (maximum number of entries) is 100. This solution would probably
not be very efficient for a binary tree, because the overhead introduced by sending
messages to other processors may require more time than the time that is gained
by the parallel execution. Besides the search operation, delete and insert operations
might also benefit from parallel execution in case of node overflow and underflow
respectively. This is not shown in the code below.

#define DIM 2 /* or any other value > 1 */
#define LENGTH 256

typedef struct{
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ANY id; /* R-NODE or graphic object */
float box [DIM] [2];

} EntryType;

0BJ
Description

Protocol

Declare

Init
Actions

End0OBJ

R-TREE (int m, int M, char dataset[LENGTH]);

In R-tree literature m and M are the minimum and
maximum number of entries per node. The tree is suited
for DIM dimensional space.

Assumed is that just after the creation of the R-TREE,
it made persistent by its creator in ’dataset’.

/* Assumption: The Add and Delete actions are */

/* invoked by the (graphic data) objects */
/* themselves and they send their correct */
/* minimal bounding box in box. */
ANY (box) -> Add +

ANY (box) -> Delete +
ANY (sbox) —-> Select

R-NODE root, node;

float box[DIM] [2], sbox[DIM][2];
root = NULL;

Add = {

if (root==NULL) {
new root(m, M, true);
persistent root in dataset;
root.EntryAdd(sender, box);
} else {

new node(m, M, true);
persistent node in dataset;

}
}
Delete = {
/* If a (persistent) node is deleted, then this */
/* also implies removal from the dataset. */
}
Select = { root.Search(sender, box); }
R-TREE.
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0BJ R-NODE (int m, int M, boolean leaf);
Description m and M have same meaning as in R-TREE.
If leaf has value true, then this node is a leaf,
else this is an internal node.
Protocol (NrOfEntries < M): R-TREE (id, box) -> EntryAdd +
(NrOfEntries > m): R-TREE (id, box) -> EntryDelete +
R-TREE (sid, sbox) -> Search +
R-NODE (sid, sbox) -> Search +
R-TREE () -> Full
Declare float box[DIM] [2], sbox[DIM][2];
ANY id, sid;
EntryType entry[M];
int NrOfEntries, 1i;
R-NODE next;
Init NrOfEntries = O;
Actions EntryAdd = {
/* Assumption: R-NODE is not full */
entry [NrOfEntries] .box = box;
entry [NrOfEntries++].id = id;
}
EntryDelete = { ... }
Full = { sender.(NrOfEntries==M); }
Search = {
for (i = 0; i < NrOfEntries; i++)
if (overlap(sbox, entry[i].box)
if (leaf)
/* Return found object */
sid.InRegion(entry[i].id);
else {
/* Propagate search to lower level. */
/* This part of the code causes */
/* the parallelism. x/

EndOBJ

next = entry[i].id;
next.Search(sid, sbox);

¥
R-NODE.
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Appendix B: Abbreviations

ADT
AKR
AM/FM
ASCII
B-tree
BANG file
BSP-tree
BLG-tree
CAD
CAM
CARIN
CD-1
CEDD
C31

CGI
CPU
CSG
DBMS
DCDSTF
DDL
DFAD
DIME
DLG
DLMS
DMA
DML
DTED
EGR
EXCELL
FDS
FEL

GIS

Abstract Data Type

Automatisering Kadastrale Registratie (Dutch)
Automated Mapping / Facility Management,
American Standard Code for Information Interchange
Boeing/Bayer /balanced /broad /bushy-tree [41]7
Balanced And Nested Grid file

Binary Space Partitioning-tree

Binary Line Generalization-tree

Computer Aided Design

Computer Aided Manufacturing

CAR Information and Navigation system
Compact Disc-Interactive

Committee for the Exchange of Digital Data of the IHO
Command, Control and Communication Information
Computer Graphics Interface

Central Processing Unit

Constructive Solid Geometry

DataBase Management System

Digital Cartographic Data Standards Task Force
Data Definition Language

Digital Feature Analysis Data

Dual Independent Map Encoding

Digital Line Graphs

Digital LandMass System

Defense Mapping Agency (USA)

Data Manipulation Language

Digital Terrain Elevation Data

Economic Geographic Region

Extendible CELL

Formal Data Structure

Fysisch en Elektronisch Laboratorium (Dutch)
Geographic Information System
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GKS Graphical Kernel System

GNU GNU is Not Unix

hB-tree holey brick B-tree

IEEE Institute of Electrical and Electronics Engineers

IDECAP Interactive Pictorial Information System for Demographic and
Environmental Planning Applications

IGES Initial Graphics Exchange Specification

IGU International Geographical Union

IHO International Hydrographic Organization

ISO International Organization for Standardization

KD-tree K Dimensional tree (usually K = 2 in this thesis and spelled as
k-d tree by Bentley [19])

KDB-tree K Dimensional B-tree (spelled as K-D-B tree by Robinson [179])

KD2-tree K Dimensional tree with 2 split lines

KD2B-tree K Dimensional B-tree with 2 split lines

LIS Land Information System

LKI Landmeetkundig en Kartografisch Informatiesysteem (Dutch)

LSD tree Local Split Decision tree

MACDIF  Map And Chart Data Interchange Format

MBE Minimal Bounding Ellipse

MBR Minimal Bounding Rectangle

MBS Minimal Bounding Sphere

MSE Mean Square Error

NATO North Atlantic Treaty Organization

NCGIA National Center for Geographic Information and Analysis

OMS Object Management System

00 Object-Oriented

OOPL Object-Oriented Programming Language

0OS Operating System

PCTE Portable Common Tool Environment

PHIGS Programmers Hierarchical Interactive Graphics System

R-tree Rectangle/range-tree [97]7

RDBMS Relational DataBase Management System

RNLAF Royal NetherLands Air Force

SQL Structured Query Language

SUF Standaard Uitwisselings Formaat (Dutch)

TIGER Topologically Integrated Geographic Encoding and Referencing

TNO Nederlandse organisatie voor Toegepast-Natuurwetenschappelijk
Onderzoek (Dutch)

USGS United States Geological Survey

VLSI Very Large Scale Integration

WDB I World Data Bank I

WDB II

World Data Bank II
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Samenvatting

In het afgelopen decennium zijn Geografische Informatiesystemen (GISen) populair
geworden. Een GIS is altijd gebaseerd op een geautomatiseerde versie van een kaart.
Het gebruik van GISen neemt nog steeds toe in toepassingen zoals: topografische,
kadastrale, hydrografische en luchtvaartkundige kaartvervaardiging; demografische
en ruimtelijke planning; vastgoedbeheer, commando-, controle- en communicatie-
systemen; “wargames” en andere simulaties gebaseerd op terreinmodellen en schip-,
vliegtuig- en auto-navigatie systemen.

De toegenomen beschikbaarheid van apparatuur, zoals digitizers, scanners, werksta-
tions, grafische beeldschermen, printers en plotters voor de invoer, verwerking en
uitvoer van geografische gegevens is niet de enige reden voor de toenemende GIS-
belangstelling. Belangrijker zijn de nieuwe functionele mogelijkheden welke door een
GIS worden geboden in vergelijking met de traditionele papieren kaart. Wanneer er
eenmaal een goede werkomgeving is opgezet, wordt het onderhoud en de produktie
van kaarten een stuk gemakkelijker, omdat nu niet de kaart geheel opnieuw getekend
hoeft te worden, maar er volstaan kan worden met het invoeren van de nieuwe of
veranderde gegevens in het geografische bestand. Voor de gebruikers biedt een GIS
het voordeel dat zij op verschillende manieren interactie met het systeem kunnen
plegen: allerlei soorten selecties gebaseerd op ruimtelijke en thematische eigenschap-
pen kunnen worden gemaakt, het systeen kan daarvoor verschillende analyses en
berekeningen uitvoeren en de resultaten worden snel en in de geschikte grafische of
alfa-numerieke vorm gepresenteerd. Een ander belangrijk voordeel is dat nu vele
gebruikers gelijktijdig van hetzelfde geografische bestand gebruik kunnen maken.

Als gevolg van het groeiende gebruik van GISen, komen er toepassingen met steeds
zwaardere eisen. Zo is er de fascinerende vraag naar schaalloze geografische bestan-
den zonder kaartranden. Nu bovendien de gegevensverzamelingstechnieken vol-
wassen worden, neemt de omvang van de bestanden toe tot Gigabytes. Versnelling
van de apparatuur alleen is niet voldoende, omdat de eisen nog sneller toenemen.
Het doel van het onderzoek, beschreven in dit proefschrift, is dan ook een nieuwe
werkomgeving te ontwerpen waarin efficiénte GISen efficiént ontwikkeld kunnen
worden. Deze twee uitgangspunten, efficiénte GISen en efficiénte ontwikkeling, zijn
terug te vinden in de twee delen van dit proefschrift: Deel I. Reactieve Datastruc-
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turen en Deel II. Persistentie en Object-Georiénteerd Modelleren.

Deel T van het proefschrift wordt vooraf gegaan door een introductie van GISen:
begrippendefinities, voorbeelden van GISen en een probleemanalyse. Er wordt een
informatica-aanpak gebruikt om de beschreven problemen op te lossen. Dit houdt
ondermeer in dat er prototypen geimplementeerd zijn om alternatieve oplossingen
in een praktische situatie met elkaar te kunnen vergelijken.

Een belangrijke eigenschap van GISen, die deze van administratieve informatiesys-
temen onderscheidt, is dat ze met ruimtelijke gegevens omgaan. Een GIS is dus
een ruimtelijk informatiesysteem. In een ruimtelijk informatiesysteem zijn de ge-
ometrische en topologische gegevens geintegreerd met de thematische gegevens. Het
geografische datamodel kan worden beschouwd als de motor van een GIS. Het ont-
werp van een efficiéent GIS vereist een krachtige motor, welke over voldoende ver-
mogen voor interactieve toepassingen beschikt. Deel I gaat over dergelijke motoren:
reactieve datastructuren. Reactive datastructuren zijn uitermate geschikt om snel
op de manipulaties van de gebruiker, zoals het selecteren van een bepaald gebied
met een bepaalde nauwkeurigheidsgraad, in te kunnen spelen.

Er worden verschillende nieuwe datastructuren voorgesteld: de reactive BSP-tree,
de KD2B-tree, de Sphere-tree, de generalized KD-tree en de Reactive-tree. Hier-
van is de Reactive-tree waarschijnlijk de belangrijkste, omdat dit niet alleen een
reactieve datastructuur is, maar ook nog een dynamische structuur waar objecten
aan toegevoegd en verwijderd kunnen worden. Een dergelijke struktuur zou wel
eens de basis kunnen gaan vormen van een schaalloos geografisch bestand zonder
kaartranden.

Deel II gaat over de ontwikkelingsomgeving voor volledige GIS-toepassingen, welke
natuurlijk op een reactieve datastructuur gebaseerd zouden moeten zijn. Verder
moet een dergelijke omgeving voldoende modelleringsmogelijkheden bieden en moet
het ook voldoende database-achtige faciliteiten bieden. Er is ten minste een uit-
breiding van het relationele datamodel nodig om efficiént met ruimtelijke gegevens
om te kunnen gaan. De uitbreiding die wordt voorgesteld, bestaat uit het toevoe-
gen van geometrische datatypen, ruimtelijke index-structuren en nieuwe operatoren
in de vraagtaal. Er blijven echter toch nog een aantal bezwaren aan deze oplossing
kleven. Het is bijvoorbeeld moeilijk om complexe objecten, die in een GIS-omgeving
frequent voorkomen, in de platte tuples van een relationeel systeem te representeren.
Dit is de reden dat een meer object-georiénteerde benadering wordt voorgesteld en
wordt uitgeprobeerd in een case. Dit blijkt goed te voldoen, maar omdat er een
object-georiénteerde programmeertaal gebruikt is in deze case, ontbreken de meer
database-achtige capaciteiten. Hiervoor wordt de aan de Rijksuniversiteit Leiden
ontwikkelde taal Procol voorzien van persistente objecten, welke niet ophouden te
bestaan wanneer de executie van een programma stopt. Er wordt een efficiént ont-
werp van het objecten management systeem beschreven, zodat nu ook zaken als
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persistentie, consistentie, indexstructuren en gelijktijdige toegang van meerdere ge-
bruikers opgelost worden.

Daar het onmogelijk is alle aspecten van de huidige GIS-technologie te behande-
len, volgt hier een opsomming van de onderwerpen die buiten het hier beschreven
onderzoek vallen: op raster-structuur gebaseerde GISen, kwaliteit en nauwkeurig-
heidsmodellen voor ruimtelijke gegevens, het ontwerp van de gebruikersinterface,
het gebruik van expert systemen in een GIS-context, drie-dimensionale GISen en de
ontwikkeling van uitwisselingsformaten voor geografische gegevens.

Tenslotte wordt opgemerkt dat, hoewel de nadruk op toepassingen in GISen ligt, veel
van de hier beschreven methoden en technieken ook van toepassing zijn in andere
typen ruimtelijke informatiesystemen, zoals in computer grafiek, computer vision,
robot systemen en CAD/CAM systemen.
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